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CHAPTER 1

INTRODUCTION

Service-Oriented Computing (SOC) is an emerging computing paradigm for build-

ing distributed information systems in which the concepts of distribution, openness,

asynchronous messaging and loose coupling take a leading role. In this context, ap-

plications are built out of individual services that expose functionalities by publishing

their interfaces into appropriate repositories, abstracting entirely from the underlying

implementation. Published interfaces may be searched by other services or users and

subsequently be invoked. The interest in Service-Oriented Computing is a consequence

of the shift from a vision of a web based on the presentation of information to a vision

of the web as computational infrastructure, where systems and services can interact in

order to fulfill users’ requests. Web Services (WS), the best-known example, are the

realization of service-oriented systems based on open standards and infrastructures,

extending the XML syntax.

There is a wide landscape of opportunities offered by Service-Oriented Comput-

ing: it is possible to create added value information systems by aggregating individual

services; it is possible to (a) create inter- and intra-company information systems with

relative ease by ‘servicizing’ existing systems, and (b) to achieve true interoperability

and transparency at run-time. Nevertheless, Service-Oriented Computing is far from

being a solution for all distributed systems’ problems. A number of open key issues

makes the research in the field interesting and challenging at the same time. Devising

ways to (semi)-automatically compose services at design time or, even better, at run-

time, would change the way we look at software engineering, and radically increase the

speed of application development. How to discover existing services beyond signature

matching and how to consider semantic equivalences among services is an open prob-

lem. All considerations of non-functional requirements are paramount for the user’s

satisfaction when interacting with services, and need general and feasible solutions.

There is a growing need to experiment with Service-Oriented Architectures to test the

effectiveness and feasibility of the SOC approach in diverse areas such as electronic

commerce, mobile services, electronic government, electronic procurement, logistics,

and many others. Finally, the issue of delivering service to mobile devices with limited
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resources and varying contexts is becoming more and more interesting as the mobile

devices penetrate our everyday life.

1.1 Service composition and process transparency

If on the one hand, the adoption of the basic Web Service technology is blooming,

on the other hand, the Service-Oriented community needs to prove that higher level

functionalities are feasible. Service clients and providers would adopt service-oriented

solutions more easily if they were enabled with abstract languages in which to express

high level requests, requirements, or business rules. It is necessary to transfer the

implementation transparency offered by service-oriented architectures to the end users

and empower them with process transparency. Clients or providers need not know how

every step is performed to achieve a given goal, but simply how to express the goal to

be achieved or business rules that need to be fulfilled. For instance, having a user

expressing his/her needs in the form of a high-level request and abstracting away from

any implementation, any issue of availability of a service, or even of which services are

necessary to complete the request, is the arrival point of SOC architectures. To achieve

this, we need ways to automatically compose services, we need benchmarks to prove

feasibility and effectiveness of any proposed approach, given the relative youth of the

SOC field.

To go in the direction of process transparency, a number of issues need to be studied

and solved. First of all, one has to equip the user with an appropriate language for

expressing requests against the business processes. Second, one has to do the same for

the service providers. Third, one has to find frameworks able to handle the requests

and to deal with all the peculiarities of the service-oriented environments, such as, non-

deterministic behaviors, loose coupling, and dynamicity. Fourth, the representation of

the business process has to include the relevant information to allow the framework to

function.

Our initial proposal to achieve process transparency for the user by providing a

request language is in [Aiello et al., 2002]. In that work, we use a combination of

modal temporal logic and linear constraint expressions. The initial proposal is then re-

fined in [Papazoglou et al., 2002, Lazovik et al., 2003, Lazovik et al., 2004] where the

language XSRL (Xml Service Request Language) is introduced. XSRL is also an ex-

tension of a temporal logic with additions that allow us to express path properties and

non-deterministic behaviors. For instance, one may say that a specific subgoal has

to be achieved after another one, despite non-determinism, while a cost property is

maintained during the whole execution of the request.

Process transparency is not only something to be provided to the user of process,

but also a goal when designing the way in which services are offered. Therefore, also

service providers desire a tool similar to XSRL with its supporting framework. In

[Aiello and Lazovik, 2006], we introduce XSAL (Xml Service Assertion Language).

XSAL has the same expressive power as XSRL, but a different scope. A service
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provider that wants to change the way in which he offers a service or wants to of-

fer the same service differently depending on some contextual conditions, does not

need to re-implement his service, but simply expose a statement which changes the be-

havior, a public business rule, in a way. For instance, for a given user, he might require

that authorization on the credit card is obtained before proceeding in a reservation of a

good, while for another user this requirement could be relaxed.

All the requests, may they come from the users or the provider, need a framework

for their handling and execution. The framework must be aware of the underlying

business process, it must be able to directly perform invocations to the services and

to access service databases to know which services are potentially available. But how

does such a framework satisfy the requests? The parallel we offer is with planning (as

in Artificial Intelligence). In fact, a business process is a description of a domain of

execution, while web service implementations and registries represent the execution

environment. User requests are then the goals of the planner. From this parallel we see

that we are dealing with planning under uncertainty and in non-determistic domains:

One of the hardest tasks for planning. Though, there is one advantage. Since the infor-

mation exchange with the environment is through XML messages, we do have perfect

information gathering from the environment. That is, there is no a priori knowledge on

what an action outcome will be, but there is the certainty of the fact that an action will

produce a well defined effect. Think of the difficulties for a robot to pick up a glass

from a table, compared to that of invoking a service asking for the price of a plane trip.

To perform service composition using planning techniques we initially turned our

attention to model based planning [Lazovik et al., 2003, Lazovik et al., 2004]. In such

a framework planning is performed as model checking the planning domain and using

the proofs of the model checker as plans. With this technique we were able to define a

complete framework for service composition under uncertainty and non determinism,

we were able to prove correctness of the proposed algorithms [Lazovik et al., 2006].

However, there are a number of shortcomings to overcome. It is hard to express goals

that have to do with numeric values, only boolean properties are easily expressible.

Then, either one booleanizes the numeric constraints, or one has to distinguish between

a knowledge and planning level. If a plan is found, one cannot say anything about the

optimality of the found solution. It is just one of the potentially many plans. Finally,

there is a lack of available implementations to be able to actually experiment with the

system and build working prototypes. For this reasons, recently we turned our attention

to constraint based techniques, returning to the initial ideas in [Aiello et al., 2002].

The work on using constraint programming techniques for service composition and

choreography [Lazovik et al., 2005] is presently underway and falls beyond the scope

of the present thesis.
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1.2 Mobile services and domotics

The origin of Service-Oriented Computing can be traced to the need in eBusiness for

scalable, loosely coupled information systems, and the need of realizing dynamic and

flexible virtual enterprises. But Service-Oriented Architectures need not be confined

to big legacy information systems. With the growth in computational power, network-

ing possibilities and lowering costs of mobile devices, we are ready for having web

services on PDAs and mobile phones, thus fully benefitting from the SOC revolution

also on our personal mobile devices. In his initial study of bringing web services to

mobile devices the author’s student Paolo Leoni [Leoni, 2004] proposed to use XSRL

in the domestic environment. Home appliances such as the oven, the fridge and the

TV set would be servicized and a number of ‘home processes’ would be available to

the home inhabitant. Then one would use XSRL to express complex request to the

home. Incidentally, one notices that the home is a dynamic environment where new

electronic devices enter and exit the network and where services change over time. A

typical example of a non-deterministic and uncertain domain.

From this initial proposal, we considered the evolution of domotics standards and

technologies and we showed how web services are the next step for achieving scala-

bility, openness and dealing with the high level of heterogeneity present in our homes

[Aiello, 2006a, Aiello, 2006b]. An important factor is to show that the approach does

not only solve the interoperability issue, but is also feasible with the current technol-

ogy. In [Aiello et al., 2005], we showed how to take advantage of the publish/subscribe

Web Service protocol WS-Notification for building a domotic infrastructure. But do-

motics is not the only application domain for mobile service. Once the road is avail-

able, bringing web services to the mobile devices can bring a great deal of advantages

in many domains, including electronic commerce, logistics, government and so on. In

[Schall et al., 2006] we studied web service toolkits for mobile phones and perform a

performance test among Java and C++ implementations. The result shows that both

roads are feasible, thought the C++ solution is more efficient.

1.3 Organization and source of the thesis material

The present Habilitation thesis contains six articles co-authored with colleagues and

students from University of Trento (mostly the author’s PhD student Alexander La-

zovik), Tilburg University (Prof. Mike Papazoglou), and the Vienna Technical Univer-

sity (Prof. Schahram Dustdar). These papers are presented in six different chapters as

originally published. The copyright of the material belongs to respective publisher and

are here reproduced only for the purpose of obtaining the Habilitation.

Chapter 2 was published as [Papazoglou et al., 2002] in 2002 in the IEEE Data En-

gineering Bulletin and contains an overview of the approach to service composition

using planning. Chapter 3 will appear in the Springer’s Journal on Digital Libraries

[Lazovik et al., 2006] and contains the definition of XSRL, the planning algorithms
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for managing XSRL together with formal proofs of their correctness. The definition of

XSAL, a classification of assertions and business rules based on their use and expres-

sive power, together with considerations about Quality of service is in volume 15 of the

International Journal of Cooperative Information Systems [Aiello and Lazovik, 2006]

and is reproduced in Chapter 4. The articles on mobile services start in Chapter 5 with

[Aiello, 2006a], a longer version of which is under review by an Elsevier journal as this

thesis is being assembled. The chapter gives an historical overview of domotics, then

classifies domotic’s protocols and technologies following distributed systems parame-

ters. Chapter 6 deals with WS-Notification and how it can be used for domotics. The

chapter reproduces the paper appeared in the DrDobbs journal [Aiello et al., 2005].

DrDobbs is a scientific journal with high impact in the industrial and developers com-

munities. Finally, Chapter 7 is concerned with bringing Web Service technology to the

mobile devices and is experimental in nature. The article contained in this final chapter

appeared in the International Journal of Web Information Systems [Schall et al., 2006].

1.4 Acknowledgments

First and foremost, I am thankful to Prof. Dr. Schahram Dustdar for hosting me and

supporting me during my 2006 sabbatical year at the Distributed Systems Group at the

Technical University of Vienna (TUWien). I have learned a great deal during my stay

there, I have enjoyed working in a large and dynamic research group (the VitaLab), and

I have found a friend also outside the working hours. Thank you Schahram. I thank

also Prof. Dr. Georg (Giorgio) Gottlob for his charming welcome, for the support with

the present Habilitation, and for the enjoyable conversations.

Of the many friends I made in Vienna, a special mention goes to Agata and Christi

for their friendship, their availability, and their care. Everybody should have a couple of

friends like them when moving to a new city. Finally, I dedicate the present Habilitation

thesis to Michela for her love, for her patience, and for all the commuting Modena–

Vienna she has put up with. This is for you Michela.

1.5 References

[Aiello, 2006a] Aiello, M. (2006a). The Role of Web Services at Home. In IEEE Web

Service-based Systems and Applications (AICT/ICIW 2006), pages 164–172. IEEE

Computer.

[Aiello, 2006b] Aiello, M. (2006b). Web Service e Domotica. Media 2000, 239.

[Aiello and Lazovik, 2006] Aiello, M. and Lazovik, A. (2006). Monitoring assertion-

based business processes. International Journal of Cooperative Information Sys-

tems, 15(3):359–390.

13



[Aiello et al., 2002] Aiello, M., Papazoglou, M., Yang, J., Carman, M., Pistore, M.,

Serafini, L., and Traverso, P. (2002). A request language for web-services based

on planning and constraint satisfaction. In VLDB Workshop on Technologies for

E-Services (TES02), volume 2444 of Lecture Notes in Computer Sciences, pages

76–85. Springer.

[Aiello et al., 2005] Aiello, M., Zanoni, M., and Zolet, A. (2005). Exploring WS-

Notification: building a scalable domotic infrastructure. DrDobbs Journal: Soft-

ware tools for the professional developer, 371:48–51.

[Lazovik et al., 2005] Lazovik, A., Aiello, M., and Gennari, R. (2005). Encoding re-

quests to web service compositions as constraints. In Principles and Practice of

Constraint Programming (CP-05), volume 3709 of Lecture Notes in Computer Sci-

ence, pages 782–786. Springer.

[Lazovik et al., 2003] Lazovik, A., Aiello, M., and Papazoglou, M. (2003). Planning

and monitoring the execution of web service requests. In Int. Conf. on Service-

Oriented Computing (ICSOC-03), volume 2910 of Lecture Notes in Computer Sci-

ence, pages 335–350. Springer.

[Lazovik et al., 2004] Lazovik, A., Aiello, M., and Papazoglou, M. (2004). Associ-

ating assertions with business processes and monitoring their execution. In Aiello,

M., Aoyama, M., Curbera, F., and Papazoglou, M., editors, Int. Conf. on Service-

Oriented Computing (ICSOC-04), pages 94–104. ACM Press.

[Lazovik et al., 2006] Lazovik, A., Aiello, M., and Papazoglou, M. (2006). Planning

and monitoring the execution of web service requests. Journal on Digital Libraries.

To appear.

[Leoni, 2004] Leoni, P. (2004). A web service based domotic architecture. Bach-

elor Thesis, Univ. of Trento, http://dit.unitn.it/∼aiellom/tesi/

leoni.doc (in Italian). Winner of the 2004 ANIA-Confindustria prize for do-

motics.

[Papazoglou et al., 2002] Papazoglou, M., Aiello, M., Pistore, M., and Yang, J.

(2002). Planning for requests against web services. IEEE Data Engineering Bul-

letin, 25(4):41–46.

[Schall et al., 2006] Schall, D., Aiello, M., and Dustdar, S. (2006). Web services on

embedded devices. International Journal of Web Information Systems, 2(1):1–6.

14



Planning for Requests against Web Services

Mike Papazoglou, Marco Aiello, Marco Pistore and Jian Yang

1. DIT, University of Trento 2. INFOLAB, University of Tilburg

Via Sommarive, 14 PO Box 90153

38050 Povo, Trento, Italy NL-5000 LE Tilburg, The Netherlands

{mikep,jian}@uvt.nl {aiellom,pistore}@dit.unitn.it

Abstract

One of the most serious challenges that web service enabled e-marketplaces face is the lack of formal

support for expressing service requests against UDDI-resident web services in order to solve a complex

business problem. We present a framework in which such a formalization is possible by integrating AI

planning and constraint satisfaction techniques with web service technology. This framework is designed

to handle and execute requests performing planning under uncertainty on the basis of refinement and

revision as new service-related information is accumulated (via interaction with the user and UDDI)

and as execution circumstances necessitate change.

1 Introduction

The current phase of the e-business revolution is driven by enterprises that look to B2B solutions to improve

communications and provide a fast and efficient method of transacting with one another. E-marketplaces are the

vehicles that provide the desired B2B functionality. An e-marketplace is an electronic trading community that

brings multiple customers, suppliers, distributors and commerce service providers in any geographical location

together to conduct business with each other through the exchange of XML based messages (over the Internet)

in order to produce value for end-customers and for each other.

Industry-based (or vertical) e-marketplaces, e.g., semiconductors, chemicals, travel industry, and aerospace,

provide to their members a unified view of sets of products and services and enable them to transact busi-

ness using diverse mechanisms, such as web services. The goal of web services when used within the context

of e-marketplaces is to enable business solutions by assembling and programming pre-built software compo-

nents offering business functionality on the Web. Each of these components behaves like a self-contained,

modular mini-application with its own interface described in the web service description language WSDL

(www.w3.org/TR/wsdl) that can be published and invoked over the Internet. This allows companies to
conduct electronic business, by invoking web services, with all partners in a marketplace rather than with just

the ones with whom they have collaborative business agreements. Service offers are described in such a way,

e.g., WSDL over UDDI (www.uddi.org), that they allow automated discovery to take place and offer request
matching on functional and non-functional service capabilities.

Copyright 2002 IEEE. Personal use of this material is permitted. However, permission to reprint/republish this material for

advertising or promotional purposes or for creating new collective works for resale or redistribution to servers or lists, or to reuse any

copyrighted component of this work in other works must be obtained from the IEEE.
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One of the biggest challenges that web service enabled e-marketplaces face is the lack of support for ap-

propriate service request languages that retrieve and aggregate services which contribute to the solution of a

business problem. Users typically require services from an e-marketplace based on their characteristics and

functionality. Currently, there are no formal specification mechanisms for formulating user requests and no au-

tomated support for expressing requests over UDDI-resident services other than the primitive enquiry portion

of the UDDI API. Requests based on the UDDI enquiry API are programmed within application programs and

need serious re-coding efforts every time that there is need for a new request or an extension to a previous re-

quest. The baseline desiderata for a request language, at a much higher level of abstraction than what is currently

offered by primitive UDDI APIs, are the following:

Genericity The language must be generic in that it can be used for the same kind of services offered by

different e-marketplaces.

Separation of goals The language should distinguish between qualitative and quantitative goals. The

former are more abstract general goals, e.g., a business process goal, the latter are the quantitative values

tied to such goals, e.g., achieving a particular business process goal within a specified time-frame.

Reactiveness to non-determinism and change The language must be able to express different sub-goals

depending on events which are not known a priori and are not under the control of the requester, e.g., the

requester does not know beforehand and cannot control whether a payment is going to be accepted, or the

conditions of a particular instance of a web service.

Interoperability The constructs of the request language should be directly mappable to existing web ser-

vice standards and protocols. In other words, it should be possible to translate a request into a program

interacting with web services as specified by current standards.

There are also a number of features, which would further enhance the usability and expressive power of the

language. These include the following items:

1. The language could be enriched with the capability of distinguishing between different types of goals and

sequencing preferences. A user needs to be able to state that one goal is preferable to another one, which

in turn is preferable to a third one. For example, it should be possible to state that a goal is vital or that it

is optional, and also express an explicit ordering of goals based on personal preferences.

2. The language could be enriched with similarity operators. There are three levels at which such semantic

operators can work: (a) at the constraint objects level: a user could specify that s/he wants something

similar to a compact car (topology), or some location close to a given city (proximity), and so on; (b) at

the service level: a user could specify that s/he wants something functionally similar to a specific service,

e.g., we may choose to replace a train service by a plane service; (c) at the plan level: a user could specify

a goal similar to an already successfully executed plan, e.g., make a trip similar to the one the user has

previously requested or done.

Our research concentrates on creating such a language and ensure an appropriate execution environment for

it. For this purpose we do not rely solely on web service technologies, but also use AI planning techniques,

which serve the purpose of expressing high-level goals and the handling of non-determinism and change, and

constraint satisfaction techniques to ensure the satisfaction of the quantitative part of user requests. In [1] we

introduced the basic constructs of this kind of language by integrating temporal constructs for expressing goal

sequencing and constraints over quantitative values over the goals, in [2] we have moved one step further by

completely specifying a request language, called XSRL, and described an execution environment for it. In this

paper, we present the main constructs of XSRL, briefly overview its execution environment and give an example

of an XSRL-based request.
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2 Expressing requests against web services

In the following we use an application scenario in the business domain of e-travelling based on the specifications

of the open travel agency (OTA, www.opentravel.org), where we consider an application booking flight
segments and making hotel reservations for travellers. OTA has specified a set of standard business processes

for searching for availability and booking a reservation in the airline, hotel and car rental industry, as well as the

purchase of travel insurance in conjunction with these services. OTA specifications use XML for structured data

messages to be exchanged over the Internet.

For the purposes of this paper we have chosen the OTA schema (document model) for an air segment reser-

vation. This business process specifies the format of an air segment schema in XML (WSDL and BPEL) can

be used as alternative representations) as well as the request and response formats for the air segment schema.

The input (request) document necessary for the air flight segment includes departure and arrival airports, arrival

and departure dates, desirable price ranges and seat numbers. The output document may include similar infor-

mation but with actual destinations, dates and prices that are supplied after interacting with service providers. A

comparable schema exists for hotel reservation purposes.

In Figure 1, we use an activity diagram to represent graphically the standard OTA air segment reservation

business process. Formalising the OTA specification with an activity diagram is just one of many possible

options, which is currently only used for illustration purposes. Solid arrows in the diagram represent flows of

control while dashed arrows represent flow of messages. Each node in the diagram represents an activity. This

formalism allows for cycles shown as outgoing arrows from end states. There are two business processes in

this activity diagram, a travel agent business process and a tour operator business process. Business processes

specify how agents, e.g., a booking application (user application in Figure 1), a travel agent, and a tour operator,

in an e-travelling marketplace interact in order to satisfy a traveller’s requests. The interaction between roles

takes place as a choreographed set of business steps or actions that can be represented in BPEL.

In Figure 1, the business process is initiated by a traveller who provides the OTA request document necessary

for an air flight segment (arrival airports, dates, seat quantity, etc). This triggers a request activity at some travel

agent, which in turn triggers a package availability request for the from some tour operator. Air segment reser-

vation information messages are exchanged until the traveller is able to choose between rejecting, modifying or

accepting the air segment offered by the service providers. Potential users (travellers) can come up with requests

to book their holidays on the basis of the business process described by this activity diagram. A similar process

can be used for hotel reservation purposes but is not illustrated due to space limitations.

The request shown in Figure 2 expresses the wishes of a user who wants to travel from New York to a

destination in Italy such as Rome or Venice. This traveler wants to use Alitalia or United Airlines as flight carrier,

spend between 500 and 800 dollars per passenger, reserve 3 seats on the flight, leave on the 1st of June and

return on the 10th. These are the input parameters required by the standard XML schemas and business process

specification of the OTA marketplace. The traveler also requires accommodation for the same destination, in an

hotel of the Hilton chain. Furthermore, the traveler finds it vital to have a flight ticket, but would still travel even

if s/he did not acquire a hotel reservation. Obviously, the passenger does not wish to reserve accommodation

without a confirmed flight ticket. These wishes are expressed in XSRL using the code snippet depicted in

Figure 2 and are executed against the canonical air segment reservation process schema, which is represented

graphically in Figure 1.

The interpretation of the request in Figure 2 follows. The ”pure” request is specified in the part enclosed

between the <REQUEST> tags. In the part enclosed between the <GOAL> tags the user specifies that s/he wishes
to receive a confirmation with respect to a variable $a, and this goal is <vital>with respect to the request. If
this succeeds <then> he is also willing to receive a confirmation for an hotel $h, but this is an <optional>
goal (that is, if it fails, the whole request should still proceed). The portion of the request enclosed in the

<REQUEST> tags defines the quantitative values tied to the various variables named in the goal portion and also
specified the way the information is returned to the requester in case of success.

3
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Figure 1: The AirSegment activity diagram.

3 The planning framework

The XSRL language has the properties of being generic, separating goals, dealing with change and non-determinism

and of interoperability. We illustrate how these characteristics are achieved by briefly sketching the execution

environment underlying the XSRL. The language is built on two inter-dependent components:

1. A “pure” request specification component that enables users to express a request in terms of the language

constructs and enables complex formulations over these constructs,

2. and a scheduling or goal component that expresses user objectives (goals) as well as scheduling prefer-

ences and dependencies among the requested services.

The request specification component is specified in terms of XQuery constructs (www.w3.org/TR/xquery)
and is combined with the scheduling part that is developed on the basis of the planning language [3],

which it also extends. The idea is that one can describe activities and goals and compose them, and decide their

sequencing. In addition, one can also use constructs that react to failure and non-determinism, such as “try to

achieve a goal” or “if a subgoal fails then try to achieve an alternative subgoal.” The language is fully

implemented in a working prototype which comprises a planner MBP (model based planner). To work, the MBP

needs an request expressed against a domain model. The domain model in the case of XSRL is a set

of standard business processes. The descriptions of such processes are usually available in the case of web ser-

vices in form of definitions based on modelling and specification languages such as BPEL (www-106.ibm.
com/developerworks/webservices/library/ws-bpel) or BPML (bpmi.org). These need to
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<XSRL>
<REQUEST> {

FOR $a in document(PkgTravelSegment.xml)//AirSegment
[CarrierName = "Alitlaia"| "United Airlines" AND
DepartureAirport = "NewYork" AND
ArrivalAirport = "Rome" | "Venice" AND
(Price <= 800 AND Price >=500) AND
SeatQty = 3 AND
ArrivalDate = "1 June, 2002" AND
DepartureDate = "10 June, 2002"]

RETURN
<ArrivalAirport>{ $a/ArrivalAirport}</ArrivalAirport>
<price>{ $a/price}</price>
<ArrivalDate>{ $a/ArrivalDate}</ArrivalDate>
<DepartureDate>{ $a/DepartureDate}</DepartureDate>
<HotelList> {

FOR $h in document (hotelReference.xml)//HotelReference
[ChainHotel = "Hilton"]

WHERE ($h/Area =$a/ArrivalAirport AND
$h/HotelArrivalDate = $a/ArrivalDate + 1 AND
$h/HotelDepartureDate = $a/DepartureDate 1)

RETURN
<HotelName>{ $h/HotelName }</HotelName>
<HotelAddress>{ $h/HotelAddress }</HotelAddress>

}</HotelList>
}</REQUEST>
<GOAL>

<Then><Vital>receive_confirmation($a)</Vital>
<Optional> receive_confirmation ($h)</Optional></Then>

</GOAL>
</XSRL>

Figure 2: An XSRL request.

be translated into a format understandable by the MBP planner ( , a non deterministic extension of

the Planning Domain Description Language, [4]). The output of MBP after a request is a program which rep-

resents the plan corresponding to the request of the user. This plan, named generic plan, is also encoded as an

XML document.

The user specifies quantitative properties related to the business activities he desires to engage in. These

are invoked via the UDDI registry in order to qualify the service requests. The responses of the web services

contacted via the UDDI and the values provided in the request need to be matched. This is done by a constraint

satisfaction solver, which takes all the typed numeric values and propagates the constraints. The result is a set of

satisfied constraints, which are tied to a request and to a particular web service that partially satisfies it. These

are then bind to the generic plan, yielding a set of plans that can potentially achieve the goals expressed in the

request. We call a plan belonging to this set an instantiated plan.

Finally, the requester can inspect and change the instantiated plans via iXSRL: a set of interactive XSRL

constructs that express acceptance, revision or rejection of instantiated plans. We refer the reader to [2] for

further details.

Figure 3 provides a high-level view of the architecture for interpreting and executing XSRL requests. In this

figure the user issues an XSRL request which is divided into its basic components. The goal portion is send to

the MBP planner, which also needs a business process description. MBP generates a generic plan that interacts

with the UDDI API to retrieve services from the UDDI registry. The values returned by web services offered by

the UDDI registered providers are then matched with the constraints provided by the user via the XSRL request.

In this manner we obtain a set of instantiated plans which are managed by the user via an iXSRL expression.

5
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Figure 3: The XSRL request execution framework.

4 Concluding remarks

In this paper we highlighted an approach for web service interaction based on planning and constraint satisfac-

tion and a service request language developed on the basis of this framework. The planning framework was

developed on the basis of a coherent view of the issues arising when planning requests against web services

under uncertainty (as plans inevitably do not execute as expected) in dynamic environments where there is the

constant need to be able to identify critical decision trade-offs, revise goals and evaluate alternative options. This

approach recognises that in an uncertain and dynamic world such as that of web services a correspondence must

be drawn between the formal representation of a business domain model and the planer’s model of it. It then

instantiates plans on the basis of the plan model in terms of a user specific request and via interaction with the

UDDI infrastructure; and when necessary, dynamically reconfigures plans on the basis of user interaction. These

design considerations are reflected at the level of the request language that generates plans over web services

residing in an e-marketplace and its run-time environment.
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Abstract Interaction with web services enabled market-
places would be greatly facilitated if users were given a high
level service request language to express their goals in com-
plex business domains. This can be achieved by using a plan-
ning framework which monitors the execution of planned
goals against predefined standard business processes and in-
teracts with the user to achieve goal satisfaction.

We present a planning architecture that accepts high
level requests, expressed in a service request language
known as XSRL. The planning framework is based on the
principle of interleaving planning and execution. This is
accomplished on the basis of refinement and revision as new
service-related information is gathered from service repos-
itories such as UDDI and web services instances, and as
execution circumstances necessitate change. The planning
system interacts with the user whenever confirmation or ver-
ification is needed.

1 Introduction

Service oriented computing (SOC) is rapidly becoming the
prominent paradigm for distributed computing and elec-
tronic business applications. SOC allows service providers
and service application developers to construct value-added
services by combining existing services that are resident
on the Web. To achieve this, firstly, web services must be
described in terms of the standard web service definition
language WSDL (http://www.w3.org/TR/wsdl) and subse-
quently must be inter-linked to express how collections of
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web services work jointly to realize more complex function-
alities typified by business processes. A new web service can
be defined in terms of compositions of existing (constituent)
services on the basis of the standard Business Process Ex-
ecution Language for Web Services (BPEL4WS or BPEL
for short, http://www-106.ibm.com/developerworks/library/
ws-bpel/). BPEL models the actual behavior of a partici-
pant in a business interaction as well as the visible mes-
sage exchange behavior of each of the parties involved in
the business protocol. A BPEL process is defined “in the
abstract” by referencing and inter-linking portTypes speci-
fied in the WSDL definitions of the web services involved
in a process. A BPEL process is a reusable definition that
can be deployed in different ways and in different scenar-
ios, while maintaining a uniform application-level behavior
across all of them. Service compositions in BPEL are de-
scribed in such a way (e.g., WSDL over UDDI) that allows
automated discovery and offers request matching on service
descriptions.

In many situations it is desirable to empower a user to
gain explicit control over the execution of BPEL expressions
and dynamically change the nature of the web service inter-
actions conducted with a particular business partner depend-
ing on the state of the process. Consider for example the case
of a traveler deciding to change his/her hotel reservation to
take advantage of an unexpectedly lowly priced weekend of-
fer. Users may need to change message property values in
the midst of a computation, e.g., update their holiday budget
based on ticket, hotel prices and availability, evaluate differ-
ent behavioral alternatives or scenarios during a computation
and change their course of action dynamically, or revisit dif-
ferent execution paths based on non-deterministic message
property values that result from the invocation of services
involved in a process. This implies that BPEL execution
must be made adaptable at run-time to meet the changing
needs of users and businesses. Obviously, BPEL specifica-
tions do not allow for the flexibility required to react swiftly
to unforeseen circumstances or opportunities as choices are
predefined and statically bound in BPEL programs. To
meet such requirements serious re-coding efforts are
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needed every time that there is need for even a slight
deviation.

Such advanced functionality can be better supported by
a service request language and its appropriate run-time sup-
port environment to allow users to express their needs on
the basis of the characteristics and functionality of standard
business processes whose services are found in UDDI reg-
istries. A service request language provides for a formal
means of describing desired service attributes and function-
ality, including temporal and non-temporal constraints be-
tween services, service scheduling preferences, alternative
options and so on.

Our research work concentrates on developing a ser-
vice request language for XML-based web services that con-
tains a set of appropriate constructs for expressing requests
and constraints over requests as well as scheduling opera-
tors. We have named this language XSRL for XML Ser-
vice Request Language [2, 19]. XSRL expresses a request
against standard processes defined in a vertical domain, e.g.,
e-travel, and returns a set of documents as the result of
executing the request, e.g., by sending end-to-end holiday
packages (documents). The user requests generate a plan
based on a standard business process that invokes a series
of web services and interacts with the user to satisfy her/his
request.

The remainder of the paper is organized as follows.
In Sect. 2 an overview of related work is given. Then, in
Sect. 3 an example in the travel domain which runs through-
out the paper is presented. The architecture of the proposed
framework is illustrated in Sect. 4, in particular, we de-
fine the planning domain in Sect. 4.1, we present an ex-
ample of domain in Sect. (4.2), we introduce an enhanced
syntax and semantics for XSRL in Sect. (4.3) and pro-
vide algorithms for satisfying XSRL requests in Sect. (4.4).
In Sect. 5 we exemplify the functionality of the architec-
ture on the running example. Sect. 6 presents conclusions,
while proofs of algorithm correctness are sketched in the
Appendix.

2 Related work

In service-oriented computing, several initiatives have been
proposed to enable integration between heterogeneous sys-
tems. In particular, the web service protocol stack [10] in-
cludes the Web Service Description Language [27], the
Simple Object Access Protocol [1], Universal Description,
Discovery and Integration [25] that allows platform- and
language-independent service publishing, discovery and in-
vocation. Business Process Execution Language for Web
Services [6] is focused on representation of web service ex-
ecutions, where composition is known in advance. Chore-
ography Description Language defines, from a global view-
point, observable inter-enterprise behavior, where ordered
message exchanges result in accomplishing a common busi-
ness goal [13].

Despite all the efforts, service composition is still an ex-
tremely complicated task. Complexity comes from different
places. First, the number of services and partners available
on the Web is high and steadily increasing, making it diffi-
cult to choose the right service to find and invoke. Second, in
a true service-oriented architecture, there is no single owner
of the business process, that is, every change to a process
has to be approved by all involved parties. Therefore, having
consistent and stable business processes that satisfy business
goals of all participants and ensure correctness at runtime
is hard to achieve. Third, the execution of a business pro-
cess depends on the behavior of involved partners that is not
known when the process is designed, thus, designer of the
process has to take into account all possible service behav-
iors.

That is why having a mechanism for automatic or
semi-automatic service composition is crucial for successful
enterprise application integration. Several approaches have
been proposed to achieve these issues. Service composition
is somewhat similar to composition of workflows [26] and
techniques developed for workflows can be reused for com-
position of services. For example, in [7] it is proposed as
a configurable approach to service composition. However,
workflow composition frameworks do not take into account
issues specific to service-oriented computing: dynamic
binding, highly heterogeneous environments, absence of
single ownership and control over process execution. In the
context of Semantic Web Services there have been proposed
several approaches for service compositions, e.g.,
knowledge-based semantic web service composition [9],
service discovery and composition based on semantic
matching [18], semi-automatic composition of web services
based on semantic descriptions [23]. All these approaches
work under the assumption of having available rich seman-
tic service description and run-time information. In contrast
to this, in a pure service-oriented environment on the one
hand, there is little semantic description and, on the other
hand, one deals with incomplete knowledge about service
behavior and required information is gathered and analyzed
during execution.

Artificial Intelligence (AI) techniques can provide a so-
lution to the problem of service composition. In particu-
lar, there have been several proposals using AI planning.
In [24], a review of web service composition techniques is
presented and it is argued that planning techniques can be of
help in tackling the problem of automatic web service com-
position. Various authors have emphasized the importance
of planning for web services [12, 16, 17, 24]. In particular,
Knoblock et al. [12] use a form of template planning based
on hierarchical task networks and constraint satisfaction.
The authors focus on information gathering and integration
rather than on service composition. In [16], regression plan-
ning for composition is used taking into account incomplete
knowledge about planning domain. In [17], the Golog plan-
ner is used to automatically compose semantically described
services. Knowledge-sensing actions are used to gather in-
formation at runtime. The two latter approaches describe the
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goal as a set of desired states ignoring conditions on how
these states are reached. A finite-state machine framework
for automatic composition was introduced in [3]. Our work
is primarily based on planning as model checking under
non-determinism for extended goals [11, 20]. Extensions to-
ward interleaving planning and execution in the above con-
text are reported in [5]. The latter work emphasizes on state
explosion problems rather than information gathering, fur-
thermore, it does not handle numeric values. Temporally ex-
tended goals, i.e., goals expressing not only desired states
to be achieved but also conditions on how these are to be
reached, are an expressive way of defining complex business
goals [14, 19, 21]. Our approach differs from these recently
proposed planning approaches for web services in that it is
based on non-deterministic planning whereas most of the
previously cited approaches focus on gathering information,
on applying deterministic planning techniques, on using pre-
compiled plans or on assuming rich semantic annotations of
services.

3 Running example: organizing a trip

Suppose a user is planning a one night trip to Paris and is
interested in a number of possibilities in connection with
this trip. These include making a hotel reservation in Paris,
avoiding to travel by train, if possible, and spending an over-
all amount not greater than 300 euros for the whole package.
Further, the user prefers to spend less than 100 euros for a
hotel room but, if this is not possible, he may be willing to
spend up to 200 euros for that room. The user wants to pay
under the condition that he receives a confirmation for the
entire package. Of course, the user would also need to spec-
ify dates for his trip and accommodation in Paris. This will
not be considered in this example as it provides no additional
details about the concepts behind the presented system. The
wishes of the user have not much meaning unless they are
matched against a standard business process in the e-travel
domain. What the user requires is a business process descrip-
tion that prescribes how to interact with an e-travel market-
place infrastructure such as travel agents, hotel services and
so on.

Nowadays, standard business descriptions and terminol-
ogy descriptions are given in XML schemas, e.g., for the
automotive industry, travel industry, chemical industry and
so on, see http://xml.coverpages.org/xmlApplications.html.
We expect that in the near future abstract definitions of such
business process will be given in BPEL or similar service
orchestration languages.

A snippet of a simple hypothetical business process for
reserving a trip in the e-travel domain is given in Fig. 1.
From a planning perspective process described in Fig. 1
comprises planning domains and is modeled as a state tran-
sition diagram, that is, every node represents a state in which
the process can be, while labeled arcs indicate how the pro-
cess changes state. Actors involved in the process are shown
at the top of the diagram. The actors include the user, a travel
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Fig. 1 An e-travel business domain

agency, a hotel service, an air service, a train service and a
payment service.

The process is initiated by the user contacting a travel
agency, hence, (1) is the initial state. The state is changed
to (2) by requesting a quote from an hotel (action a1). The
dashed arcs represent web service responses, in particular
arc a2 brings the system in the state (3). The execution con-
tinues along these lines by traversing the paths in the state
transition diagram until state (14) is reached. In this state a
confirmation of a hotel and of a flight or train is given by the
travel agency and the user is prompted for acceptance of the
travel package (13).

The state transition diagram is non-deterministic. This is
illustrated, for instance, in state (4). In this state the user has
accepted the hotel room price but is faced with two possi-
ble outcomes, one that a room is not available (where the
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system transits back to state (1)) and the other where a room
reservation is made (state (5)).

The lower part of the business process models the pay-
ment of the travel package.

4 The XSRL framework

Two types of uncertainty for transitions between business
process states may arise: nondeterministic failures and un-
known outcomes from actions. Nondeterministic failure oc-
curs when an action has several possible outcomes which
are not known before invocation. The list of possible out-
comes is known a priori and thus modeled in the domain.
There exists several techniques that deal with this kind of
nondeterminism [8, 20, 22]. The second type of uncertainty
requires additional processing before application of the plan-
ning techniques. Unknown outcomes of action invocations
can be properly handled only at run-time, therefore planning
must be interleaved with execution. In a framework based
on the interleaving of planning and execution, information
on the outcome of action invocation is gathered at run-time
and used to replan consistently with the original goal. This
idea leads to a planning framework that is based on the no-
tion of interleaving planning and execution.

We propose a planning architecture which works in the
following way. The framework receives a request from the
user and tries to fulfill it against a standard business process,
assuming that it is syntactically correct. The standard busi-
ness process can be specified in the abstract in BPEL and we
assume that is represented graphically by a state transition
diagram as the one given in Fig. 1. The framework returns a
failure if the request cannot be satisfied in the given business
process under the current run-time circumstances, e.g., ticket
dates or hotel prices are not available. During execution the
system interacts with the service registry to find suitable ser-
vice providers, in a web service enabled marketplace, and
with the user to ask confirmation or request additional infor-
mation, if necessary.

The planning framework, shown in Fig. 2, comprises
four interacting components: monitor, planner, executor, and
run-time support environment. Figure 2 illustrates the user
issuing a request to the system expressed against a business
process (domain). The monitor manages the overall process
of the interleaved planning and execution. First, it requests
the planner to construct a plan. Subsequently, the planner ei-
ther produces a plan or returns a failure (if the request is not
satisfiable in the given domain). The executor processes the
plan provided by the planner by invoking the correspond-
ing web services. It is also responsible for finding a set of
web service providers for a particular service in the UDDI
registry. The executor may contact the user for confirmation
if user interaction is specified in the business process. The
executor does not always execute an entire plan. It rather ex-
ecutes it in steps. It may gather new information, e.g., hotel
rates, from the environment (UDDI) and inform the moni-
tor, which in turn may request a new plan to be generated
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PLANNER
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Fig. 2 High-level XSRL architecture

in the light of the information obtained. The executor up-
dates the monitor regarding the status of the execution when
re-planning is potentially needed or when it terminates the
execution of a plan.

4.1 Planning domain

To perform automatic planning and execution, it is necessary
to formally define the domain under which the system acts.
Although such a formalization can potentially be extracted
from a BPEL definition, BPEL cannot be used directly as,
among other things, it lacks formal semantics. Thus, we use
a formal extension of BPEL based on a state-transition sys-
tem enriched with web service domain operators and con-
structs. One may think of extrapolating a state representation
from a BPEL specification.

State-transition systems are the basis of most AI plan-
ning systems and form the core of our formalization. In
particular, we use a representation able to represent non-
determinism and the potential absence of information of the
environment (incomplete information).

Definition 1 (Planning domain) A non-deterministic web
services planning domain is a tuple D = 〈S, V ar, Act, R,

P, Out, T r, RoleAct , RoleP 〉, where:

– S is the set of states in which the business process can
be.

– Var is the space of variables. It is the Cartesian product
of any number of arbitrary domains such as the integers,
the real numbers and boolean values. Further, we define
the first k elements of the variable space as knowledge
variables.

– Act is the set of actions that can be performed in the
transition system.

– R is a set of service roles associated with actions.
– P is a set of service providers identified by their URI.
– Out is a set of output types representing the possible

response message types from services.
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– T r : S × Act × Out → S is the transition function.
The generic element of this relation Tr(si , a, oa) = s j

represents the transition from state si to state s j by means
of action a with output type oa . An action a is called
deterministic in a state s if ∃s′ ∀o ∈ Out Tr(s, a, o) =
s′. It is non-deterministic otherwise.

– RoleAct : Act → R is the role association function
which relates actions to service roles.

– RoleP : R → 2P is the role assignment function that
associates every provider to a role in the process.

To assign meaning to the elements of the transition rela-
tion we use semantic rules. A semantic rule is an arbitrary
function f : Act × V ar × Out → V ar . Finally, we say
that an action a ∈ Act is knowledge gathering (or a sensing)
action if it affects at least one knowledge variable. Formally,
knowledge variables are associated with actions and output
types as follows ∀o ∈ Out (∃i ≤ k : f (a, v, o)i 
= vi )

where f ()i represents the restriction of the function i to the
i th element and the first k elements of v ∈ V ar are knowl-
edge variables.

We have no restrictions on what this function can be and
what is the semantics of the returned values, and it is up to
the business process and domain designers to define these
rules.

The concept behind the presented formalization of the
planning domain is that a given business process is, at any
instant, in a state from which a number of actions can be
performed to move to a new state. Roles, which represent
service interfaces, are associated to actions and implemented
by service providers.

4.2 A domain instance

To provide more intuition for the planning domain just pre-
sented, we formalize the upper half of the travel business
process in Fig. 1 in accordance with Definition 1. In fact,
Definition 1 has a number of additional features with respect
to the figure. In particular, in the figure the set of variables,
the set of service providers, the role assignment function and
the semantic rules are not represented.

There are 14 states S = {1, 2, . . . , 14} in the upper half
of the figure. The set of variables is Var = {hotelReserved,
hotelPrice, location, trainBooked, trainPrice, flightBooked,
flightPrice, confirmed, money}, among which one distin-
guishes the boolean variables (hotelReserved, trainBooked,
flightBooked, confirmed) from the real variables (hotelPrice,
trainPrice, flightPrice, money) and a variable representing
location names (location). In the set of variables a subset is
defined to be of knowledge variables. In the example, we de-
fine hotelPrice, trainPrice, flightPrice to be knowledge vari-
ables. There are also 19 actions that can be performed in the
domain Act = {a1, . . . , a19}.

Four roles are involved in the process R = {hotel, air,
travel-agency, train} and the RoleAct relation associates to
each of them the following actions: hotel has {a1, a2,

a4, a5}, travel-agency has {a3, a12, a13, a15, a16, a17}, air

has {a7, a8, a9, a14, a18, a20}, and train has the set of ac-
tions {a6, a10, a11, a19} associated. The set of actual ser-
vice providers for this services obtained by contacting
the UDDI could be Hilton and BestWestern for the hotel
role, BritishArways, Virgin for air role, ClubMed for the
travel agency and TrenItalia for the train role. The set
of output messages is Out = {normal, NoRoomFault,
NoSeatOnFlight, NoSeatOnTrain}.

Finally, the transition function is given by the set of la-
beled arcs in the figure, for example, Tr(4, a5, normal) = 5,
Tr(4, a5, NoRoom Fault) = 1 represent that the action a5

with a normal output brings the system into state 5, while
the state 1 is reached with the NoRoom Fault message. Se-
mantic rules are associated with all actions. The rules for
actions Act :

– a2, normal: hotelPrice = result
– a3, normal: hotelPrice = 0
– a5, normal: money+ = hotelPrice;

hotelReserved = true
– a5, NoRoomFault: hotelPrice = 0
– a8, normal: flightPrice = result
– a10, normal: trainPrice = result
– a12, normal: trainPrice = 0
– a13, normal: flightPrice = 0
– a14, normal: money+ = flightPrice;

flightBooked = true
– a16, normal: confirmed = true
– a19, normal: money+ = trainPrice;

trainBooked = true
– a20, normal: money− = flightPrice;

flightBooked = false

For instance, the semantic rule for action a5 with a normal
output message increments the value of the money vari-
able with the price of the reserved hotel and sets the
hotel Reserved variable to true. While the same action with
an NoRoom Fault output message yields the resetting of
hotel price to zero.

The domain could easily be enriched with further de-
tails. For example, one might consider reservation dates,
flight numbers and so on. To take this into account one
only needs to define additional variables that store this in-
formation and enrich the semantic rules attached to the
actions in order to update these variables during execu-
tion. This is not illustrated in this paper for paucity of
space.

4.3 XSRL

To express requests for composition of web services we pro-
pose the language XSRL (Xml Service Request Language)
[2, 19]. We also provide an extension of XSRL to deal with
the interleaving of planning and execution. The improved
XSRL syntax is defined as follows:

xsrl <- ’<XSRL>’ goal ’</XSRL>’
goal <- achieve-all | proposition | then |
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vital | prefer | optional | atomic |
vital-maint | optional-maint

achieve-all <-
’<ACHIEVE-ALL>’ +goal ’</ACHIEVE-ALL>’

then <-
’<BEFORE>’ goal ’</BEFORE>’
’<THEN>’ goal ’</THEN>

prefer <-
’<PREFER>’ goal ’</PREFER>’
’<TO>’ goal ’</TO>’

vital <-
’<VITAL>’ proposition ’</VITAL>’

optional <-
’<OPTIONAL>’ proposition ’</OPTIONAL>’

atomic <-
’<ATOMIC>’ proposition ’</ATOMIC>’

vital-maint <-
’<VITAL-MAINT>’ proposition

’</VITAL-MAINT>’
optional-maint <-

’<OPTIONAL-MAINT>’
proposition

’</OPTIONAL-MAINT>’
proposition <- ’<CONST ATT="true|false">’

| var |
’<AND>’ +proposition

’</AND>’ |
’<OR>’ +proposition

’</OR>’ |
’<NOT>’ proposition

’</NOT>’ |
’<GREATER>’ var ’</GREATER>’

’<THAN>’ rval ’</THAN>’ |
’<LESS>’ var ’</LESS>’

’<THAN>’ rval ’</THAN>’ |
’<EQUAL>’ var rval ’</EQUAL>’

var <- a..zA..Z[rval]
rval <- +a..zA..Z0..9.

The atomic objects of the language are propositions,
that is, boolean combination of linear inequalities and
boolean propositions. These can be either true or not
in any given state. Propositions are further combined
by sequencing operators to form goals. The sequencing
operators are: achieve-all, then, prefer. <ACHIEVE-ALL>
+goal </ACHIEVE-ALL> succeeds when all subgoals
defined inside the tag <ACHIEVE-ALL> are satisfied, it
fails otherwise. <BEFORE> goal1 </BEFORE><THEN>
goal2 </THEN> is satisfied, if goal1 is satisfied and,
starting from the state where goal1 is satisfied, goal2
is also satisfied, it fails otherwise. <PREFER> goal1
</PREFER><TO> goal2 </TO> succeeds if goal1
is satisfiable, if not then it succeeds if goal2 is satisfi-
able, it fails if both goal1 and goal2 are unsatisfiable.
<ACHIEVE-ALL> provides a way of collecting goals that
have all to be satisfied, the operator <THEN> is a way of
sequencing goals, while <PREFER> enables the user to
express user preferences over goals. Note that by nesting
preference statements, one may give a total order over any
number of sub-goals.

A number of operators take propositions as argu-
ments. These are used to express ‘how’ to satisfy the
propositions. <VITAL> proposition </VITAL> is
satisfied if there exists a state satisfying proposition

which is reachable from any future state, it fails otherwise.
<OPTIONAL>proposition </OPTIONAL> is always
satisfied as a goal. Its meaning is that, if there exists a
reachable state satisfying proposition, then this state
must be reached, otherwise the goal is ignored. <ATOMIC>
proposition </ATOMIC> means that proposition
have to be reached from the current state despite non-deter-
minism of the domain. If there is no such path to a satis-
faction state, it fails. Note the requirements of this operator
are stronger than the <VITAL> operator. The <VITAL>
operator does not guarantee satisfaction of the goal if
the execution of the plan is always non-deterministically
taking the ‘wrong’ path, this means that non-deterministic
action executions always bring the system in a state dif-
ferent from the one in which the final goal is achieved.
<VITAL-MAINT>proposition </VITAL-MAINT>
is satisfied if for all states in the execution path proposi-
tion is true. If there is a state in which proposition is
not true, then it fails. <OPTIONAL-MAINT> is analogous
to the previous one, but as a goal it does not fail if such a
path does not exist.

In Sect. 3 we have presented an e-Travel domain and
the desire of a user wanting to go to Paris for a one night
trip. Let us show how this request is expressed in XSRL.
Omitting XML tags, the request in XSRL is:

achieve-all
before

achieve-all
prefer vital-maint hotelPrice < 100 to

vital-maint hotelPrice < 200
optional-maint ¬ trainBooked
vital confirmed ∧

location = ‘‘ Paris” ∧
hotelReserved

then
atomic final

vital-maint price < 300

High-level achieve-all expression defines that both its
sub-goals (before − then and vital-maint price < 300)
have to be achieved. before − then declares that the user
first want to: (i) reserve a hotel in Paris; (ii) have a hotel price
of 100 preferred to 200; (iii) avoid train if possible. Then,
atomic final requires that the final state of the process has to
be reached in any case. In all process states price has to be
less than 300 that is defined by vital-maint price < 300.

4.3.1 Formal semantics of XSRL

To provide the formal semantics of XSRL, we adapt the def-
initions of plan and of execution structure from [11]. We
additionally define the notion of booleanization. A plan is
defined as a sequence of actions executed in given context.

Definition 2 (Plan) A plan for a domain D is a tuple π =
〈C, c0, action, ctxt〉 where
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– C is a set of contexts,
– c0 ∈ C is the initial context,
– action : S × C → Act is the action function,
– ctxt : S × C × S → C is the context function

XSRL in addition to dealing with boolean variables used
in typical goal languages, such as the one proposed in [20],
deals with variables that range over domains such as reals,
integers, and so on. To allow for this we introduce the notion
of ‘booleanization’. The idea behind booleanization is that
constraints expressed in the goal over domains ranging over
variables are treated as boolean propositions. For example,
consider the expression money < 100 with an integer vari-
able money. After booleanization this becomes a boolean
proposition that can be either true or false.

Definition 3 (Booleanization) The booleanization of a do-
main D with respect to a goal g is a tuple B D =
〈S ′, Prop, Act, R, P, Out, T r ′, RoleAct , RoleP 〉 derived
from the original domain D in the following way. The set
of variables V ar is replaced by the set of boolean proposi-
tion Prop according to the following rules:

– all boolean variables in V ar are also in P ,
– all linear constraints appearing in g are added as boolean

propositions in P ,
– all variables in V ar that do not appear in g are omitted

in P .

The set of states and transition function are changed to
fit the earlier introduction of boolean propositions.

An execution structure of a plan over a booleanized do-
main for a given goal, represents the possible ways a plan
can be executed and it is essential to determine the reacha-
bility of a given goal from a particular state.

Definition 4 (Execution Structure) The execution structure
of plan π in the booleanization of domain D with respect to
goal g from state s0 is the structure K = 〈S, R, L〉, where

– S = {(s, c) : action(s, c) is defined} is the set of states
of the execution structure,

– R = {((s, c), (s′, c′)) : if ∃(s, c) → (s′, c′) and
ctxt (s, c, s′) = c′} is the relation

– L(s, c) = {b ∈ P},

The execution structure of a plan in a domain represents
how the domain is traversed by the plan. Before defining
the notion of goal satisfaction, we need to introduce a few
elements of notation. We use the symbol σ to denote finite
paths. S denotes the set of all states in the execution structure
K . Given a set � of finite paths, the set of minimal paths in
� is defined as min{�} = {σ ∈ � : ∀σ ′ < σ �: σ ′ 
∈ �}.
Given a goal g, Sg(s) represents the the set of finite paths
that lead to the satisfaction of goal g from state s, while
Fg(s) represents the set of finite paths that lead to a failure.
A state s′ is said to be reachable from the state s if there ex-
ists a path starting from s and leading to s′. A plan is denoted
by π .

The notion of goal satisfaction K , s |� g is defined in
terms of the set of failure states for the goal g on the exe-
cution structure K derived from a booleanized domain with
starting state s as follows

K , s |� g iff Fg(s) = ∅

The set of failure states Fg(s) for a goal g from a state s is
defined inductively in the following way:

p
S(s) = {(s)}, F(s) = ∅, that is, p ∈ L(s) for all
proposition letters p of the booleanized domain, other-
wise S(s) = ∅, F(s) = {(s)}

¬p, p1 ∧ p2, p1 ∨ p1

not p, p1 and p1, p1 or p1

achieve-all g1 . . . gn

S(s) = min{σ : ∃σ1 ≤ σ σ1 ∈ Sg1
(s) ∧ . . . ∧ ∃σn ≤

σ σn ∈ Sgn (s)}
F(s) = min{Fg1

(s) ∪ . . . ∪ Fgn (s)}
before g1 then g2

S(s) = {σ1; σ2 : σ1 ∈ Sg1
(s) ∧ σ2 ∈ Sg2

(last (σ1))}
F(s) = {σ1 : σ1 ∈ Fg1

(s)}∪{σ1; σ2 : σ1 ∈ Sg1
(s)∧σ2 ∈

Fg2
(last (σ1))}

prefer g1 to g2

S(s) = {σ1 : σ1 ∈ Sg1
(s)}∪{σ1; σ2 : σ1 ∈ Fg1

(s)∧σ2 ∈
Sg2

(last (σ1))}
F(s) = {σ1; σ2 : σ1 ∈ Fg1

(s) ∧ σ2 ∈ Fg2
(last (σ1))}

atomic p
if there is some infinite path ρ such that ∀s′ ∈ ρ s′ 
|� p
then
S(s) = ∅, F(s) = {s}, otherwise:
S(s) = min{σ : f irst (σ ) = s∧last (σ ) |� p}, F(s) =
∅

vital p
S(s) = min{σ : f irst (σ ) = s ∧ last (σ ) |� p}
F(s) = min{σ : f irst (σ ) = s ∧ ∀s′ ∈ σ s′ 
|� p ∧
∀σ ′ ≥ σ last (σ ′) 
|� p}

optional p
– if ∃π : π, s |� vital p, otherwise
– if ∀π ′ 
= π : π ′, s 
|� vital p

optional-maint p
– if ∃π : π, s |� vital maint p, otherwise
– if ∀π ′ 
= π : π ′, s 
|� vital maint p

vital-maint p
if K , s′ |� p holds for all states s′ reachable from s
then
S(s) = ∅, F(s) = ∅, otherwise S(s) = ∅, F(s) = {s}

The satisfaction of a goal is thus defined in terms of
whether a goal may fail or not during execution.

A solution to an XSRL request is defined in terms of the
plan and one of the possible plan executions. This execution
is required to satisfy all XSRL goal propositions. Formally,

Definition 5 (Solution) A solution for a domain D with re-
spect to a goal g from state s0 is the tuple 〈π, σ 〉, where:

π is a valid plan for domain D and goal g: K D,π , s0 |� g
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σ is one of the possible executions of the plan π , that sat-
isfies the goal g

A problem of interleaving planning and execution is the
finding of a solution for given domain, goal and initial state.

4.4 Interleaving planning and execution

The architecture presented in Fig. 2 divides the framework
into three main functional units: a monitor, a planner and
an executor. In this section we provide three algorithms for
each of these units.

Algorithm 1 monitor(domain d , state s, goal g)

π = plan(d, s, g)
if π = ∅ then

return success
else

if π = failure then
if chooseNewProvider(provider ) then

d ′ = updateDomain(d)
return monitor (d ′, s, g′)

else
g′ = generate-rollback-goal()
monitor(d , s, g′)
return failure

end if
end if
(d ′, s′, g′) = execute(π, d, s, g)
return monitor (d ′, s′, g′)

end if

The monitor (Algorithm 1) is responsible of invoking
the planner, recovering from failure and invoking the ex-
ecution of plans. Starting with a domain, an initial state
and an XSRL goal, it invokes the planner requesting the
synthesis of a plan. Then monitor analyzes the plan. An
empty plan means that the goal has been reached and
the request has been successfully met. If the planner re-
turns failure, i.e., the goal cannot be satisfied under the
current execution context, then it attempts to change a
provider. chooseNewProvider contacts the executor
module which has a list of possible providers for services
and keeps track of which providers have been considering
during the execution of the plan. If a new provider can be as-
signed, the execution proceeds, otherwise the monitor tries
to rollback all changes to a domain and returns failure. Fi-
nally, if a non-empty plan has been produced, the plan is
passed on to the executor by invoking the execute func-
tion. This function returns an updated domain, current state
and the new XSRL goal for which one needs to continue the
monitoring.

Note that after the execution phase the original goal can
be updated. This is necessary for reachability goals only
(goals that are not part of any maintainability goal). The idea
behind is simple: if one reserves a hotel he/she does not need
to look for plans that reserves hotels in the following itera-
tions. We eliminate such subgoals when they are satisfied.

Algorithm 2 execute(plan π , domain d , state s, goal g)

repeat
a = firstAction(π)
π = π − a
if webServiceAction(a) then

role = RolAct(a)
if noProviderForRole(role) then

providersList = contactUDDI(role)
provider = chooseProvider(providersList)

else
provider = previouslyChosenProvider(role)

end if
message = invoke(a, provider )

end if
(d ′, s′, g′) = update(d, s, g, a,message)
if isKnowledgeGathering(a) ∨ goalFailed(g) then

return (d ′, s′, g′)
end if

until π = ∅
return (d ′, s′, g′)

The executor (Algorithm 2) starts from a plan, a domain,
an initial state and an XSRL goal. It iterates by attempt-
ing the execution of all the actions of the input plan. The
firstAction of the plan is stored in the variable a and
then removed from the plan. If this action requires interac-
tion with a web service, then one needs to seek for a provider
for that action. The construct role stores the role associated
with the current action. If the executor has not assigned a
provider for that role during the execution so far, then the
UDDI is contacted to ask for providers for the given role.
A provider is chosen from the list of possible providers us-
ing some heuristic function (the first provider, the one for
which there are good references, etc.). If, on the other hand,
a provider has already been assigned to a role, then we must
continue executing the following actions assigned to the role
with the same provider. Once the provider has been identi-
fied, the provider is invoked with action a and the possible
return messages are stored in the message variable. The
next step is that of updating the domain, the current state and
the goal by the effects of having executed the action. This
step is necessary as the execution of the action may have
brought the system into a new state, it may have changed
the values of some variables and it may have satisfied sub-
goals of the current goal. If the action has been a knowledge
gathering action, we have acquired new information and re-
turn the current status to the monitor in order to perform
re-planning, otherwise we reiterate the cycle by looking at
the following action of the plan.

The planner function (Algorithm 3) is very short as it re-
lies on an existing planner (MBP, [4, 11]). MBP is a model-
based planner which, given a domain description and a goal,
synthesizes a plan for the given goal or returns failure if a
plan does not exist. Since MBP deals only with domains and
goals in which the variables are boolean a preliminary step
is necessary in order to adapt MBP to our framework. This
reduction, called booleanization, takes all linear constraints
over non boolean variables and turns them into boolean
propositions which are true, false or undefined in the cur-
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Algorithm 3 plan(domain d , state s, goal g)

domainbool = booleanize(d)
repeat

goalbool= booleanize(g)
plan = MBPplan(domainbool,s,goalbool)
if plan != failure then

return plan
else

if there are untraversed combinations of optional goals
then modify g accordingly
else

return failure
end if

end if
until true
return failure

rent state of the domain. The same reduction is necessary
for the goal. The planner returns a sequence of actions for
‘reaching’ the booleanized goal. For brevity, we do not give
the full details of booleanization here, but simply explain the
basic concept behind it:

(i) The booleanized domain is as the original one except that
instead of the set of variables we have a set of proposition
letters specified by the rules (i) and (ii).

(ii) Non boolean linear constraints in the goal are trans-
formed into boolean propositions. Note that two distinct
propositions (e.g., price < 10 and price > 5) are intro-
duced to take into account two constraints on the same
variable.

(iii) The truth of the propositions is established recursively
by starting from the current state, looking at the current
values of the variables and moving along the actions
using semantic rules to establish the truth of proposi-
tions. In case of conflicting values for a proposition in
a state (e.g., the case of two actions with different se-
mantic rules entering in the same state), the state is di-
vided into two states and then the propagation proceeds
further from each state. If an action enters an already
visited state without proposition conflicting value then
the booleanization process is complete.

After the booleanization, the domain is passed to a
model-based planner. The planner is invoked until the plan
is found or all combinations of optional goals are attempted.
The algorithm works with optional goals in the following
way. First, it processes them as vital and, in case of fail-
ure, the planner function iterates through the optional goals,
eliminating (or reintroducing) them from a goal until it can
synthesize a plan or all combinations of optional goals have
been taken into account. For instance, for an optional goal
“booking a train, if possible”: first the planner tries to find a
plan with “booking a train” as a vital condition and then, in
case of failure, it tries to synthesize a plan without any re-
striction on trains. There is no particular rule on which goals
are eliminated first and in which order. The algorithm only
ensures to the user a complete search throughout all optional
goals combinations. This approach gives us correct but pos-
sibly non optimal solution, for instance, the algorithm may

find a solution with a hotel price equal to 200, where there
may exist hotels with prices equal to 180. This is caused
by the non optimality of solutions generated a planner such
as MBP. An optimal search would require a higher level of
complexity.

4.4.1 Algorithm correctness

Algorithms 1–3 can be shown to be sound and complete un-
der specific assumptions. In case the assumptions are not sat-
isfied, completeness may be at stake. We introduce a num-
ber of definitions necessary to prove correctness of the algo-
rithms while in the Appendix we give a proof sketch. First
we qualify some actions as being knowledge-gathering and
retractable:

Knowledge-gathering action: An action a ∈ Act is said to
be a knowledge-gathering (or a sensing) action if it af-
fects at least one knowledge variable, where knowledge
variable is a variable that can be assigned to a web ser-
vice returned message value.

Retractable action: An action a ∈ Act is said to be re-
tractable in a state s ∈ S if there exists a sequence of ac-
tions that deterministically, independently of the output of
a, brings back to the state s preserving all non-knowledge
variables values.

Next we define the notion of a successful execution of a
plan.

Definition 6 (Successful execution) Given a domain D, goal
g and an initial state s0, an execution σ for a valid plan
π is successful if it satisfies the goal g when executed:
K D,σ , s0 |� g.

Let us consider the following assumptions for the pur-
pose of considering algorithms’ correctness.

(i) All actions are retractable.
(ii) All knowledge-gathering actions always return the

same values for the same provider set and for the
same knowledge variable values. That is, an action is
knowledge-gathering only for the first invocation on a
particular provider.

(iii) An action always has the same output type after invoca-
tion for the same provider set and for the same knowl-
edge variable values. However, note that it is not known
what is the action output type before its first invocation.

(iv) If there exists a valid plan for an original domain then
it is also valid for a booleanized domain.

(v) The goal is allowed to contain only non-knowledge
variables.

(vi) All knowledge variables are allowed to be modified by
assignments of web service invocations, that is, knowl-
edge variables are prohibited to be changed by other
semantic functions.

By assumption (vi), knowledge-gathering actions are
service operations that return values known only at exe-
cution time. Therefore, replanning is requested after invo-
cation of any knowledge-gathering action and only in this
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case. With assumption (v), variables can be divided into two
classes:

– Critical variables, which can be a part of the goal and
their integrity must be preserved. The user can constraint
only critical variables.

– Knowledge-gathering variables represent the framework
knowledge about the web services environment. These
variables cannot be constrained in the goal.

We are now in the position to show that Algorithms 1–3
are sound and complete. As ususal, by soundness we mean
that an algorithm returns a solution if there exists at least
one solution. Completeness requires the algorithm to return
a failure if no solution exists. Formally:

Theorem 1 (Algorithm soundness and completeness)
Given a domain D, a goal g and an initial state s0,
under assumptions (i)–(vi) Algorithms 1–3 are sound and
complete, that is:

1. if there exists a non-empty set of solutions �, s.t.
∀ 〈π, σ 〉 ∈ � : K D,π , s0 |� g and K D,σ , s0 |� g then
plan π of one of the solutions 〈π, σ 〉 is found and its
successful execution σ is executed by Algorithms 1–3.

2. if the set of solutions is empty � = ∅ then Algorithm 1
returns failure

The proof of Theorem 1 is shown in Appendix.
The proof of Theorem 1 builds on assumptions (i)–(iv).

Let us now consider the importance of these assumptions
in the proof of the theorem. If assumption (i) does not hold
true then two possible problems arise. First, the algorithms
may not find a solution even if it exists, because incom-
plete information about environment execution of some non-
retractable action can lead to a state from which there is no
plan which satisfies a goal. For instance, someone has a goal
to go to the seaside spending less than 200 euros. If he re-
serves an expensive flight, say, spending 190 euros, she/he
will probably not find a hotel with the rest of her/his money.
If the reservation of the flight is retractable, then he can
choose a cheaper flight leaving enough money for a hotel.
On the other hand, if the flight reservation is non-retractable
then he cannot cancel her/his booking. Therefore, the over-
all goal fails even if there was a solution. Second, algorithm
does not ensure the satisfaction of the domain integrity prop-
erty. The reason is that it depends on satisfaction of a roll-
back goal, that is possible only if all already invoked actions
are retractable. Assumptions (ii) and (iii) are used for prov-
ing lemmas. They are necessary to ensure termination, that
is, the number of the mutual calls between Algorithms 1–3
must be finite. From assumption (ii) and (iii) it also follows
that if the plan is executed in the same context, the result is
the same for all executions. Assumption (iv) ensures that the
booleanization process preserves the validity of a plan if it
is valid for an original domain. The booleanization process,
defined in Sect. 4.4, booleanizes the domain and a goal. By
assumption (iv) we state that synthesis of a plan is invariant
over these changes. Assumptions (v) and (vi) are introduced

for simplification of definitions of knowledge-gathering ac-
tions that are restricted only to service invocations and the
domain integrity property.

Let us now formulate the integrity property of the pro-
vided algorithms: if Algorithm 1 fails to find a solution then
critical variables must remain unchanged.

Corollary 1 (Domain integrity) Given a domain D, a goal
g and an initial state s0, under assumptions (i)–(vi) domain
integrity is preserved by Algorithms 1–3, that is, if the Algo-
rithm 1 returns failure then critical variables are unchanged.

For proof of Corollary 1, see Appendix.
The integrity property ensures the satisfaction of the “all-

or-nothing” principle. The domain is changed only in case of
successful execution and is restored to its initial state if the
goal cannot be satisfied. For instance, if the user asks for a
hotel then money are spent if and only if the hotel is booked,
and no money is taken from the user in case the reservation
process fails.

5 Executing a sample XSRL request

In Sect. 3 we have presented an e-Travel domain and the
desire of a user wanting to go to Paris for a one night trip.
Let us first express such request in XSRL and then show how
such request is executed by our framework on the domain in
Fig. 1. Omitting XML tags, the request in XSRL is:

achieve-all
before

achieve-all
prefer vital-maint hotelPrice < 100 to

vital-maint hotelPrice < 200
optional-maint ¬ trainBooked
vital confirmed ∧

location = ‘‘ Paris” ∧
hotelReserved

then
atomic final

vital-maint price < 300

This XSRL request is executed as follows: Algorithm 1
is invoked on the domain d (Sect. 4.2) with initial state
s = 1 and the defined goal g. The first step is to invoke
Algorithm 3 with (d, s, g). As there exists a plan for the
booleanized version of (d, s, g) the planner returns a plan
π with initial actions a1, a2, a4. Subsequently, the execute
function (Algorithm 2) is invoked on (π, d, s, g). The first
action is a1=getHotelPrice. The role associated with
the action a1 is ‘hotel service’. Since this is the first action
for this role, UDDI will be contacted to get a list of providers
associated with this role. Suppose, to get a list with two
providers: ‘Hilton’ and ‘BestWestern’ and further that the
first one is chosen. Subsequently, the service is invoked. The
update of the domain moves the current state to 2. Since a1

is not a knowledge gathering action, execution of the plan
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continues. Following this, the execution proceeds by consid-
ering the role of a2 = price which is again ‘hotel service’.
Note that this action modifies the knowledge variable price
as the interaction with the hotel provider will return a price
value. Since we have already chosen the provider ‘Hilton’
for the hotel service role, we continue with it and store in
message the price of, say, 150 euros. Next, the domain,
goal and current state are updated accordingly. In particu-
lar, the new current state is 3 and the goal is unchanged.
Since the action is a knowledge gathering one, the executor
returns the control to the monitor specifying the updated do-
main, current state, and goal. The monitor function invokes
the planner on the state 3. Again a plan exists because, even
if the cost of the hotel is more than the 100 preferred value it
is still less than 200 euros. The initial sequence of actions of
the new plan is now a4, a5, (a7 or a1). Interleaving of plan-
ning and execution proceeds analogously as in the previous
points by executing the action a4 = reserveHotel.

The next action a5 in the plan is non-deterministic, i.e.,
both states 1 and 5 could be reached. Let us assume that
we have received a confirmation message from the provider
‘Hilton’. The current state is therefore 5. The following ac-
tions request a flight price and reserve a seat in an anal-
ogous manner assuming that the cheapest flight provider
‘Virgin’ is chosen with a ticket price of, say, 200 euros.
The choice of ‘Virgin’ is achieved if the heuristic behind
the chooseProvider function in Algorithm 2 orders the
providers by offered prices. The planner will produce a new
plan whose next action is a6 = getTrainPrice since the
flight action will be retracted as the vital-maint goal of
spending less than 300 euros is violated. Suppose that the
price returned by a train provider is of 140 euros. The exe-
cution of the plan proceeds smoothly until we reach state 14.
The following action is asking the user for confirmation be-
fore payment. If it is accepted, the new state is 15 and the
goal is updated by considering the subgoal after the then
statement. The last subgoal of atomic final is achieved
as the final state 18 is always reachable from the current
state 15.

6 Conclusions

AI planning provides a sound framework for developing a
web services request language and for synthesizing plans
for it. Based on this premise we have developed a frame-
work for planning and monitoring the execution of web ser-
vice requests against standardized business processes. The
requests are expressed in the XSRL language and are pro-
cessed by a framework which interleaves planning and ex-
ecution in order to dynamically adapt to the opportunities
offered by available web services and to the preferences of
users. The request language results in the generation of exe-
cutable plans describing both the sequence of plan actions to
be undertaken in order to satisfy a request and the necessary
information essential to develop each planned action.

We have defined the full semantics of XSRL in terms of
execution structures and we have provided algorithms that
satisfy XSRL requests based on UDDI supplied information
and information gathered from web service interactions.

Services that XSRL combines in its answer may have
conflicting business rules or policies attached to them. The
issue of how constraints extracted from different business
goals are taken into account in the proposed framework is
examined in [15].

An issue for future investigation is the interaction of the
system with UDDI registries. In particular, UDDI could be
enhanced by providing better support for provider selection,
e.g., based on service quality characteristics. This has an
impact, among other things, on the choose-Provider
function. From the point of view of planning, there are sev-
eral aspects that need to be addressed. For example, the cur-
rent version of the planner does not keep track of previous
computations or “remember” history and patterns of interac-
tions.

Appendix

This section contains a proof sketch for Theorem 1 in Sect, 4.4. To
prove Theorem 1 we first need to prove the two following properties
about plan executions.

Lemma 1 (Repeatable executions) Given a domain D, goal g and
an initial state s0, if the assumptions (ii) and (iii) are satisfied, then the
execution σ for a plan π is repeatable, that is, the execution σ of the
plan π is invariant with respect of the number of times the plan π is
executed.

Proof (Repeatable executions) An execution of a plan depends on
an environment. More precisely, it depends on the knowledge vari-
ables and on actions output types. From assumption (ii) it follows that
knowledge-gathering actions return the same values when invoked in
the same context. Thus, the environment for all plan executions is the
same. By assumption (iii) for the same knowledge variables values, ac-
tions have a deterministic outcome. It follows that all executions of a
plan in the same context are the same. ⊓⊔

Lemma 2 (Infinite executions) Given a domain D, goal g and an
initial state s0, if the assumptions (ii) and (iii) are satisfied, then
the infinite execution σ for a plan π is always successful, that is,
K D,π , s0 |� g.

Proof (Infinite executions) A plan consists of a finite number of states,
contexts and transitions between them, but it can imply executions that
have infinitely many action invocations. When a plan is executed, Al-
gorithm 2 checks if the goal fails after every action. Thus, infinite exe-
cution is possible only when the goal is satisfied after each action, that
is, if K D,π , s0 |� g. ⊓⊔

Proof of Theorem 1 (Algorithm completeness) The proof is split into
two parts. First, we prove that if at least one solution 〈π, σ 〉 exists then
Algorithm 1 finds a plan π and successfully executes its execution σ .
Secondly, the completeness property is proved: Algorithm 1 returns a
failure if there is no solution for the given input.

Soundness. From [11] it follows that the planner for extended
goals based on model checking always synthesizes a valid plan if
at least one exists, and returns failure otherwise. A valid plan is the
plan that for a given booleanized domain Dbool satisfies the goal g:
K Dbool,π , s0 |� g. From assumption (iv) it follows that if a valid plan
exists for domain D then it also exists for a booleanized one, and, there-
fore, the model-based planner finds it.
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Let us assume that solution 〈π, σ 〉 exists such that K D,π , s0 |�
g and K D,σ , s0 |� g. From assumption (i) it follows that all actions
are retractable. Therefore we can always return to an initial state with
the same critical variables values. Thus, without loss of generality, we
can assume that at the beginning of every iteration the corresponding
compensated actions are executed to return the domain to its initial
state.

Let us define the algorithm iteration as a pair of planner–executor
invocation in Algorithm 1. As it follows from the theorem assump-
tions (ii) and (iii) the number of algorithm iterations is finite. There-
fore, either an executor is stuck in an infinite execution or the planner
is invoked for all possible combinations of providers. From Lemma 2
it follows that if an executor processes the infinite execution then the
execution satisfies the goal. On the other hand, if the planner is invoked
for all possible combinations of providers, it should, finally, synthesize
a plan yielding a solution. From Lemma 1 it follows that each plan π
has a repeatable execution σ , and, therefore a synthesis of solution plan
π implies that executor processes the execution σ from a solution pair
〈π, σ 〉.

Completeness. It is obvious that if the plan π is synthesized and
its execution successfully completed, they form a solution. As follows
from Lemma 2 infinite executions are always successful. Therefore,
by definition of a solution, a pair 〈π, σ 〉 is a solution. We have already
shown that the number of iterations is finite, therefore, if there is no
solution for the problem then Algorithm 1 returns failure in a finite
number of steps. ⊓⊔

Finally, we consider the domain integrity property.

Proof of Corollary 1 (Domain integrity) We have already shown that
Algorithm 1 returns failure if there is no solution. Before returning
a failure, the rollback plan is synthesized and executed. It is always
successful according to assumption (i), and, therefore, the algorithm
preserves domain integrity. ⊓⊔
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Business processes that span organizational borders describe the interaction between
multiple parties working towards a common objective. They also express business rules
that govern the behavior of the process and account for expressing changes reflecting
new business objectives and new market situations.

We developed a service request language and support framework that allow users
to formulate their requests against standard business processes.16 In this paper, we
extend the approach by presenting a framework capable of automatically associating
business rules with relevant processes involved in a user request. This framework plans
and monitors the execution of the request and assertions against services underlying these
processes. Definitions and classifications of business rules (named assertions in the paper)
are given together with an assertion language for expressing them. The framework is able
to handle the nondeterminism typical for service-oriented computing environments and
it is based on the interleaving of planning and execution. Interestingly, the language is
able to express both functional and non-functional aspects of the assertions.

1. Introduction

Service-oriented computing (SOC) is the computing paradigm that utilizes ser-

vices as fundamental elements for developing applications. Services are autonomous

platform-independent computational elements that can be described, published,

discovered, orchestrated and programmed for the purpose of developing distributed

interoperable applications. Basic services, their descriptions, and basic operations

(publication, discovery, selection, and binding) that produce or utilize such descrip-

tions constitute the foundation of the service-oriented architecture (SOA).24

Currently, the basic SOA does not address advanced concerns such as service

management, service choreography and orchestration, service transaction manage-

ment and coordination, security, and other concerns that apply to all elements in

a services-based architecture. Such concerns are addressed by the extended SOA

(ESOA).24 The architectural layers in the ESOA describe a logical separation of

functionality in such a way that each layer defines a set of roles and responsibilities

and leans on constructs of its predecessor layer to accomplish its mission. The logical

1
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separation of functionality is based on the need to separate basic service capabilities

provided by the conventional SOA (for example building simple applications) from

more advanced service functionality needed for composing services and the need to

distinguish between the functionality for composing services from the management

of services.

The ESOA introduces among other things a service composition layer which

describes the execution logic of web services based applications by defining their

control flows and prescribing the rules for consistently managing their unobserv-

able business data. In this way enterprises can describe complex processes that

include multiple organizations—such as order processing, lead management, and

claims handling—and execute the same business processes in systems from other

vendors. This layer is representative of a family of XML-based process definition

languages intended for expressing abstract and executable processes that address

all aspects of enterprise business processes, including in particular those areas im-

portant for web-based services. Most notable among these languages is the Business

Process Execution Language for Web Services (BPEL4WS)5 which defines different

types of composition elements like sequencing of service invocations, parallel exe-

cutions, message sending, and Web Services Choreography Description Language

(WS-CDL),11 that allows to coordinate several business processes from a global

point of view.

Web services technologies offer higher-level specifications that provide function-

ality that supports and leverages web services and enables specifications for inte-

grating automated business processes. Currently, there are two largely complemen-

tary initiatives for developing business process definition specifications which aim

to define and manage business process activities and business interaction protocols

comprising collaborating web services. The terms orchestration and choreography

have been widely used to describe business interaction protocols comprising col-

laborating web services. Orchestration (as championed by BPEL) describes how

web services can interact with each other at the message level, including the busi-

ness logic and execution order of the interactions from the perspective and under

control of a single endpoint. Orchestration refers to an executable business process

that may result in a long-lived, transactional, multi-step process model. Choreog-

raphy (as championed by the Web Services Choreography Description Language)

is typically associated with the public (globally visible) message exchanges, rules of

interaction and agreements that occur between multiple business process endpoints,

rather than a specific business process that is executed by a single party. Chore-

ography is more collaborative in nature than orchestration. It is described from

the perspectives of all parties (common view), and defines the complementary ob-

servable behavior between participants in business process collaboration. Currently,

both orchestration and choreography initiatives are in their infancy and based on

WSDL which is strongly emphasizes XML syntax and human-targeted descriptions.

In the web services literature there are several approaches dealing with the mon-

itoring of the assertions over service-enabled business processes. The WS-Policy
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framework28 provides a general purpose model for describing a broad range of

service requirements, preferences, and capabilities. Typically, it is used when the

provider describes the set of conditions the requester should satisfy before invok-

ing the service. RuleML8 is a powerful technique for expressing business rules over

semantically annotated service. On the negative side is the lack of any support for

runtime monitoring of the business rules. Srivastava et al.27 present a review of web

service composition techniques and it is argued that planning techniques can be

of help in tackling the problem of web service composition. Temporally extended

goals, i.e., goals expressing not only desired states to achieve but also conditions

on how these are to be reached, are on expressive way of defining complex business

goals.22,16,25 Various authors have emphasized the importance of planning for web

services.12,18,19 In particular, Knoblock et al.12 use a form of template planning

based on hierarchical task networks and constraint satisfaction, McDermott18 uses

regression planning, while McIlraith and Son19 use the Golog planner to automat-

ically compose semantically described services. Various authors use planners over

service description in DAML-S.26,27 Feasibility of HTN planning algorithms was

shown by Wu et al.31 A finite-state machine framework for automatic composition

was introduced by Berardi et al.3 Fikouras and Freiter6 present service orchestra-

tion based on object-oriented data models. Orriens et al.21 use service composition

rules for governing the business process construction.

We propose the use of an approach based on interleaving planning and execu-

tion in the context of nondeterministic domains to deal with assertions and user

expressed requests against standard business processes that result in initiating and

executing business processes from diverse organizations. The execution of these

business processes in the proposed framework is governed by assertions, which are

business rules applied to processes. The framework we propose deals with nondeter-

ministic domains, where it tries to satisfy a user request by taking into account how

assertions that appear at different levels, e.g., business process, role, and provider

level, are applied during business process execution. The framework focuses in par-

ticular on the application of business rules that are associated with choreographies.

The application of choreography assertions usually results in activating only se-

lected business process segments in different organizations. These are the business

process segments that satisfy the choreography constraints and consequently can be

involved in the result of a user request. In addition, the execution path of business

processes is monitored to make certain that environmental conditions, i.e., web ser-

vice supplied information, conform to the choreography assertions and user request

requirements. The proposed framework deals with three kinds of assertions depend-

ing on their operational context and complexity: simple assertions, where simple

reachability conditions are checked; preservation assertions, where maintenance of

some condition needs to be satisfied throughout a path comprising a set of states

traversed by the process during execution time; and business entity assertions, where

the evolution sequence of a particular variable is monitored for correctness. In this
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paper we are not concerned with the effect that choreography assertions have on

orchestration assertions (assertions that apply in the local context of an organiza-

tion). We henceforth use the term assertion to mean choreography assertions. As

final contribution, we illustrate how the language we propose for expressing asser-

tions can talk about functional as well as non-functional properties of services and

their compositions.

The remainder of the paper is organized as follows. In Section 2, we recall the

notion of service-oriented business process and introduce various kinds of assertions.

Section 3 presents an interleaving planning and execution framework for the moni-

toring of the execution of user requests and assertions against standardized business

processes. Section 3.1 presents a formal domain definition. Section 3.2 introduces

the service assertion language XSAL. A formulation of an example in terms of the

formally defined domain is the offered in Section 3.3; while Section 3.4 provides

algorithms for the working of the framework. Section 4 illustrates how the proposed

framework processes the assertions on a travel marketplace example. In Section 5

we show how to express service-level agreements and quality of service aspects in

terms of the proposed service assertion language XSAL. Conclusion and future work

are discussed in Section 6.

2. Business processes and assertions

A process is a possibly infinite ordering of activities with a beginning and an end;

it has inputs (in terms of resources, materials and information) and a specified

output. We may thus define a process as any sequence of steps that is initiated by

an event, transforms information, materials, or business commitments, and produces

an output.9 In this paper, we consider business processes as a means to represent the

control flow of business logic and applications. This is achieved by introducing the

notion of a state and an action. A state represents the state of the process execution.

An action represents a business activity, which is modeled as a transition between

given states. Each action is executed on behalf of a role. A role represents a set

of business operations that relate to the same party, e.g., a travel agency. Each

role has a number of providers associated with it. The providers can be found by

interacting with service registries, e.g., UDDI. A provider is the actual party that

implements a role, e.g., a specific travel agency. It is convenient to also define the

notion of a process variable, which is a variable associated with a process, e.g., travel

packages, hotel reservations, as the process progresses through its execution path

and its states change. The use of process variables guarantees that the execution of

a business process can be monitored during execution as the process traverses a set

of states where constraints may need to be applied to these variables. Constraints

on the variables may represent user request or business rules.
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Fig. 1. A travel business process.
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2.1. An example in the travel marketplace

Consider a user requesting a trip to Nowhereland and having a number of additional

requirements regarding such a trip, e.g., that the total price of the trip be lower

than 300 euro, the prices of the hotel below 200 euro, avoid using the train, and so

on. To be satisfied such a request involves the interaction with various autonomous

service providers, including a travel agency, a hotel company and a flight carrier. The

services reside in the same travel marketplace and must follow a standard business

process for that domain such as the one exemplified in Figure 1. This process is

modeled as a state transition diagram, that is, every node represents a state in

which the process can be, while labeled arcs indicate how the process changes state.

Actors involved in the process are shown at the top of the diagram. The actors

include the user, a travel agency, a hotel service, an air service, a train service and

a payment service.

The process is initiated by the user contacting a travel agency, hence, (1) is the

initial state. The state is then changed to (2) by requesting a quote from an hotel

(action a1). The dashed arcs represent web service responses, in particular arc a2

brings the system in the state (3). The execution continues along these lines by

traversing the paths in the state transition diagram until we reach state (14). In

this state a confirmation of an hotel and of a flight or train is given by the travel

agency and the user is prompted for acceptance of the travel package (13).

The state transition diagram is nondeterministic. This is illustrated, for instance,

in state (4). In this state the user has accepted the hotel room price however is faced

with two possible outcomes, one that a room is not available (where the system

transits back to state (1)) and the other one where a room reservation can be made

(state (5)). The actual path will be determined at runtime when appropriate services

will provide information regarding the availability for the hotel providers.

The lower part of the business process models the payment of the travel package

just booked as an atomic action. This means the entire trip is payment atomic.

Services intervening in the process above may have additional requirements and

business rules that need to be followed. A particular travel carrier may require ad-

vanced payment, a travel agency may want to always have explicit user’s approval

before committing to a package. At a higher level, different marketplaces may imple-

ment the same process but with different rules. For instance, one may additionally

require that all air carriers use a specific communication protocol. There also could

be a set of Quality of Service requirements expressed in the same manner. For

example, one of the involved parties may require additional level of security, the

overall process could assert the participating services to support the transactional

behavior, etc. This sort of additional business rules are called assertions and are

defined next.
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2.2. Assertions

Actions within a business process are usually distributed between different parties

(organization which may play different roles) that can make their changes in differ-

ent portions of the process. A choreography language can guarantee the consistency

of service interfaces, message ordering and message invocations, but it can not be

used to check process runtime properties. Safe execution of the business process can

only be ensured by a monitoring mechanism that checks the runtime properties of

business process and possibly recovers from assertion violations. The monitoring of

the business process based on the assertions violations is performed in the following

way. First, assertions are published by the party who wants his/her assertions to

be applied to business processes and monitored during execution. When executing

the business process, the framework allows only those executions to proceed where

published assertions are satisfied. If an assertion is violated then the system tries to

find an alternative execution path in the business process that does not violate the

assertion, if any. Assertions are published on different levels: business process, role

or provider. During execution, assertions defined on the business process level are

always taken into account; assertions defined by roles are checked only if operations

for that role are invoked; provider level assertions are considered if an action of the

particular provider is necessary.

More precisely, monitoring is a mechanism that ensures the execution of a pro-

cess is consistent with respect to choreography business rules and user specified

requests. As a business process spans several organizations, all of them expect that

their business rules are taken into account when executing the process. Business

rules are supplied by service providers and are enforced on business processes that

are associated with such rules during their execution.

Business rules are expressed in the context of a process by assertions. Next we

provide a definition of assertions.

Definition 2.1. An assertion is a condition that applies to the execution of a

business process.

We use the term assertion and business rule interchangeably. An assertion may

be satisfied or not during the execution of a business process, more formally:

Definition 2.2. Given a business process and one of its states, we say that an

assertion is satisfied if the assertion is true in the specified state and in all future

states visited during process execution.

We classify assertions according to two different dimensions: (i) operational as-

sertions: on the basis of the operational context and complexity of the assertion;

(ii) actor assertions: on the basis of the ownership of the assertion. Operational

assertions can be further classified into three categories (Table 1):

Simple assertion. A simple assertion is a condition to be satisfied in a given state

or a specific set of states in order to reach a state where the condition is sat-
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Fig. 2. A travel package business entity assertion.

Table 1. Assertion levels.

Assertion Where satisfied

simple in a state, where assertion condition is satisfied

preservation for all states along the process execution

entity lifecycle specified entity must preserve evolution specified in assertion

isfied. Simple assertions are also named reachability assertions. An example

of such an assertion in the context of a travel domain is the requirement

of having a medical insurance if the period of being abroad is more than

two weeks. To comply with this assertion we must ensure that if the client

requests a travel package with duration beyond two weeks then a med-

ical insurance must be subscribed before the business process progresses

successfully.

Preservation assertion. A preservation assertion is a condition to be maintained

throughout all states touched during the execution of a business process.

Preservation assertions are also named maintainability assertions. In the

same travel example as above, consider a situation in which special offers

exist for clients who hold a frequent flyer loyalty card, e.g., OneWorld. An

assertion for the use of such card would require that all invoked services

accept the card to provide discount or points. To comply with this assertion

the execution of the business process will attempt to maintain the execution

on those paths where services adhering to the loyalty program are available.

Business entity assertion. A business entity assertion is a property that applies

to the evolution sequence of a process variable during process execution. For

instance, a business entity assertion can be associated with the status of a
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travel package, as shown in Figure 2. Initially, the “status” variable assumes

the value ‘requested’ when the travel package operation is started. From this

state, the request can be ‘rejected’, if the travel agency fails to satisfy it and,

eventually, return in a ‘requested’ status. Alternatively, the status variable

can be ‘accepted by travel agency’ and subsequently be ‘approved by client’

and finally become a ‘package completed’. To comply with this assertion

the execution of the business process must ensure that the states of the

travel package variable are reached in the prescribed sequence and only

change value according to the valid states of the business entity assertion

described above.

Table 2. Assertion levels.

Assertion level Where stored Usage

business process domain description concatenated with user request

role service description applied if action of the role is invoked

provider service registry applied if provider action is invoked

Assertions are not only classified on the basis of their operational dimension but

also on the basis of ownership. Based on the ownership criterion, we may distinguish

between three types of assertions (Table 2):

Business process-level. The business process level assertions are applied to the

whole business process. The business process execution environment verifies

these assertions during all executions and for all used services. Assertions

of this type are maintained by the party who defines the choreography

message sequences. These assertions are stored together with the business

process itself. The business entity assertion defined in Figure 2 is an exam-

ple of of business process level assertion. It defines the possible evolutions

of the status of travel package for all executions in the business process. An-

other example is the following. Usually business processes have an assertion

of always reaching the final state despite of the nondeterminism inherent

in dealing with web service implementations, e.g., purchase a travel pack-

age. This assertion ensures process consistency with organization rules and

policies.

Role-level. Role-level assertions are employed for all the providers implementing

a specific role. Typically these assertions represent the constraints defined

by the standardizing organizations, government, etc. For example, due to

governmental laws all travel agencies may require that together with a flight

ticket also a medical insurance is purchased, whenever the final destination

is in a particular set of locations where health risk exist. These assertions
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Role
Business 
Process

Business Entity

Provider
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Simple
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O
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Transactional 
consistency

Authentication Flight medical 
insurance

Positive
account balance Fidelity card

Fig. 3. Two-dimensional classification of assertions, with examples.

are defined together with the service interfaces and stored together with

the service descriptions.

Provider-level. At the lowest granularity level assertions are published by a par-

ticular service provider. These assertions are stored in service registries

together with service implementations. Provider-level assertions are used

when a particular provider wants to enforce consistency of the business

process and its business rules at runtime. For instance, provider role asser-

tions may involve payment service providers having additional constraints,

such as, protocol communication preferences, organization licensing, au-

thentication, etc.

Assertions are classified on both the operational and the ownership dimension.

The examples provided during the current presentation are summarized in the ma-

trix in Figure 3. An example of a simple provider assertion could be a requirement

of user authentication before using the asserted service. A specific bank provider

could require a preservation of a positive amount on the account. This is an ex-

ample of the preservation/provider assertion. For role-based assertions, examples

are the requirement for all travelers to have valid medical insurance or, for travel

agencies, that the travel package must be processed with respect to the package

entity assertion. Global business process assertion may include, for example, trans-

actional consistency requirement. The users of the business process might have a

special fidelity card, that gives them some advantages along the whole execution of
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the business process.

3. Monitoring framework

One of the biggest challenges that web service enabled e-marketplaces face is the

lack of support for appropriate service request languages that retrieve and aggre-

gate services that contribute to the solution of a business problem. Users typically

require services from an service-based marketplace on the basis of service character-

istics and functionality as supplied by service providers. A service request language

provides for a formal means of describing desired service attributes and functional-

ity, including temporal and non-temporal constraints between services, and service

scheduling preferences.

Our previous work focused on developing a service request language for web

services in service-marketplaces that contains a set of appropriate constructs for ex-

pressing requests and constraints over requests as well as scheduling operators.1,22,16

This language, named XSRL for XML Service Request Language,1,22 enables a user

to formulate complex requests against standard business processes. These standard

processes are provided by a market maker (a consortium of organizations) that

brings the suppliers and vendors together. The market maker assumes the respon-

sibility of creating a service-marketplace administration and performs maintenance

tasks to ensure the administration is open for business and, in general, provides

facilities for the design and delivery of business processes that meet specific busi-

ness needs and conforms to industry standards.24 Standard business processes are

described in a choreography language such as Web Services Choreography Descrip-

tion Language (WS-CDL).11 WS-CDL specifies the common observable behavior

of all participants engaged in business collaboration. Each participant could be

implemented by completely different languages such as web services applications,

whose implementation is based on executable business process languages like BPEL,

XPDL and BPML.

XSRL expresses a request and executes it according to the user preferences. The

framework that takes XSRL request as input returns a product as the result of the

request, e.g., constructs an end-to-end holiday packages (documents) comprising a

number of flight and accommodation choices. XSRL is equipped with constructs for

expressing quantitative requests, such as, booking of a room for two nights, spending

between 100 and 200 euro, etc., but also qualitative operations for sequencing goals,

such as, booking a room only after having booked a plane, for stating preferences,

e.g., flying rather than taking a train to a destination, for stating the maintaining of

a condition during execution, such as, keeping the budget below 500 euro. Loosely

speaking, the response documents can be perceived as a series of plans that poten-

tially satisfy a request. In expressing an XSRL request it is important that a user

is enabled to specify the way that the request needs to be planned and executed.
We present the XSRL syntax in the following and refer readers to our previous

work on the web service requests16 for explanations of the language semantics and
detailed examples of its use.
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Fig. 4. Handling of XSAL and XSRL requests.

xsrl <- ’<XSRL>’ goal ’</XSRL>’

goal <- proposition | and | then | vital |

optional | atomic |

vital-maint | optional-maint

achieve-all <- ’<ACHIEVE-ALL>’ +goal ’</ACHIEVE-ALL>’

then <- ’<BEFORE>’ goal ’</BEFORE>’

’<THEN>’ goal ’</THEN>

prefer <- ’<PREFER>’ goal ’</PREFER>’

’<TO>’ goal ’</TO>’

vital <- ’<VITAL>’ proposition ’</VITAL>’

optional <- ’<OPTIONAL>’ proposition ’</OPTIONAL>’

atomic <- ’<ATOMIC>’ proposition ’</ATOMIC>’

vital-maint <- ’<VITAL-MAINT>’ proposition ’</VITAL-MAINT>’

optional-maint

<- ’<OPTIONAL-MAINT>’ proposition ’</OPTIONAL-MAINT>’

proposition <- ’<CONST ATT="true|false">’ | var |

’<AND>’ +proposition ’</AND>’ |

’<OR>’ +proposition ’</OR>’ |

’<NOT>’ proposition ’</NOT>’ |

’<GREATER>’ var ’</GREATER>’

’<THAN>’ rval ’</THAN>’ |

’<LESS>’ var ’</LESS>’

’<THAN>’ rval ’</THAN>’ |

’<EQUAL>’ var rval ’</EQUAL>’

var <- a..zA..Z[rval]

rval <- +a..zA..Z0..9.

XSRL and its supporting framework are a powerful tool for enabling a user

to formulate requests against business processes but it currently lacks support for
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Fig. 5. Planning and monitoring framework.

choreography assertions supplied by service providers and/or market makers that

can be associated with the execution of a choreographed process. Assertions are es-

sential means for the actors delivering the services and market makers to apply en-

terprise/marketplace policies and conditions. This limitation of XSRL is addressed

by explaining how it is extended by means of an assertion language, which we name

XSAL (XML Service Assertion Language). This language is defined in Section 3.2.

XSRL and XSAL work in tandem during the planning and monitoring of busi-

ness processes in order to satisfy the user requests in conjunction with applying

service provider and marketplace maker supplied assertions. Figure 4 illustrates

marketplace makers and actual service providers involved in the marketplace. These

are seen to provide a set of assertions in XSAL which govern the behavior and exe-

cution of standard business processes. Assertions are associated with the standard

business processes against which requests are specified. In Figure 4, a user or client

states his/her requests in XSRL. These are combined with the appropriate XSAL

assertions and then forwarded to the planning and monitoring framework presented

in Figure 5. The planning and monitoring framework interacts with the actual im-

plementations of the services in the service marketplace.

To deal with assertions and user requests we propose a system based on the in-

terleaving of planning and execution. The proposed framework, shown in Figure 5,

consists of four components: monitor, planner, executor and runtime support envi-

ronment and can be seen as an extension of the monitoring framework introduced

by Lazovik et al. to deal with user requests expressed in XSRL.16

The monitor manages the overall process of interleaving planning and execution.

It takes user requests, the business process, the business process level assertions and

starts interacting with the planner. The planner synthesizes a plan and returns it to

the monitor. The plan is a sequence of actions to be executed. The planner returns

a failure if there was no possible execution satisfying the user request in the given

domain without violating the assertions. In case of failure, the monitor eliminates
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eventual optional goals and assertions or it tries to change service providers. For

example, if the business process fails to satisfy the assertion published by one hotel

service provider, the framework can try to switch to another hotel service provider

whose assertions are less strict. If the planner fails for all possible combinations

then the overall execution of the business process fails. Assume that a correct plan

exists and therefore it is synthesized. Then the monitor passes it to the executor.

The executor is responsible for executing the plan. While executing each action of

the plan, the executor may gather new information from the service registry or from

the service implementations. Whenever new information is obtained, replanning is

potentially needed and the domain updated with the just gathered information is

returned back to the monitor. The framework works iteratively until the request is

satisfied under the given assertions or there is no satisfying execution.

3.1. Planning domain description

Using a framework based on interleaved planning and execution demands a for-

mal specification of the business process in terms of planning domains. None of

the existing business process definition languages can be straightforwardly used as

a domain description for our framework. For example, WS-CDL lacks monitoring

mechanisms, BPEL lacks choreography protocol support. However, one can devise

extensions and modification to these protocols in order to use them as domain de-

scriptions. The latter is beyond the scope of the present treatment. The domain

representation that we adopt is a state-transition system. It is able to represent

nondeterministic actions and potentially incomplete knowledge about the environ-

ment. Information that is unknown in advance is gathered at runtime by invocations

of web services and by contacting the service registry (UDDI) to obtain web ser-

vice generated information, e.g., current balances, debt histories, etc. Formally, a

domain D is a tuple < S,A,V ,R,P >, where:

• S is a set of states a business process can be in.

• A is a set of actions. An action represents an atomic activity of the business

process. Each action is associated with a role. If an action has only one

outcome it is called deterministic, it is called nondeterministic otherwise.

An action is said to be retractable in a particular state if there exists a

sequence of actions that deterministically brings back to the state where

the action was initially applied, preserving the variables values.

• V is a set of process variables. A variable set includes all the message

definitions that are part of the business process. During the execution of

the process some of the variables can be undefined.

• R is a set of roles. Roles represent service interfaces that are used in the

business process.

• P is a set of providers. A provider gives a service specification and possibly

a service implementation. A provider is associated with one of the process

roles.
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In addition to a domain definition the following relations between the domain

items are specified:

• →: S × A → 2S is a transition relation between states and actions. A

transition represents the application of an action to a state and returns a

set of states resulting from that action. Transitions are used to represent the

skeleton of the business process control flow. An action can be associated

with several transitions.

• role : A → R is a relation between actions and roles associating a role to

each action in the domain. If the service interface is defined in terms of

WSDL, the relation is extracted from the port types definition.

• providers : R → 2P is a relation between roles and providers associating a

provider to each role. This mapping is defined in the service registry and

typically available to the system only at runtime.

• fa,o : V → V is a semantic function associated with an action a with an

outcome o. An outcome can be either ‘normal’ or ‘failure’. For each action,

there can be several exception outcomes (i.e., failures) but there can be only

a single normal outcome. All action outcomes are defined with the service

interface definition.

3.2. Service assertion language

In Section 2.2, we showed that the business rules can be expressed using assertions.
The assertions are defined as statements that either true or false in any of the given
state. They are classified into simple, preservation, and business entity assertions.
The assertions need to be stated in a uniform and unambiguous way by the parties
involved in the business process. XSAL (Xml Service Assertion Language) serves
this purpose. The syntax of XSAL is defined using BNF notation as follows:

xsal <- ’<XSAL>’ assertion ’</XSAL>’

assertion <- statement | achieve-all | then | prefer

achieve-all <- ’<ACHIEVE-ALL>’ +assertion ’</ACHIEVE-ALL>’

then <- ’<BEFORE>’ assertion ’</BEFORE>’

’<THEN>’ assertion ’</THEN>’

prefer <- ’<PREFER>’ assertion ’</PREFER>’

’<TO>’ assertion ’</TO>’

statement <- entity | vital | optional |

atomic | vital-maint | optional-maint

entity <- ’< ENTITY VARIABLE = ’ var ’>’

start-from

follows*

’</ENTITY>’

start-from <- ’<START-FROM>’ proposition ’</START-FROM>’

follows <- ’<FOLLOWS>’ proposition ’</FOLLOWS>’

’<BY>’ proposition ’</BY>’
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vital <- ’<VITAL>’ proposition ’</VITAL>’

optional <- ’<OPTIONAL>’ proposition ’</OPTIONAL>’

atomic <- ’<ATOMIC>’ proposition ’</ATOMIC>’

vital-maint

<- ’<VITAL-MAINT>’ proposition ’</VITAL-MAINT>’

optional-maint

<- ’<OPTIONAL-MAINT>’ proposition ’</OPTIONAL-MAINT>’

proposition <- ’<CONST ATT="true|false">’ | var |

’<AND>’ +proposition ’</AND>’ |

’<OR>’ +proposition ’</OR>’ |

’<NOT>’ proposition ’</NOT>’ |

’<GREATER>’ var ’</GREATER>’

’<THAN>’ rval ’</THAN>’ |

’<LESS>’ var ’</LESS>’

’<THAN>’ rval ’</THAN>’ |

’<EQUAL>’ var rval ’</EQUAL>’

var <- a..zA..Z[rval]

rval <- +a..zA..Z0..9.

One may observe the similarity between XSAL and XSRL. In fact, these two

languages share the same expressive power and interpretation, though their intended

use is quite different as XSAL is used for expressing assertions while XSRL is used

for expressing user requests. Before assessing the formal connection among these two

languages we shall first provide the intuitive meaning behind XSAL expressions.

The atomic objects of XSAL are propositions, that is, boolean combination of

linear inequalities and boolean propositions. These can be either true or false in any

given state. Propositions are further combined by sequencing operators to form as-

sertions. The sequencing operators are: achieve-all, then, prefer. achieve-all

succeeds when all nested assertions defined inside the tag <ACHIEVE-ALL> are sat-

isfied, it fails otherwise. The construct then is satisfied when the first statement is

satisfied and, from the state where the first statement is satisfied, the second is also

satisfied. It fails otherwise. The construct prefer succeeds if the first statement is

satisfiable, if not then it succeeds if the second statement is satisfiable, it fails if

both statements are unsatisfiable.

The operational assertions can be expressed using the XSAL language. All of

the following operators take propositions as arguments. The simple, or reachability,

assertions are expressed by XSAL reachability constructs. Formally, reachability

constraints require satisfaction of some proposition before execution of the service

that has reachability assertion. But strictness of the satisfaction depends on the par-

ticular operator. There are three corresponding XSAL operators: atomic, vital,

and optional. The atomic operator is used when an assertion is strictly important

for the party that specifies it and it must be satisfied regardless of any form of

nondeterminism. More formally, before executing a service that has this type of as-
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sertion, constrained propositions must be true. If there is no such execution then the

execution fails immediately. The vital operator is used when less strict assertions

need to be applied. It tries to find a successful execution to satisfy the constrained

proposition. It executes until it has a chance to reach the successful state and fails

otherwise. The last operator (optional) is the least strict constraint and demands

the satisfaction of the assertion if possible, if not the assertion is ignored.

The preservation, or maintainability, assertions are expressed by XSAL main-

tainability constructs. This constructs are used when preservation of some value

is needed not only in a single state but during a whole execution sequence. When

executing a service with such type of assertions only execution that preserves the

constrained value can be followed. Retractable actions must be handled with care.

In fact, if such an action is invoked and later retracted all associated assertions are

ignored. As in the case with simple assertions, maintainability assertions can be of

different types from the point of their strictness. We define two types: vital-maint

and optional-maint. The first one is used when the proposition value must be

preserved along the whole execution regardless of the nondeterminism. The second

(optional-maint) is used when the maintenance assertion is optional. The system

in this case should always intend to preserve the asserted proposition but if it fails

then other executions are still acceptable.

The entity expression is used to form business entity assertions. This expression

begins by relating to a particular variable. It specifies its starting value in the

start-from statement and it is continued by any number of follows statements

which specify the possible evolutions of the variable. Assertions of this type are

always strict.

The semantics of XSAL can be defined following two trajectories: (i) considering

formal semantic definition based on execution structures over planning domains;16

(ii) providing translation rules for transforming XSAL expressions into XSRL and

combining them with XSRL expressions. Recalling that the semantics of XSRL has

been defined 16 on the basis of the work on EaGLe,13 we purse the second trajectory

as it is more intuitive and better shows the relation occurring between XSAL and

XSRL. As a point of notation, we add a .t postfix to denote the XSAL expres-

sion translated into XSRL, (...) to denote the passing of a parameter to a rule,

e.g., start-from (var) and follows (var) takes var as a parameter. Expressions

where the translation is omitted are propagated unchanged. The symbol ’*’ in the

reduction rule denotes the usual Kleene star.

xsal <- ’<XSAL>’ statement ’</XSAL>’

xsrl.t = ’<XSRL>’ statement.t ’</XSRL>’

entity <- ’<ENTITY VARIABLE = ’ var ’>’

start-from (var)

follows (var)*

’</ENTITY >’



December 5, 2005 22:46 WSPC/INSTRUCTION FILE ijcis

18

entity.t = start-from.t +

’<THEN>’

’<ACHIEVE-ALL>’

follows.t*

’</ACHIEVE-ALL>’

’</THEN>’

start-from (var) <- ’<START-FROM>’ proposition ’</START-FROM>’

start-from.t = ’<BEFORE>’ var proposition ’</BEFORE>’

follows (var) <- ’<FOLLOWS>’ proposition1 ’</FOLLOWS>’

’<BY>’ proposition2 ’</BY>’

follows.t = ’<BEFORE>’

’<EQUAL>’ var proposition1 ’</EQUAL>’

’</BEFORE>’

’<THEN>’

’<EQUAL>’ var proposition2 ’</EQUAL>’

’<THEN>’

¿From the translation one notes that the constructs on propositions, on sequenc-

ing and preference statements are the same in both languages XSAL and XSRL. The

XSAL business entity assertion construct is not present in XSRL and is translated

into the sequencing operators before-then binding the business entity variable to

propositions.

3.3. A domain instance

Let us revisit the example in the travel domain introduced in Figure 1 to explain

the XSAL use and constructs. Next we present it according to the formal definition

of a domain D presented in Section 3.1.

There are fourteen states S = {1, 2, . . . , 14} in the upper half of the figure.

The set of variables V ar is {hotelReserved, hotelPrice, location, trainBooked,

trainPrice, flightBooked, flightPrice, confirmed, money}, among which one

distinguishes the boolean variables (hotelReserved, trainBooked, flightBooked,

confirmed), from the real variables (hotelPrice, trainPrice, flightPrice, money),

and a variable representing location names (location). In the set of variables a

subset is defined to be of knowledge variables. In the example, we define hotelPrice,

trainPrice, flightPrice to be knowledge variables. There are also nineteen actions

that can be performed in the domain Act = {a1, . . . , a19}.

Several roles are involved in the travel business process, that is, R = {user,

hotel, air, train, payment, insurance}. The user role represents the requesting

party. Typically it is a human user, but it could also be any application software

utilizing the business process. The set of actual providers for the roles R are stored

in the service registry.

Arrows in Figure 1 are the process actions. For example, states (3) and (4) are
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connected by the action reserveHotel of the hotel role. It has two outcomes:

normal, where the variable hotelReserved is set to true and exception, where the

hotel remains unreserved. This action is an example of a nondeterministic action.

The two arrows from the state (4) represent different outcomes for this action. Other

examples of actions are bookFlight for the air role and getTrainPrice for train

role.

Assertions work in conjunction with the travel business process and are defined

in XSAL. The business process level assertion that ensures that the process always

reaches the final state is expressed in the following way: atomic final. Here

and in the following we omit XML tags for brevity. An examples of a role-level

assertion is the requirement for insurance in case of prolonged stay abroad: vital

(healthRisk → insuranceTaken), where → represents logical implication and is

expressed using the <NOT> and <OR> XSAL expressions, as usual.

At the provider level, the hotel provider may prefer, for example, a specific credit

card type for payment: optional cardType = VISA.

The maintenance assertion for customers of loyalty services that was intro-

duced in Section 3.1 is encoded as follows: optional(loyaltyCard → (roleT ype =

acceptsLoyaltyCard)).
In the following we use XSAL to codify the business entity assertion that was

presented in Figure 2. The XSAL syntax for this assertion is:

entity travelPackage

start-from requested

follows requested by rejected ∨ accepted by travel agency

follows rejected by requested

follows accepted by travel agency by

rejected ∨ approved by client

follows approved by client by package completed

Additional details like precise hotel information, seats type, payment numbers, etc.

can be easily integrated in the above example. To do so, one should add corre-

sponding variables and modify the semantic functions of the actions to take into

account the introduced variables. Here we omit such additional details to improve

readability.

3.4. Planning and monitoring algorithms

Having introduced a planning and monitoring framework and the assertion language

XSAL, we present the algorithms which handle XSAL assertions together with

XSRL requests. Referring to Figure 5, we recall that the framework consists of

three main components, that is, a monitoring, a executor and a planner. We present

algorithms for these components separately.

The monitor takes a domain d, that is built on the basis of the business process,

an initial state s and a goal g. The initial request of the user to the system is

combined together with business process assertions, thus, the monitoring algorithm
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Algorithm 3.1 monitor(domain d, state s, goal g)

π = assert-plan(d, s, g)

if π = ∅ then

return success

else

if π = failure then

if chooseNewProvider(provider) then

d′ = updateDomain(d)

assertprovider = extractAssertions(provider)

g′ = updateGoal(g, assertprovider)

return monitor (d′, s, g′)

else

g′ = generate-rollback-goal()

monitor(d, s, g′)

return failure

end if

end if

(d′, s′, g′) = execute(π, d, s, g)

return monitor (d′, s′, g′)

end if

is invoked initially with the following goal: achieve-all(request, assertbp), where

request is the user request and assertbp is the set of business process level assertions.

The monitor (Algorithm 3.1) is the core of the interleaved planning and exe-

cution process. It invokes the planner and the executor in order to satisfy the user

requests and the assertions, and it recovers from failures. The algorithm is an ex-

tension of the monitoring algorithm presented by Lazovik et al,16 where the most

notable difference is the updating of the goal to take into account the provider level

assertions. When a new provider is chosen then the goal is modified in the following

way. First, assertions that are associated with the previously assigned provider be-

ing de-assigned are eliminated from the goal. Second, assertions of the new provider

are added to a goal by using the achieve-all operator. The modification of the

goal to take assertions into account is performed by the extractAssertions and

updateGoal functions.

The executor (Algorithm 3.2) takes a plan and executes it in the marketplace.

It contacts the service registry when a service implementation for a given role is

necessary, it executes actions of the plan and it checks whether replanning is re-

quired. When a new provider is requested from the service registry, its assertions

are added to the goal g in the following way achieve-all(g, assertprovider). This is

achieved via the extractAssertions and updateGoal functions.

The planning algorithm is presented in two parts: one dealing with role level

assertion and one actually synthesizing a plan. The assert-planner (Algorithm 3.3)
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Algorithm 3.2 execute(plan π, domain d, state s, goal g)

repeat

a = firstAction(π)

π = π − a

if webServiceAction(a) then

if noProviderForRole(rolea) then

providersList = contactServiceRegistry(rolea)

provider = chooseProvider(providersList)

assertprovider = extractAssertions(provider)

g′ = updateGoal(g, assertprovider)

return (d′, s′, g′)

else

provider = previouslyChosenProvider(rolea)

end if

message = invoke(a, provider)

end if

(d′, s′, g′) = update(d, s, g, a,message)

if isKnowledgeGathering(a) then

return (d′, s′, g′)

end if

until π = ∅

return (d′, s′, g′)

checks validity of role-level assertions. The assert-planner works in the following way.

First, it produces an initial plan by invoking the plan function (Algorithm 3.4). If

the planner succeeds by producing a plan then the assert-planner checks if the plan

contains actions with new assertions. If it does, then all assertions are added to the

goal and replanning is requested. If the planner fails to synthesize a plan then the

assert-planner marks all actions that possibly violate the plan as optional goals and

request replanning. Optional goals are added to the current goal g in the following

way: g′ = achieve-all(g,optional¬a1, . . . ,optional¬an), where optional¬ai in-

dicates that the action ai should be avoided, if possible. The assert-planner returns

a plan if the user request and all assertions are satisfied and failure otherwise.

The planner (Algorithm 3.4) is based on the existing planner based on model

checking4 and is an extension of the one we have proposed for dealing with user

requests.16 The planner is responsible for synthesizing a plan based on a given

domain d, an initial state s and a goal g. The planner returns a plan if it exists and

failure otherwise. The planner checks all possible combinations of optional goals

before returning a failure.
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Algorithm 3.3 assert-plan(domain d, state s, goal g)

π = plan(d, s, g)

if π 6= failure then

{asserta1
, . . . , assertan

} = extractAssertions(π)

g′ = updateGoal(g, {asserta1
, . . . , assertan

})

if g′ = g then

return π

else

return assert-plan(d, s, g′)

end if

else

g′ = checkViolatedActions(g, d)

if g′ = g then

return failure

else

return assert-plan(d, s, g′)

end if

end if

Algorithm 3.4 plan(domain d, state s, goal g)

domainbool = booleanize(d)

repeat

goalbool= booleanize(g)

π = MBPplan(domainbool,s,goalbool)

if π 6= failure then

return π

else

if there are untraversed combinations of optional goals then

modify g accordingly

else

return failure

end if

end if

until true

return failure

4. Monitoring a sample business process

To illustrate the application of the algorithms just presented in the context of the

planning and monitoring framework, we use the example presented in Section 2.1

and formalized in Section 3.3. Suppose a user is planning a trip to Nowhereland and

is interested in a number of possibilities in connection with this trip. These include
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making a hotel reservation, avoiding to travel by train, if possible, and spending an

overall amount not greater than 300 euro for the whole package. Further, the user

prefers to spend less than 100 euro for a hotel room but, if this is not possible, may

be willing to spend no more than 200 euro for that room. This would be expressed

by the following XSRL request:

achieve-all
achieve-all

prefer vital-maint hotelPrice < 100
to vital-maint hotelPrice < 200

optional-maint ¬trainBooked

vital confirmed ∧

location = ‘‘Nowhereland′′ ∧

hotelReserved

vital-maint price < 300

In addition, suppose that two XSAL business process level assertion such as

atomic final and the business entity assertion of Figure 2 were published. The

system starts by combining the user request with the business process assertions

in an achieve-all construct. The monitor invokes the assert-planner which in turn

invokes the planner. The first actions of the initial plan provided by the planner,

given the above goal, the business process assertion and the domain as shown in

Figure 1, is the following sequence of actions: getHotelPrice, reserveHotel.

The monitor then sends the plan to the executor to start interacting with

web service implementations. By these invocation a travel agency and a hotel

provider are selected and a room is reserved. Suppose that the government con-

siders Nowhereland to be a health risky location. Then the role level assertion vital

(healthRisk → insuranceTaken) coming from the service registry together with

the travel agency role is considered. At this point, the executor returns control to

the monitor which in turn requests a new plan from the assert-planner taking into

account the given role-level assertion. The new plan generated will now comprise

an action bringing the process in the obtained a medical insurance state.

Suppose further that the selected hotel is “MyHotel” which comes with the

provider level assertion optional cardType = VISA. Then, when the executor runs

the request payment from the user the cardType is asked to be VISA. If the user

refuses such option, execution nevertheless proceeds. Note that if the assertion was

vital cardType = VISA then the user’s refusal would result in a assertion violation

and thus a plan failure.

As for a maintainability assertion, suppose that the travel agency is asked by the

client to provide services complying with a given loyalty card. Therefore, the travel

agency publishes the following assertion: optional(loyaltyCard → (roleT ype =

acceptsLoyaltyCard)). This is taken into account by the assert-planner as soon as

the user has specified the card in his request.

As for the business entity assertion requiring a travel package to be assembled

following specific rules (Figure 2), this assertion is always taken into account by
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the assert-planner when providing new plans to the monitor. Finally, the execution

proceeds until the travel package is completed and the user approval is requested.

At this point the business level assertion atomic final is the last to be satisfied.

This is achieved by a plan going to the final state of the business process.

5. Discussion: expressing QoS properties

In Section 3.2 we introduced the Xml Service Assertion Language and showed how

it can be used to express objectives and preferences of the parties involved in the

execution of a business process. These objectives may be exposed in a service-

level agreement (SLA). But SLAs are not limited to functional requirements, often

service providers want to expose to the users of their services various quality of

service features. These agreements, often in the form of legal contracts, define what

service the provider offers and define the quality of service or QoS that they offer.

Because of the formal nature of the SLAs, the quality of service needs to be specified

in measurable terms, such as the guaranteed uptime of the service, the guaranteed

maximum and average response times of the service, etc.20 Various non-functional

properties of services are the object of SLAs, most notably: availability, accessibility,

performance, reliability, security, transactionality, and regulatory. There are several

specification proposals to address QoS and SLAs, for example, WS-Policy28 or Web

Service Level Agreement.30

Interestingly, XSAL is able to capture most of these qualitative and quantitative

QoS properties in its assertions. Next we show examples of how XSAL expression are

used to express quality of service properties and be therefore used as fundamental

blocks of SLAs. The advantage of using XSAL for this purpose is twofold. On the one

hand, it has the appropriate expressive power to express non-functional properties

during the agreement negotiation, on the other hand, it comes with a monitoring

framework which serves the purpose of checking at runtime that the SLA terms are

not violated.

At runtime, instead of rejecting the violated service, the system tries to satisfy

the failed assertion or, if that fails too, checks if there are any other business process

executions that satisfy the original goal and preferences. For example, let us imagine

that the business process failed to present valid credentials to the bank service. The

framework first tries to check if there are any activities in the business process that

can possibly provide the necessary credentials. If that fails, then the system tries

either to ignore the service or select a different bank provider, if there are more

available.

Let us now consider what types of service-level agreements can be captured by

XSAL expressions. The most relevant categories for QoS requirements in the context

of web services are: availability, accessibility, performance, reliability, regulatory,

security and transactional behavior.17 Let us consider them individually.
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5.1. Availability, accessibility, performance, and reliability

Availability is the quality of whether a web service is available and ready to be

invoked. It is defined as a probability of service availability. Sometimes, the time

to recover is also added to availability terms, defining the time it takes to repair a

temporally non-available service. Accessibility is expressed as a probability measure

to define whether the service is able to perform a given operation. The service could

be available but not accessible if, for instance, the hosting server is overloaded. Per-

formance shows how fast the server processes the requests and how many requests

are served in the time unit. Reliability represents the service degree of being capable

of maintaining service quality.

All these properties define the ability of a service to process requests efficiently.

These kind of quality aspects are useful for mission-critical business processes re-

quiring high levels of availability and excellent performance.

An example of using XSAL to express availability assertion in the banking do-

main follows. Suppose one service desires to get the latest financial information in

real time. In this case, the business process contains at least two services: a re-

quester and a service providing the necessary data. High performance requirements

are expressed in the requester assertion: vital dataFetched∧ latency ≤ 20ms. Hav-

ing this assertion the framework checks all the services that provide the financial

data (that is those services satisfying the variable dataFetched) and selects only

the services with the response time lower than 20ms. The information about the

latency time is taken from the service-level agreement of the provider service. The

same schema can be applied to check accessibility and reliability quality aspects.

5.2. Security

Security is a paramount aspect of service-oriented architectures in its various

facets,10,2,7 such as message encryption, authentication, and access control. Message

encryption is usually handled at the platform level, therefore, XSAL’s use is limited

to simple encryption requirement expressions, e.g., vital encryption ≥ 128bit.

More interesting is the case of authentication. Service-level agreements contain

an XSAL assertion that defines the required security information. For example, the

bank provider asks for a particular credential to be provided, e.g., atomic login =

true ∧ provider = “V isa′′. When the framework processes this assertion, it tries

to satisfy it by looking if there is an execution in the business process that invokes

the service operation that satisfies the variable login and sets the security provider

provider to “Visa”. If that fails, then the framework tries to satisfy the initial

request in a different way, not using the bank or, if that is not possible, tries different

bank providers. The key point of using XSAL assertions is that the framework

is delegated to adjusting the execution of the business process according to the

provider assertions.

Access control service-level agreements can also be expressed in XSAL. Imag-

ine a situation in which a bank exposes several service implementations. Then, the



December 5, 2005 22:46 WSPC/INSTRUCTION FILE ijcis

26

particular implementation is unknown until instantiation of the providers: every

service implementation may contain different requirements, assertions, and prefer-

ences based on user access rights, therefore, the future executions of the business

process strongly depend on the exposed constraints. In other words, the behavior of

the business process depends on the access control rights. For example, say a travel

agency considers two different types of users: normal and loyal. The implementation

for the second might contain the following assertion: optional loyalpartner = true.

This assertion requires the system to prefer providers that are partners of the travel

agency, that might offer special discounts, finally allowing to provide better services

to the agency’s client.

5.3. Transactionality

The loosely coupled and stateless nature of initial web service proposals has posed

new challenges for the execution of sequences of service operations which needed to

be treated, for instance, atomically. Transactionality of service invocation demands

different solutions from traditional database style transactions (see for instance the

survey by Papazoglou and van den Heuvel23).

Often sequences of service invocations have to support atomic behavior, when, if

some service fails, all intermediate changes have to be rolled back. The question such

as whether transactions are applicable in the web service environment or what kind

of transactions need to be supported (e.g., atomic or long-lived with compensation)

are out of the scope of the present paper. However, XSAL with its atomic assertion

guarantees some form of transactionality.

Consider the traditional transactional model, using two-phase commit with

satisfaction of all ACID properties. WS-AtomicTransaction29 is a standard that

deals with this kind of transactions. In this model, transactions are always con-

sistent and atomic. However, this is only achieved if all of the participants sup-

port the corresponding transactional agreement. Sometimes this is weakened and

services control their desirable transactional behavior by publishing corresponding

attributes. For instance, a Java EJB specification may contain the following at-

tributes: notSupported, supports, required, requiresNew, mandatory, never, and a

bank provider exposing some of its data might ask for all the invoked services to

support transactionality. An XSAL assertion to achieve such a guarantee is the fol-

lowing: atomic-maint attr 6= notSupported. The framework takes the assertion and

allows the publishing service to participate in the transactions with all participants

who support the assertion. In the same way, transaction isolation levels could be

set according with specific service quality requirements.

For the long-lived transactions the situation is different. Special attention has to

be payed to consistency and atomicity, as transactions based on compensation do

not guarantee them. XSAL can express such requirements. First, one could check

the consistency of data lifecycle by using the entity assertion (e.g., Figure 2). In

general, to ensure consistency and atomicity the following two operators are used:
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atomic and atomic-maint. They ensure that execution satisfies the assertion de-

spite any possible nondeterministic failures. For example, consistent is a variable

that is true in all so-called consistent states and false in all other. The assertion

atomic consistent guarantees that the execution terminates in one of the “consis-

tent” states. That is, before executing a transaction, the framework checks whether

all possible executions end up in states that do not violate the assertion. This is

a different notion from that of atomicity in ACID transactions as no roll-back is

involved, nevertheless is a form of guarantee which starts a sequence of service

invocations only if it is possible to arrive to a final state despite any form of non-

determinism.

5.4. Regulatory

Mani and Nagarayan17 define the regulatory quality of service aspect which repre-

sents the conformance of services to specified standards. This type of service-level

agreement is usually processed at the level of underlying platform, since it is truly

non-functional property. This kind of non-functional property sis beyond the scope

of the presented XSAL framework.

6. Conclusions

We have introduced the assertion language XSAL for expressing business rules in the

form of assertions over business processes. XSAL is deployable using the framework

we propose which is capable of automatically associating business rules with relevant

processes involved in a user request. This allows for consistency and conformance to

organizational rules and policies when executing a business process. Additionally, it

offers runtime control over its execution. We have classified assertions with respect to

two process characteristics: operational context and ownership. With respect to the

operational context, we distinguish between simple, preservation and business entity

assertions. Regarding ownership, we distinguish between business process, role and

provider level assertions. We have then introduced a framework for planning user

requests that comply with assertions and monitoring their execution to recover from

violating conditions. Specialized algorithms for planning, monitoring and executing

requests and assertions have been proposed for this framework. Finally, we have

shown how XSAL has the expressive power to define both functional and non-

functional properties in the assertions.

The proposed framework and the XSAL language open interesting research

issues. One involves the performance of the framework, in particular, the way

providers are selected from the service registry is crucial for the efficiency and ef-

fectiveness of the architecture. The current proposal does not address this issue, in

other words, providers are chosen randomly. A better solution is to select providers

based on provider-level assertions (for instance by comparing active assertions), on

reputation and history of previous interactions with the provider, or optimizing
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some specific QoS parameter (e.g., cost of the service or average latency of the

service).

The proposed framework plans for requests and assertions, then monitoring the

execution of the plans. If there is one possible execution path that can satisfy the

request and comply with its associated assertions, this will be found and executed,

if not, a failure will be returned. In case that a request succeeds no information is

currently provided regarding the quality of the execution. That is, if more possible

execution paths complying with the assertions and the user request exist, then only

one is guaranteed to be taken. An open issue concerns the comparison of potential

solutions (execution trajectories) against optimality metrics, e.g., the shortest plan,

the cheapest, the fastest or any other optimality criteria. Solutions to the latter

concerns could be addressed resorting to different planning techniques to handle

assertions. Constraint programming techniques allow for the identification, for in-

stance, of optimal plans. Initial considerations on how to encode service requests

as a constraint programming problem have been proposed and we are currently

working on the details of the encoding.14
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Abstract

The increase in computational power and the networking

abilities of home appliances are revolutionizing the way we

interact with our homes. This trend is growing stronger and

opening a number of technological challenges. From the

point of view of distributed systems, there is a need to design

architectures for enhancing the comfort and safety of the

home, which deal with issues of heterogeneity, scalability

and openness. By considering the evolution of domotic re-

search and projects, we advocate a role for web services in

the domestic network, and propose an infrastructure based

on web services. As a case study, we present an implemen-

tation for monitoring the health of an elder adult using mul-

tiple sensors and clients.

1 Introduction

The homes are no longer the places where a number of

devices carry on computations in isolation to perform sim-

ple repetitive tasks, such as washing dishes, but a distributed

system of potentially collaborating hosts. For instance, de-

ciding on what appliance is operating at a given moment in

order to avoid exceeding a given power consumption limit

could be a task of the home network achieved by internal

communication, rather than a concern of the human user.

Scenarios of this kind are possible today thanks to ever low-

ering prices and sizes of controllers which on the other hand

are increasing in computational power and networking ca-

pabilities. And the trend is not stopping. It is easy to imag-

ine that smart dust [17] technology will make our homes

a babylon of thousands of sensors and actuators constantly

exchanging data to achieve global control and monitoring.

Domotics is the field where housing (domus) meets tech-

nology in its various forms (informatics, but also robotics,

mechanics, ergonomics, and communication) to provide

better homes from the point of view of safety and com-

fort. Traditionally, domotic solutions were provided by one

vendor, using one standard for communication, most often

closed, and were expensive. This is no longer so. Domotic

elements are heterogeneous in all aspects. Devices come

from different vendors, have different hardware, network

interfaces, and operating systems, but still need to interop-

erate. Users want to be able to have a unique view on all the

hardware entering their home. Today’s challenge for the

home is total interoperability.

On the push of this excitement, a number of research and

industrial projects are underway with the goal of studying

domotic solutions. For instance, Carnegie Mellon is work-

ing at solutions for nursing homes [11], General Electrics

is developing the Home Assurance System with the goal of

monitoring a home equipped with standard sensors and ac-

tuators [9]. These studies are often interdisciplinary as the

sociological and medical aspect must be considered too, as

in Intel’s Computer Supported Coordiante Care project [3].

In this paper, first we overview research and technology

on domotics by considering issues of openness, scalability,

heterogeneity, and topology of the home distributed system.

In particular, we identify four scenarios which represent the

evolution of domotics from its early days up to present ten-

dencies. By considering the challenges opened by the cur-

rent trend in domotics, we advocate a role for web services.

We argue that the web service stack should be imple-

mented on home devices equipped with sufficient computa-

tional power to solve the issues of openness, scalability and

heterogeneity. Furthermore, web services allow for build-

ing systems both in a client-server and a peer-to-peer fash-

ion. Given the asynchronous nature of domotic networks,

WS-Notification is the choice for the coordination layer of

the web service stack.

We implemented the proposed framework in a concrete

case study (named ITEA after the Trentino Institute for Pub-

lic Housing, who has commissioned the study) for moni-

toring elder adults. A home equipped with heterogeneous

wireless networking (Bluetooth, WiFi, dedicated radio fre-

quencies), a number of fixed and wearable sensors is trans-

formed into a distributed system using web services to co-
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ordinate with the goal of monitoring the fall of the home

inhabitant. The case study shows the feasibility of the ap-

proach based on web services, and how the challenge of

heterogeneity, among others, is well addressed.

The remainder of the paper is organized as follows. In

Section 2, we overview related work on domotics, with par-

ticular attention to running projects around the world. Sec-

tion 3 offers a systematization of domotic research from a

distributed systems point of view. The evolution of such

system is analyzed by looking at four fundamental scenar-

ios. Section 4 is devoted to the proposal of the role of web

services at home, the case study, and a sample of a home

interaction. Concluding remarks and future work are pre-

sented in Section 5.

2 Related Work

Domotics is an application area where many different re-

search fields have an impact. Technological issues meet so-

ciological and medical concerns. Of particular interest is the

case of the elder population [16]. The physical inabilities

which inevitably come with aging, together with the need

of health monitoring, demand special attention which used

to be possible only in healthcare structures. With appropri-

ate domotic technology, it is possible to give the same level

of comfort and safety letting the elder citizen live in her/his

own home. The goal is not that of offering a technologi-

cal home to the end-user, which is unlikely to go through a

learning curve to use the new potential of her/his home, but

rather to transparently pervade the home of intelligence aid-

ing the user, possibly without her/his awareness. Of course,

awareness and control can always be returned to the user, if

desired.

Presently, we are assisting at the blooming of research

projects on domotics for assisting people with physical or

mental disabilities. For instance, at Georgia Tech a domotic

home has been built for the elder adult with the goals of

compensating physical decline, memory loss and support-

ing communication with relatives [11]. This study also con-

siders issues of acceptability of domotics identifying key is-

sues for the adoption of the technology by the end user. At

Carnegie Mellon people’s behavior is studied by automatic

analysis of video images [7]. This is fundamental in de-

tecting anomalies and pathologies in a nursing home where

many patients live. Pervading the environment with active

landmarks, called Cyber Crumbs, aims at guiding the blind

by equipping him/her with a smart badge [14]. A number

of projects to give virtual companion’s to people, to monitor

people’s health and behavioral patterns, to help Alzheimer

patients are presented in [9]. The social dimension is con-

sidered in [3], where social networks are used to model the

social relationships of the user. This network is used for

providing information or issuing alarms related to the home.

A common problem affecting the elder adult in his/her

home is that of falling. This dangerous event has an inci-

dence of at least 30% amongst persons aged over 65 [15],

therefore, this type of accident is attracting the attention

of domotic research. In [12] the monitoring of the user

is achieved via a camera which detects posture, while

in [15] the monitoring is achieved using an array of infrared

sensors. Other work on fall detection has been reported

in [5, 13] and [6].

3 Domotic scenarios

One of the main reasons for the flourishing of domotic

projects is because today we have cheap, small and interop-

erable technology which can be used to improve our homes.

But we have come a long way from the initial proposals.

Think of the X-10 protocol: proposed in the early 70s, it

uses the power-line to send 16 messages to a maximum of

256 devices. It is still widely adopted for its simplicity and

the availability of many devices and interfaces implement-

ing it.

Many standards have been proposed since the X-10,

such as Open Services Gateway Initiative (OSGi), European

Home System (EHS), European Installation Bus (EIB),

Home Audio Video Interoperability (HAVi), Universal Plug

and Play (UPnP), Konnex-KNX, LonWorks, Jini, No New

Wires, to name a few. A natural question then arises. How

can we classify them? How can we judge their characteris-

tics?

We argue that the key properties to judge a domotic tech-

nology and related standard are:

• openness: the publicity of the protocol and the possi-

bility of implementing it on any home appliance;

• scalability: the possibility of adding and remov-

ing devices to a home network without affecting its

functionalities and its performances. We also talk

about dynamic scalability meaning the possibility of

adding/removing elements during normal operation of

the domotic infrastructure;

• heterogeneity: the differences in hardware, network,

operating systems, programming languages which are

accepted by the infrastructure;

• topology: the way in which devices are connected

one another (e.g., using a bus or point to point chan-

nels) and the relation among distinct computational el-

ements (client-server vs. peer-to-peer).

Based on the degree of openness, scalability, heterogene-

ity and of the type of topology, we can classify a domotic

system. Furthermore, some combinations have been histor-

ically more frequent than other. We identify four of these
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main combinations which we refer to as scenarios and illus-

trate next.

3.1 Scenario 1 (S1): simple bus

The initial proposals for domotics consider having a bus

for communication onto which all appliances are connected

(Figure 1). The protocol is closed, not extendable and usu-

ally scalability is limited to a prefixed number of devices

and actuators. Heterogeneity is low as all elements have

to connect to one kind of network bus, with one type of

hardware. The typical example of this scenario is the X-10

Figure 1. S1: simple bus scenario.

protocol. The bus is the power-line. The bandwidth is very

modest and the set of signals which can be sent is limited to

16. The X-10 technology is mainly used to control simple

appliance such as lights or window shades. The noise of the

channel is high and the system suffers, among others, from

omission failures. More evolved proposals which fall into

this category are the EIB and its following evolutions such

as Konnex. These later protocols deal better with scalabil-

ity and heterogeneity as it is possible to use different tech-

nologies for the bus (phone line, power-line, ethernet, radio

frequencies, etc.) and to address thousands of devices.

3.2 Scenario 2 (S2): closed centralized

The need to have a remote control over the home, or a

remote service provider for monitoring the home has intro-

duced a gateway in the architecture (Figure 2). This gate-

way is the controller of the home which interact with the

central service provider. The topology of the home net-

work is usually client-server, but can also be based on a

bus. The protocol used to exchange information between

the devices and the controller is closed. This is the typi-

cal architecture proposed by companies which want to have

the monopoly over the home infrastructure in order to sell

all devices, actuators and appliance’s interfaces (Echelon’s

LonWorks, BTicino’s MyHome, Sistema Casa, and many

more). Solutions of this kind are closed, relatively scalable,

and handle heterogeneity poorly.

Figure 2. S2: closed centralized.

3.3 Scenario 3 (S3): open server-based hi-
erarchy

The current trend is to open up the home network and

to use public standards for the communication. Since the

implementation of the standard may be computationally ex-

pensive, not all sensors and actuators are able to implement

it. Therefore an intermediate layer is introduced forming a

hierarchy of domotic elements. Groups of sensors and actu-

ators communicate with a controller, which in turn commu-

nicates with the centralized monitor of the home (usually a

PC). Other devices communicate directly with the central-

ized monitor. To provide for remote control and monitoring

of the home, the centralized controller may be connected to

the Internet or other appropriate network. Figure 3 shows

an example of the open server-based hierarchy using web

service as the standard for communication between the cen-

tralized controller and its clients [10, 1]. This architecture

is open and deals very well with heterogeneity. Scalability

is good in terms of adding and removing devices, but the

central server may become a bottleneck and jeopardize reli-

ability being the single point of failure affecting the whole

domotic infrastructure.

3.4 Scenario 4 (S4): web service P2P ar-
chitecture

The need of freeing the home from a unique controller,

thus improving reliability and scalability of the domotic in-

frastructure yields the evolution of the topology of the sce-

nario (S3), from centralized to peer-to-peer. In this way,

openness and heterogeneity are untouched, while scalabil-

ity is greatly enhanced. In Figure 4 the web service based
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Figure 3. S2: Open server-based hierarchy
using web services.

solution is shown. Notice that now the PC is not the only

gateway with the external world, as other devices may con-

nect to the outside possibly using different networks. The

P2P scenario, but without the use of web services, is also

the one adopted by Jini and HAVi.

Figure 4. S4: web service P2P architecture.

3.5 Discussion

The scenarios just introduced represent the temporal evo-

lution of domotic technology and standards. From closed

non-scalable systems unable to handle heterogeneity, we

are moving towards peer-to-peer networks of home devices

totally heterogeneous (at the hardware, network, OS, man-

ufacturer levels). This evolution is depicted in Figure 5,

where increasing degrees of openness are on the vertical

axis and increasing degrees of scalability and heterogeneity

Figure 5. The evolution of domotic technol-
ogy.

are on the horizontal axis. The scenario (S1) is at the origin

of the evolution then moving towards more scalable but still

closed systems (S2). The closed architecture then use open

standards (S3). The next trend of which we are currently

witnessing the dawn is (S4): open, scalable, heterogeneous

infrastructures based on peer-to-peer topologies.

As mentioned above, Jini and HAVi are instances of (S4),

though, it is important to notice that there are some limita-

tions. Jini requires an implementation of the Java Virtual

Machine (or a subset of it, the KVM) on all devices of the

network. This is a strong computational requirement which

cannot be met by sensors and basic actuators. HAVi limits

the scope of the communication between devices to multi-

media.

4 The role of Web Services

Web Services are a family of XML based protocols that

enable the creation of massively distributed loosely coupled

applications. The fundamental paradigm behind web ser-

vices is publish, discover, invoke. That is, services pub-

lish information regarding their functionalities which are

dynamically discovered by other services and then invoked.

Notice that in general no assumption is made on how the

functionalities are implemented or which services will be

available at run-time.

Web Services are systematized by considering the proto-

col stack, in the spirit of the ISO/OSI networking stack. The

stack (see for instance [4]) is based on the transport and en-

coding layer which are covered by the SOAP protocol and

various transport means (HTTP, SMTP, GPRS, etc.). On
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top there is the Quality of Service layer in which various

non-functional properties of service invocation are speci-

fied, e.g., WS-Security, WS-Transaction, WS-Agreement.

Above are then the protocols for describing and finding

individual services: WSDL and UDDI live in this level.

Above we have protocols for process coordination, for man-

aging choreographies, for event notification and so on.

This model of computation provides for a number of key

features which include openness (all standards are public,

XML-based, and extensible), scalability (given the loosely

coupled and asynchronous nature of web services scalable

architectures can always be built using them), and handling

of heterogeneity (no assumptions are made on hardware,

operating system, network, or even on the transport layer).

Therefore Web Service are a natural choice for satisfying

the openness and scalability/heterogeneity requirement of

future domotic infrastructures. From the point of view of

topology, web services do not commit to one choice. It is

possible to build both client-server and peer-to-peer archi-

tectures.

The role of web service is thus that of guaranteeing the

total interoperability of home appliances. It provides the

communication and coordination infrastructure for all home

appliances which have a minimum of computational capa-

bility. Sensors and actuators need not speak XML and Web

Services, but their controllers do, as well as all peer devices

populating and entering the home. Furthermore, gateways

for communicating outside the home and coordinating with

external services need to speak web services both inside and

outside the home.

4.1 The Web Service stack implementa-
tion for Domotics

We propose implementing the web service stack in the

intermediate layer of domotic infrastructures in order to

achieve openness, scalability and heterogeneity, in two

words total interoperability.

Figure 6 shows the web service stack that we propose to

use for domotics. In particular in the implementation real-

ized for the case study we have various options at the net-

work level such as Bluetooth, WiFi, and GPRS. Invocation

is performed using the Simple Object Access Protocol

(SOAP) while no assumption is made on transport: HTTP

or other device dependent mechanisms are used. Of partic-

ular relevance is the top level of the stack where the issue

of coordinating different services—likely linked to different

devices—is solved by resorting to WS-Notification. WS-

Notification is a recent Web Service standard for publish-

subscribe and event notification [18]. The rationale behind

this choice is given by the asynchronous nature of the home

network and its dynamic scalability. Coordination is to be

achieved with a publish/subscribe mechanism, rather than

Figure 6. The Web Service stack implementa-
tion for Domotics.

with a state based system like, for instance, BEPL.

Next we consider a concrete case study in which the pro-

posed domotic architecture has been realized.

4.2 ITEA case study

The Trentino Institute for Public Housing (ITEA) is pro-

moting the study of off the shelf and state of the art tech-

nology with the goal of aiding the aging population. Recent

statistics show that in Trentino 17,8% of the total popula-

tion is above 65, 8,7% is above 75, and 2,4% above 85 [8].

As in most wealthy regions of the world, these percentages

are steadily increasing.

It has been shown that life expectancy increases, if the

elder adult is left to live in her/his own home. Furthermore,

avoiding hospitalization, unless strictly necessary, reduces

social costs. Thus the goal is to let the person live in her/his

own home as long as possible without jeopardizing her/his

safety and comfort. The goals of ITEA with its domotic

project can be summarized by the following points:

• support without interference: daily behavior of the

user should not be modified or affected by the intro-

duction of domotic infrastructure;

• deploy everywhere: the domotic infrastructure must be

deployable in any existing home with the minimum

possible intervention/modification of the apartment;

• safety: the safety of the home inhabitant should be al-

ways guaranteed;

• health monitoring: the health of the user should be

constantly monitored to detect when external interven-

tion is needed.

One of the most common accident affecting the elder

adult in her/his own home is the fall. In Great Britain, for

example, one third of home accidents of people above 65
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are falls. The pilot case study in the ITEA project has thus

been a fall detector satisfying the above requirements. To

do so, we built a domotic infrastructure consisting of the

following elements. Web Service stack implementation as

server: a standard Pentium IV PC running Windows XP,

video-processing software realized by CNR-IMM, Lecce, a

WS-Notification server [2], and the JESS rule engine. Web

Service stack implementation as clients: a mobile phone

Nokia 6600 running Symbian OS and a C++ implementa-

tion of the web service stack; and a PDA Palm Tungsten C

running Palm OS and a J2ME implementation of the web

service stack. Devices and actuators: a wireless camera; a

custom wearable MEMS accelerometer with a radio trans-

mitter, developed by ITC-irst, Trento.

The architecture is a prototypical instance of the (S3)

scenario. At the device and actuator level, the wireless

camera comes with an implementation of the web service

stack, while the accelerometer has a dedicated radio link

connected to a PC analyzing the data and implementing the

web service stack. Above this level, a number of hetero-

geneous clients implement the web service stack: a PDA

and a mobile phone. Such two clients are heterogeneous

from all points of view. They are built on different hard-

ware (Palm and Nokia, resp.), they run different OS (Palm

OS and Symbian OS), they are implemented in different

languages (Java and C++), they use different networking

mechanism (WiFi and Bluetooth/GPRS). Finally, a central-

ized server handles all notifications and registrations being

the unique controller of the home. The server is potentially

connected to the outside world via the Internet. The archi-

tecture is based on the implementation of the Web Service

stack and the WS-Notification protocol is used as means

of asynchronous communication. This guarantees the total

openness of the architecture.

As for the requirements of ITEA, we remark that these

are fully met. First, support without interference is achieved

as the system assumes nothing from the user. The only re-

quirement is to wear the accelerometer. Deploy everywhere

is obtained by using wireless technology for the commu-

nication among all elements of the infrastructure. Nothing

peculiar in the topology or facilities of the home is assumed.

Finally, safety and health monitoring are guaranteed by the

specific application which reliably notifies of hazardous sit-

uation in which it is likely that the user has fallen.

The architecture is being deployed in an actual home lo-

cated in Trento–Piazza Garzetti owned by the ITEA insti-

tute. The objective is to exhibit the potential of state of the

art technology and to test the proposed framework.

4.3 Sample interaction

Suppose you are entering a domotic home, such as the

one of Piazza Garzetti in Trento and you have your mobile

phone with you running, say, the Symbian OS. You might

then wonder what services are available in the house you’ve

just entered. If you already have the client implementing

the web service stack you can directly browse through the

topic tree of the home, if not you can simply download it

using a bluetooth, a WiFi or GPRS connection.

(a) (b)

(c)

Figure 7. Viewing the topic tree (a), register-
ing for an event (b), and receiving a notifica-
tion (c).

Then you are presented with the currently available topic

tree (we refer to [2] for XML based WS-Notification list-

ings of topic trees and registrations). For instance, there

might be a category of health events. In Figure 7.(a), we

see a screenshot from the Symbian OS implementation for

the Nokia 6000 family. One can then browse the topic tree,

view all available events and decide to register for one event,

for instance, the fall event in the health category. The topic

tree can also be modified by a client. The subscription is

finalized by specifying an ending time for the subscription

(Figure 7.(b)).

Suppose a new device which detects fires is introduced in

the home. This could create a new topic branch for alarms

and have a leaf event called “fire” (not shown).

Once the client has registered for the fall event and the

server’s rule engine deduces a fall event has occurred (by

cross-relating data coming from the camera and the ac-

celerometer), then all clients registered to the event are no-
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tified. This in turn is transformed in the client into an ap-

propriate message for the user, as shown in Figure 7.(c).

5 Concluding Remarks

The home is calling for our attention. The availability

of appliances with increasing computational power and net-

working abilities, together with the availability of low cost

computational elements (ranging from mobile phones hard-

ware for few dollars to smart dust technology) is creating

a wide spectrum of opportunities for industry and research

activities. The research issues involve many fields includ-

ing medicine, sociology and technology. In particular, in the

field of distributed systems, there are open challenges that

have to do with openness, scalability, and heterogeneity.

We claim that web service have a central role in the home

of the future as the infrastructure for total interoperability.

The vision is that of a hierarchy of home sensors, actua-

tors and devices with different computational and network-

ing abilities. Some of these will implement the web service

stack, while the simplest ones will simply connect to a con-

troller implementing the web service stack.

We showed the feasibility of the proposed approach in

a concrete case study. Monitoring the falls of the elder

adult in a domestic environment using a number of hetero-

geneous sensors and clients. Communication and coordi-

nation is achieved using web service technology and WS-

Notification in particular. The resulting information system

is scalable as devices can join and leave the architecture

dynamically. The hierarchy of published and subscribed

events is dynamic aswell and may be modified at runtime.

There are a number of issues regarding the proposed web

service based infrastructure we are currently working on.

First, we are considering the move from a scenario of type

(S3) to an (S4) one. This implies getting rid of the cen-

tralized WS-Notification server and implementing a purely

peer-to-peer topology. Second, we are extending the ap-

proach to include the monitoring of other diseases and haz-

ardous events regarding the home inhabitants. Finally, we

are generalizing our approach by considering more web ser-

vice dialects and more home devices.
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Abstract—The capabilities of embedded devices such as smart-
phones are steadily increasing and provide the great flexibility
of data access and collaboration while being mobile. From
the distributed computing point of view, fundamental issues
in mobile computing include heterogeneity in terms of varying
device capabilities (i.e., operating systems and various hardware
platforms), performance characteristics and real-time behavior,
and the ability to discover and interact with peers seamlessly.
Web services are a family of XML based protocols to achieve
interoperability among loosely coupled networked applications.
We propose the use of Web services on embedded devices
in order to solve interoperability issues in distributed mobile
systems. We discuss various toolkits available for embedded
devices and investigate performance characteristics of embedded
Web services on smartphones. Our goal is to guide the design of
Web services based applications on mobile devices, and provide
estimates of performance that can be expected.

Index Terms—pervasive computing, mobile devices, web ser-
vices, performance study

I. INTRODUCTION

Web services are a family of XML-based standards designed

for the communication of loosely coupled, dynamically bound

applications. Web services can be seen as the evolution of

the Web where not only humans interact with applications

via HTML forms, but also applications interact directly with

each another. Alternatively, Web services can be seen as

a generalization of distributed object middleware, such as

CORBA [24]. In whichever way one considers Web services,

there is a strong trend and wide adoption of the technology as

means for addressing interoperability issues.

Web services are not only a recent technological hype, but

are also defining a new way for designing applications and

information systems. They are the most known incarnation

of the programming paradigm known as Service-Oriented

Computing [18], which has the goal of enabling Service-

Oriented Architectures (SOA, e.g., see [4]). Of course, in-

teroperability comes at a price. Most notably, the use of

XML for the communication is computationally expensive

and bandwidth consuming. Furthermore, using XML does not

solve per se the ontological problem of having independent

applications interoperate. Nevertheless, Web services are ready

to penetrate embedded systems and mobile devices, and solve

the interoperability problem [2].

In a complex setting of devices and embedded systems a

number of issues need to be considered: on the one hand,

heterogeneity and interoperability, determined by the device’s

functional properties (e.g., static hardware capabilities made

available through a descriptive interface), and on the other

hand, continuously changing capabilities (e.g., due to various

operational conditions such as CPU utilization and memory

usage), which limit the ability to contribute to a task at

hand [12]. A task may require composition of a set of devices

and aggregated functionality in order to meet task specific

requirements. One important aspect is to find a feasible de-

vice configuration (e.g., interoperability among heterogeneous

devices) in order to satisfy task specific needs, the other

challenge is to execute a task in a satisfactory fashion (e.g.

according to task dead-lines or QoS agreements [16]).

Web services provide an ideal framework to address issues

such as heterogeneity and interoperability. However, it is of

major importance to understand the performance limits and

constraints, in terms of resource requirements, imposed by

various Web services toolkits, in order to estimate expected

performance at run-time (i.e., executing a task at hand).

We propose to use Web services as enabling infrastructure

for the interoperation of heterogeneous mobile devices. In

particular, we study the performances of various solutions for

realizing Web services on mobile devices.
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The remainder of this paper is organized as follows. In Sec-

tion II, we describe potential application scenarios. Section III

is a review of a number of Web services toolkits available for

mobile devices and outlines design and performance issues.

A performance study of embedded Web services is given in

Section IV, including a performance evaluation. Related work

and projects are discussed in Section V. Finally, Section VI

draws conclusions on our performance study and Web services

on mobile devices.

II. APPLICATION SCENARIOS

There are many scenarios in which heterogenous mobile de-

vices need to interoperate. For instance, application scenarios

in the mobility domain and in the home domain, where we

find an increasing number of embedded devices with network

capabilities.

A. Mobile Applications and Services

Wireless networks with varying coverage (e.g., 3G, WiFi,

etc.) provide data access while on the move. In essence, the

type of mobile application can be categorized by the data

traffic. According to UMTS QoS traffic classes, we distinguish

between 1) conversational, 2) streaming, 3) interactive, and 4)

background classes [5].

The following sections introduce typical applications and

services that can be found in aforementioned traffic classes.

The distinct characteristic is real-time versus non real-time

data traffic.

1) Real-Time Multimedia: Multimedia content such as real-

time audio and video fall into the conversational or stream-

ing class. The Session Initiation Protocol (SIP) [13] and

the Real-Time Transmission Protocol (RTP) [14] provide the

negotiation/transport framework to deliver delay sensitive A/V

multimedia content. Various architectures, for instance situated

devices and resources [20], may be used to overcome limits of

mobile devices (e.g., display size, computational power, etc.)

and deliver media to mobile users in an optimized fashion.

2) Interactive Mobile Multimedia Applications: In contrast

to real-time multimedia applications, Web services based ap-

plications follow the request/response pattern and thus are set

up in the interactive class i.e., best effort.

In general, we categorize mobile applications, based in

the interactive traffic class, in information consumer and

provider. The former includes information access through

search queries, document download, etc. performed by mobile

users; whereas the latter refers to contents or data that is

provided or shared on mobile devices, for instance captured

multimedia content such as still images, audio files, etc.

Location based services are among the first mobile appli-

cations that have been developed by the ubiquitous comput-

ing community [11]. Application scenarios include localized

queries (e.g., finding restaurants in proximity) or providing

information to the mobile user through location based push [9]

(e.g., information that is customized based on user’s position

determined by GPS coordinates). For example, the Google

Web services API [10] provides access to the Google search

engine from mobile devices and thus can be used to obtain

localized information, if combined with a form of localized

search.

Location information is only a subset of the user’s con-

text. Various architectures and systems have been proposed

to collect and aggregate sensory data and infer high level

contextual information (a survey on context aware systems

is given in [3]).

B. Networked Devices and Appliances at Home

Domotics is the field where housing meets technology in

its various forms (informatics, but also robotics, mechanics,

ergonomics, and communication) to provide better homes from

the safety and comfort point of view. Traditionally, domotic

solutions were provided by a single vendor, using proprietary

solutions for communication, mostly closed and expensive.

This is no longer true. Domotic elements are heterogeneous in

all aspects. Devices come from various vendors, have different

hardware capabilities, network interfaces, operating systems,

and yet need to have the ability to interoperate. Users need

to have a unique view on all hardware elements and devices

located at their homes. In addition, various tasks such as self-

configuration should be done automatically, through internal

communication and coordination, without requiring human

intervention or manual configuration.

In order to solve the complexity of the home distributed

system and to allow cooperation among the set of independent

devices, it is necessary to have standard protocols and ways

of communicating among them. Web services are an enabling

technology for this task, as proposed in [2]. The solution

to the interoperability comes at the cost of computational

resources for handling XML messages, though, the growth

in computational power, communication abilities, battery life

of the devices, together with the lowering of the prices makes

the approach evermore feasible.

III. WEB SERVICES ON EMBEDDED DEVICES

Implementing the Web service stack on mobile devices

is today reality. In particular, there are a number of Web

services toolkits available for mobile devices, in C++ as well

as Java/J2ME (e.g., Symbian based devices), and furthermore

.NET implementations on Microsoft platforms. Since those

devices have constraint resources, i.e., CPU, memory and

battery, the choice of the toolkit is crucial for the application’s

performance.

A. Web Services Toolkits

1) C++ Toolkits: gSOAP is a platform independent toolkit

for Web services [8], which includes a WSDL parser wsdl2h

(creates header files) and a stub/skeleton compiler soapcpp2.

Depending on the SOAP client/server requirements, � or

��� files can be generated. The run-time library, stdsoap2,

serializes and de-serializes calls and is the only dependency

needed on the target platform. Figure 1 illustrates the gSOAP

(client) run-time and shows the development and deployment

cycle. The development process starts with C/C++ header file

creation based on the service’s WSDL file. Next, the gSOAP

compiler is used to create the code files. At run-time (i.e., the

deployment) RPC calls are made on client side proxies [8].
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Fig. 1. gSOAP WS run-time

2) Toolkits for J2ME: The J2ME platform (Java 2 Platform

Micro Edition) is a set of standard Java APIs defined through

the Java Community Process (JCP). The J2ME specifications

define the Connected Device Configuration (CDC) (i.e., a sub-

set of J2SE) and the Connected Limited Device Configuration

(CLDC). In contrast to CDC, CLDC provides libraries such as

the Connection Framework which are suitable for devices with

a small memory footprint (not part of J2SE). CLDC targets

hardware platforms with 128 KB to 512 KB memory and 16-

bit or 32-bit CPUs. The Mobile Information Device Profile

(MIDP) is specifically designed for cell phones and provides

the user interface, network connectivity, local data storage, and

application management needed by these devices.

Following SOAP APIs and Web services toolkits are suit-

able for J2ME/MIDP based devices.

1) kSOAP is an open source SOAP API for J2ME de-

vices [1]. It provides a lightweight way to access SOAP

based Web services. However, kSOAP cannot generate

client side stubs from the web service’s WSDL file.

2) JSR-172 is a set of Web services APIs (WSA) for J2ME

[22] available in Sun’s wireless tool kit (WTK) 2.2. In

contrast to kSOAP, client side stubs can be generated

using WSDL files, which accelerates the development

process. WSA for J2ME has thus similar capabilities

(e.g., stub generator) compared to gSOAP’s client run-

time. However, it is important to note that WSA is only

suitable for consumption of Web services on mobile

devices (i.e., it cannot provide a service on a mobile

host).

3) Web Services for .Net Compact Framework: The .NET

Compact Framework (CF) is a subset of Microsoft’s .NET

framework. The .NET CF is supported on various de-

vices/platforms that are based on PocketPC and Smartphone

architectures. Web services on .NET CF support the use of

synchronous or asynchronous invocation [17]. Development

of embedded Web services is analog to implementing Web

services clients in .NET. A Web Reference (i.e., a reference to

the actual service) has to be added to a project and code is

automatically generated.

B. Performance Metrics

To choose a tool for implementing the Web service stack on

a mobile devices, we need to consider a number of parameters

on which to establish such a choice. Following, we identify a

number performance metrics and design considerations:

1) Average time needed to execute a given request.

2) The latency given a number of requests to be executed.

3) The maximum number of concurrent requests that can

be executed.

4) Overhead of using Java (e.g., multi-threaded Java ap-

plication) in terms of startup overhead, CPU usage and

memory consumption (i.e., allocation given a number of

requests to be executed).

In our following performance study, we focus on a client

or Web services consumer scenario, however, discussions

have analog significance for service providers implemented

on mobile devices.

IV. A COMPARATIVE PERFORMANCE TEST

The aim is to compare the performance of C++ Web services

with Java implementations using the Symbian OS. We evaluate

performance, in terms of latency obtained through roundtrip

delay measurements of SOAP/XML messages per second.

A. Methodology

Performance estimates can be obtained through analytical

modeling and simulation or through an empirical study such as

observed measurements (e.g., measuring roundtrip delay using

time stamped messages). In addition, various Java profilers are

available to analyze the performance and bottlenecks of Java

applications at run time (e.g., memory overhead, function calls,

etc.).

We use a black box approach and measure roundtrip delay

obtained through time stamped messages as we have no knowl-

edge of the server side configuration and load. In addition, we

use the Java profiling tools available in Sun’s WTK 2.2 to

obtain ”offline” information about the Java SOAP toolkit (i.e.,

Memory Monitor and Method Invocation Graph) 1.

A straightforwardway to obtain packet statistics is to use the

ping utility (using the ICMP protocol). For a given packet

size, we measure the roundtrip delay (roundtrip time RTT)

1WTK profiling tools are available for the wireless terminal emulator. It is
important to note that a Java profiler adds significant CPU load and memory

overhead to observed system, and thus should not be used for a comparative
online performance study.
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for each packet and some statistics such minimum, maximum

and average RTT time in millisecond. For our experiments we

take a similar approach and add time stamps to each SOAP

request/response invocation. In order to trace a request, we add

a time stamp �� at method invocation on the SOAP client, ��
upon sending the SOAP message through the socket interface,

�� upon receiving a response on the socket interface and finally

�� when getting the result of the SOAP call. We can calculate

following timer intervals: ��������� � ���, gives us the time
needed to create a SOAP message (time spent in the web

services stack), ������	���� � ��� � � �� time to receive a
response on the socket interface and ��������� � ���, which
is the processing time of the response message in the stack.

������	� is governed by various random variables (e.g.,

actual network load). By using Java, we add a time-offset �

(Java socket to native socket interface) which will be neglected

in our measurements.

B. Experimental Setup and Implementation

We use a Symbian OS v8.0a based device (S60 2nd Edition

FP 2 developer platform) and invoke Web services requests

using the Google Web services API [10]. The choice of the

toolkit is thus limited to Java and C++. In particular, a problem

arises when trying to consume the Google API with WSA

for J2ME. The WSA stub generator tool, available in WTK

2.2., fails due to unsupported SOAP binding style (i.e., only

document style is supported in WSA, however, the Google

API uses rpc style).

IP connectivity can be provided through 2.5G/3G (GPRS

or WCDMA) wireless networks or Bluetooth. In our tests,

a Bluetooth connection between the mobile device and a

Windows XP based PC (acting as a remote access server) was

configured.

The goal of our architecture is to execute multiple SOAP

requests concurrently. Therefore, we use multiple threads to

achieve non-blocking operation. The native C++ Symbian

API supports multi-threading through the RThread class.

On J2ME, standard Java threads can be used to accomplish

concurrent execution of requests.

In Section III-B we enumerated various metrics that should

be considered at design time. The very basic task is to execute

a single request, thus spawning a thread � for request �

to be executed, a task tuple ��� �
�. However, the maximum
number of requests that can be executed simultaneously (i.e.

the number � of requests in execution �
���
���, at particular

time instance �) needs to be taken into account. In Java, we

implemented a standard thread pool and limit the thread pool

size by 	 (e.g., thread pool size 	 � �)2. Next, we execute

 requests in a batch manner. The time needed to execute


 requests is determined by the life-cycle �
���
� of a thread

�� (a life-cycle is calculated by �����
���
��� � �

���
���	��), where

� � ����	 is the thread index executing request � � ����
 .

2If we set� � �, Java throws a Symbian exception, error KErrServer-
Busy. This error is caused by RSessionBase, as a result of the server being
busy handling another request.
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C. Results and Discussion

The results of the experimentation with the Google APIs

are summarized in Fig. 2. In the figure, a direct comparison

of C++ and Java for a set of request rates is presented. The

diagram shows average time values for �����, time interval

to create a request, �	��
��, time interval to receive the

corresponding response, ������	�, the network latency, �	�� ,

total time required to execute a given request and receive

response, and finally ����� which is the total time needed

to process all requests and responses.

As illustrated in Fig. 2, Java performs better in creating

a request �����, but poorly in receiving a response �	��
��.

Slow SOAP response processing becomes more apparent when

executing the Java application on the WTK emulator 3. In

average, the C++ toolkit is faster in executing a number of

requests ����� and faster in executing a given request �	�� .

Figure 3 illustrates best, worst and average processing time,

given a number of requests to be executed. In this diagram ���

processing time in the Web services stack is shown (i.e., we

neglect ������	�).

Java has in general larger deviations in min/max values.

Reasons are non-deterministic garbage collection on the Java

Kilobyte Virtual Machine (KVM) and code optimization at

run-time (i.e., optimization of repeatedly executed parts of the

code, called hotspots). This gives up to 50% faster execution

of subsequent requests, compared to the first ones (e.g., the

first 	 executions).

Table I shows obtained performance metrics (values are

rounded).

3The profiler’s method invocation graph shows a main bottleneck in
processing SoapSerializeEnvelop.readUnknow in the kSOAP stack.
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TABLE I

PERFORMANCEMETRICSRESULTS

Toolkit Max Req. Avg Req.[ms] 8 Req.[ms] 16 Req.[ms]

gSOAP � 16 2800 5000 9000

kSOAP � 8 3800 12000 13000

The maximum number of concurrent requests is signifi-

cantly higher using gSOAP/C++. However, in order to obtain

comparable measurements (e.g., time needed to execute mul-

tiple requests), we limited the maximum number of requests

in execution in C++ as well (i.e., 	 set to 4).

V. RELATED WORK

Application areas of collaborative embedded devices span

diverse research fields. Our research is related to embedded

Web services and performance characterization. Understanding

limits and characteristics are significant in various application

domains where time critical information and real-time moni-

toring are important.

Attention is needed in the area of aging in place as the

number of the elderly population increases [21]. Physical

inabilities due to aging and cognitive decline yield the need

to monitor health status, and require infrastructures for home

health care. Domotic technologies provide appropriate solu-

tions for health care at home. The goal is to provide a level

of comfort and safety, and let the elderly live in his/her own

home without invading everyday activities or the environment.

Thus, transparent and intelligent systems are needed to aid the

user in his/her needs.

Work in the area of interoperability problems and SOA, with

special focus on legacy issues, can be found in Jammes et al.

[15]. The work involves the implementation of a Web services

stack on devices following a form of device profiling. The

stack proposed is based on WS-Eventing and implemented on

Linux, Windows, Windows CE, ThreadX, and QuadrOS. QoS

levels of the stack, such as WS-Security, are not implemented.

From the technological point of view, a performance study

of SOAP based servers on mobile devices is conducted by

Pham and Gehlen [19]. A mobile server using the kSOAP

API for J2ME is implemented, and a study and analyzes of

J2ME multi-threading behavior is presented.

Engelen introduces the gSOAP toolkit in [7] and studies the

performance of gSOAP (results available at [6]). The gSOAP

toolkit is compared to .NET, Apache Axis Java and C++, and

xSOAP. The goal of this performance study was to compare

performance on standard PCs.

Tierno and Campo [23] provide an analyzes of the limits of

Java applications on J2ME. The ability to process multimedia

data, i.e. applications such as image processing, movement de-

tection, and pattern recognition, on smart phones is discussed.

In addition, various code optimization techniques, employed

by KVMs, are highlighted.

VI. CONCLUSION

As high speed 3G networks such as UMTS and metropolitan

WiFi are increasingly deployed, ubiquitous data access is

becoming a reality. In addition, a large number of embedded

systems (e.g., sensors and actuators) at home are equipped

with wireless interfaces and may organize themselves au-

tonomously. Web services on embedded devices address het-

erogeneity and enable interoperability among disparate sys-

tems. In this paper, we discussed various application scenarios

in both domains. Considering application performance is a key

to successful deployment of such systems on a larger scale, in

order to meet task specific requirements.

We provided an overview of different Web services toolkits

available for the Symbian platform. Our empirical study com-

pares the performance of Java/J2ME based Web services with

toolkits available in C++.

We discussed a framework to obtain online performance

measurements, unobtrusively, through time stamped messages,

e.g., at various layers in the Web services stack. These

measurements included creation time of SOAP messages,

processing time of messages, etc. This method provides a way

to trace messages in the system and corresponding time spent

at various layers.

We believe that Web services on embedded devices provide

great flexibility and interoperability. Web services play an

important role in accessing or providing multimedia content

on mobile devices. They aid the process of sharing multimedia

files that may be captured in situ, and also help in locating con-

tent in distributed systems such as large scale video archives.
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