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Abstract

Making machines understand humans is probably one of the greatest challenges computer
scientists have been facing since the earliest steps of this discipline. There are a number
of facets to this problem: human-computer interaction and usability, voice recognition,
electronic text processing, which ranges from documents classi�cation and indexing, to
antispam �lters, just to make some examples. One of these research �elds is the processing
of paper documents. In a typical scenario, an old archived document is digitized using a
scanner converting it into a bitmap image, which can be stored and transmitted via email
or fax. Its contents are accessible to the users, but not to the machines. For machines,
that document is just an array of bits, with no information within.
A particularly di�cult to understand class of documents is that of newspapers. The layout
of the modern daily press is very complex: a single page usually contains several articles,
images, charts, advertisements. Each article has a title, and is typeset over a series of text
blocks, which need to be read in the correct sequence. After such a page has been acquired
by a computer, it can be processed by an OCR system, which recognizes the single blocks
placed on the page, and extracts the text from the text blocks. The layout however is still
needed to understand the contents, because the blocks disposition and appearance still
convey the information about which block belongs to which article, and what is the correct
reading order. If this information is discarded, what remains is just an unordered list of
pieces of articles.
We introduce NewsReader, a system which is able to identify and reconstruct the articles
in a newspaper page, using the layout information and the textual contents. A set of
rules capture a number of geometric features of the page, while others focus on the textual
similarities between blocks. The observations made by all the rules are �nally used to
generate the �nal result. One of the innovations brought by this system is the ability to
gather details from various page elements, successfully using a compact set of general rules,
which are valid for most of the western daily press. The system has been tested over a set
of published newspaper pages, and shows very good performances, with average precision
and recall rates above 97%.
The thesis is structured as follows: in the introduction, the general context of the research is
presented, and the main concepts are de�ned. In the second chapter, previous researches
over lexical clustering and the computation of the reading order of generic publications
are reviewed. In the third chapter, we present the document image analysis approach,
the NewsReader architecture, the employed rules, and some execution examples. In the
fourth chapter, the experimental setup is described, and the full results are reported and
commented. Finally, the conclusions are drawn in the �fth chapter. In the appendices, we
give some implementation details and we report code listings.
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Abstract

Una delle s�de che l'informatica ha dovuto a�rontare sin dalle sue origini è stata rendere
capaci le macchine di capire l'uomo. Vi sono innumerevoli sfaccettature di questo prob-
lema, che comprende tematiche che vanno dall'interazione uomo-macchina e l'usabilità
alla gestione del testo elettronico, dalla classi�cazione ed indicizzazione di documenti alla
creazione di �ltri antispam, solo per citare qualche esempio. Uno dei campi di ricerca è
quello del trattamento di documenti cartacei. In uno scenario tipico, un documento car-
taceo è digitalizzato mediante uno scanner, che lo converte in un'immagine, cioè mappa
di bit, che può essere archiviata, o trasmessa via fax o posta elettronica. I suoi contenuti
sono a disposizione degli utenti, ma non delle macchine, che vedono nel documento solo
una sequenza di bit, che non porta nessun'altra informazione.
Una classe di documenti particolarmente impegnativa da far capire ad una macchina è cos-
tituita dai giornali. L'impaginazione della moderna stampa quotidiana è molto complessa:
su una singola pagina sono presenti diversi articoli, immagini, gra�ci, pubblicità. Ogni
articolo ha un titolo, ed è disposto su più blocchi di testo, che devono essere letti nella
giusta sequenza. Dopo l'acquisizione di una pagina come questa da parte di un computer,
è possibile analizzarla mediante un sistema OCR, che è in grado di riconoscere i singoli
blocchi che appaiono sulla pagina ed estrarre il testo dai blocchi testuali. L'impaginazione
è tuttavia ancora indispensabile per la comprensione dei contenuti, visto che per capire a
quale articolo appartenga un blocco, e in che ordine essi vadano letti, è necessario consid-
erare la loro disposizione nella pagina, e il loro aspetto. Se queste informazioni venissero
scartate, ciò che rimarrebbe sarebbe una �la disordinata di pezzi di articoli.
Per risolvere questo problema, presentiamo NewsReader, un sistema in grado di identi�care
e ricostruire gli articoli presenti in una pagina di quotidiano, usando sia le informazioni di
impaginazione, che i contenuti testuali. Una serie di regole cattura caratteristiche geomet-
riche della pagina, mentre altre regole si concentrano sulle somiglianze testuali tra i blocchi.
Le osservazioni fatte dalle regole sono poi utilizzate per la generazione del risultato �nale.
Una delle innovazioni di questo sistema è la capacità di raccogliere dettagli da diversi ele-
menti della pagina, usando pro�cuamente un insieme compatto di regole generiche, valide
per la maggior parte di giornali del mondo occidentale. Il sistema è stato veri�cato usando
una serie di pagine reali, ed ha dimostrato buone prestazioni, con valori di precisione e
recall superiori al 97%.
La tesi è strutturata nel modo seguente: nell'introduzione è presentato il contesto della
ricerca, e sono de�niti i concetti fondamentali. Nel secondo capitolo vengono riassunte
ricerche precedenti sul clustering lessicale, e sulla computazione dell'ordine di lettura di
pubblicazioni generiche. Nel terzo capitolo descriviamo l'approccio all'analisi di immag-
ini di documenti, l'architettura di NewsReader, le regole impiegate, ed alcuni esempi di
esecuzione. Nel quarto capitolo viene descritta la sperimentazione del sistema, e vengono
forniti e commentati i risultati completi. In�ne nel quinto capitolo traiamo le conclusioni.
Nelle appendici sono forniti alcuni ulteriori dettagli circa la nostra implementazione di
riferimento, ed alcuni listati.

VI



Chapter 1

Introduction

Making machines understand humans is probably one of the greatest challenges computer
scientists have been facing since the earliest steps of this discipline. There are a number of
�elds which are a�ected by this problem: human-computer interaction and usability, voice
recognition, electronic text processing � which ranges from documents classi�cation and
indexing, to antispam �lters, just to make some examples. One of those research �elds is the
processing of paper documents. In a typical scenario, an old archived document is digitized
using a scanner converting it into a bitmap image, which can be stored and transmitted
via email or fax. Its contents are accessible to the users, but not to the machines. For
machines, that document is just a heap of bits, with no further information attached.
The �rst step to extract contents from document images is the tracing phase. Sophisticated
techniques are employed to recognize the single characters which appear on the page, and
reconstruct the original texts and images. This is known as Optical Character Recognition,
or OCR [Mori et al., 1992]. The input is an image, and the output is a text, which can be
analyzed, indexed or modi�ed. OCR programs have evolved, and are now able to capture
not only the text itself, but also the original layout, and retain it in the �nal output:
HTML pages or documents with complex formatting can be generated with little e�ort.
After the OCR phase however, new demands arise. The mere conversion of the paper doc-
ument into its digital and text oriented version is still not su�cient, and further processing
is requested, to extract more information from the document. We move from optical recog-
nition to Document Image Analysis [Nagy, 2000] [Haralick, 1994], where also the semantic
aspects are analyzed and classi�ed. If the document is a form, we need to be able to extract
the data and make statistics from them. If it is an envelope received by an automated post
o�ce, or a luggage label at an airport, we should let a machine identify the sender and the
recipient, the name, surname, city and post code, and let it forward it to the processing
unit, which will ship it to the correct place on the globe.
An application of these techniques deals with the digitization of newspaper archives, where
large portions of older documents are still only in their printed form, or have been converted
into micro�lms or even images, but not any further. The OCR phase can be performed with
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1 � Introduction

any existing software, and will output, for each page, a structured document containing
a rich layout, composed of a number of text and image blocks, scattered throughout the
page, with a vague column-oriented disposition (this process is called segmentation [Fisher
et al., 1990]). The blocks form the articles. Each article has a title. Maybe there are
images which illustrate it, and possibly there are advertisements. A human reader can
identify those elements at a glance. After a look, he can decide how many articles are
there on the page, which is the �rst block of each article, where the other blocks are, and
in which order should they be read.
For a machine however, the recognized blocks remain just that: blocks with no further
information. The computer does not know anything about articles, reading order, and all
the other aspects involved in the activity of reading or typesetting a newspaper page. If
the system was supposed to read the page aloud to a visually impaired person, then it
would be useless, as it would read the blocks in a potentially wrong order.
The purpose of our work is to devise a method to retrieve the information from the logical
layout of a generic newspaper page, understand how many articles are there on it, which
text blocks belong to which article, and in which order they need to be read.
There already exist a few systems that allow to perform a similar operation [Hollingsworth
et al., 2005][Ford et al., 1999], they however have a great limitation: they are bound to
a speci�c publication. This kind of software has excellent results when processing the
particular documents it was created to read, but performs very poorly when it is asked to
do the same with the publications from another editor, or in the case the layout is changed,
due to innovations in the editorial style. These systems rely on hardwired rules which are
not general.
This distinction of the aspects which are general and those which are speci�c to a publica-
tion has been explored in [Cesarini et al., 1999]. Another approach is that of [Nagy et al.,
1988], who divides it into three classes: general, class-speci�c and publication-speci�c. The
latter is the knowledge which will be valid for a speci�c publication. The second, will hold
for an entire class of them, like business letters or bills. Finally, the general knowledge will
be valid for any publication regardless on its class. In our case, systems like those cited
above, will be focused on a publication-speci�c knowledge.
Other system for document understanding exist, which are apparently general, but which
in reality still use publication-speci�c knowledge. Wisdom++ [Altamura et al., 2001] is
one of them, and is designed for documents with a unique reading order. This kind of rule-
based systems require a human assisted phase, in which the operator interactively teaches
the software to recognize the various elements of the page. The rules which are introduced
are however fragile, in the sense that they capture inessential page aspects (like for example
the absolute positioning of certain blocks), belonging to the publication-speci�c knowledge.
On the contrary, the system we aim to create, called NewsReader, will try to take full
advantage of the class-speci�c notions, capturing the rules which govern a generic page,
and avoid any publication-speci�c element.
Or course, there are no "o�cial" and enforced rules. There are only conventions, wich
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are however widely employed, as they derive from centuries of the print and newspapers
industry. What at the beginning of the printed press was a choice between many possible
layouts, now has became a standard practice, which is known not only to the editors, but
also, and especially, to the readers. And, like the readers use these conventions as a guide
in the reading of an issue, so could do a software, if only those rules were properly encoded
and used.
Our research aims at the comprehension not of a speci�c publication, but of the general
rules and conventions which govern any newspaper edited in the western part of the world,
and implement them into a testing system, called NewsReader, that would be able to use
them. There will be exceptions, like editors which love "creativity", magazines and papers
about contemporary art, some gossip periodicals based on images and pictures, rather than
text, and other anticon�rmistic papers, but the mainstream press will usually adhere to
those rules. Moreover, those rules are not country or language dependent: they will not
hold for the press of the Far East countries, because of the entirely di�erent writing system,
but they will be valid in Europe as in the US, and for any journal using the western press
conventions.

1.1 Assumptions

Before we start the analysis of the research, we need to introduce the main assumptions
made throughout the text.
The objects we deal with are in primis newspaper pages. In this category we �rst of
all include the main daily news editions. They are mainly composed of news, other text,
graphics and advertisements, printed on low-cost paper using the classical large formats.
This format of mass media communication was created in the XVII century, and has spread
and evolved since then.
The pages we deal with are therefore composed primarily of text and graphics. The text
is itself usually not placed in one single column, but is instead set into text blocks, that
is, continuous areas of text which is to be read in a continuous way. Blocks have usually
a rectangular shape, but with the modern desktop publishing techniques more elaborate
blocks can be found, like those wrapping images or image sides.
Each block has therefore a rectangular bounding box, which is the smallest rectangle
which encloses the block completely. If the block is rectangular, the bounding box coincides
with the block itself. If it has a more complex shape, then it is an important concept in
order to greatly simplify the theory and the implementation.
Blocks are grouped into articles. An article is the original text written by the journalist,
which is composed by a title and a body. The article is then laid out onto the page by the
typesetter, and its text can be split into several blocks of text. When we speak of articles,
we therefore mean the title block or blocks, and all the blocks that compose the original
text.

3



1 � Introduction

The set of blocks which forms an article, is called a cluster, in the sense of a set of items
being part of a greater entity.
Since the original text spans over multiple blocks on the page, there exists a natural
ordering of those blocks, which is called reading order. If the blocks are put into this
order, and read one after the other, the original text of the article is obtained.
It can happen that the article has a series of accessory blocks. These can be images
and pictures, which in turn have an explanatory capion. There can be charts, or quotes
from the article set on the margin of the page to attract attention. And many other types.
These blocks do not form the body of the article, and are therefore just additions to the
page content.
We only consider single newspaper pages, and assume that the articles do not span
over multiple pages.

1.2 Problem Statement

We want to employ the knowledge speci�c to the class of the newspapers, in order to
devise a system to process single newspaper pages. The system should work at block-level,
and use both the layout and textual information to perform an accurate clustering of the
blocks, according to the article they belong to, and determine their reading order, thus
e�ectively reconstructing the original article.

1.3 Organization

The rest of this thesis is organized as follows: in the second chapter, we introduce two
previous studies, which form the starting point of this research. In the third, we introduce
the Document Image Analysis chain, and present the NewsReader system, starting at its
general concepts, and then focalizing on the rules that have been devised to solve the
problem. In the fourth chapter, we describe the experimental approach that was used,
and we summarize the results that have been obtained. Finally, in the �fth chapter we
present the conclusions of the work, the open aspects and further development ideas. The
appendices contain a more description of the reference implementation, complementary to
the architectural overview of chapter 3, and the traces of the program executions cited in
the fourth chapter.
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Chapter 2

Document Understanding based on

textual and spatial features

A system to analyze a broad class of documents was proposed in [Aiello et al., 2002]. Taking
advantage of textual and spatial features, and reasoning at block-level, an approach was
de�ned to compute a unique reading order for the blocks contained in a page of a generic
document.
Another system which targets speci�cally newspaper pages is presented in [Pegoretti, 2004]
and [Aiello and Pegoretti, To appear November 2006], with further validation by in [Riz,
2005] who used a larger data set to con�rm the results. This research investigates the
possibility to cluster newspaper articles using the texts of the blocks only, thus allowing
the original reading order of each article to be reconstructed.
These systems form the motivation of the present research, so we illustrate them with more
details.

2.1 SpaRe

SpaRe is part of a broader project, described in [Aiello et al., 2002]. In this research, the
authors aim at the creation of a system able to process virtually any document, analyze
its logic structure, and compute the reading order of its textual contents. The central idea
is that it is possible to do so with almost no assumptions about the document itself, thus
not imposing restrictions on the type of publication to be processed. The only limitation
which is imposed is that no multiple reading orders are present in the page, that is, there
is a unique order in which the blocks are supposed to be read.
The research operates at the same level as NewsReader does, i.e., it considers text blocks.
First of all the page elements are extracted and a logical labeling is performed, dividing
them into captions, bodies, titles and page numbers. Then, the reading order detection is
performed.
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2 � Document Understanding based on textual and spatial features

In order to do so, a set of binary spatial relations between rectangles are introduced, which
are named Thick Boundary Rectangles Relations, or TBRR in short [Aiello and Smeulders,
2004]. These are an extension to two dimensions of the Allen relations [Allen, 1983] which
were originally designed as a mean to compare temporal intervals. These relations are
useful at expressing spatial relations among the blocks, where there is a certain tolerance
to the errors introduced by the recognition phase, and this is the origin of the "thick" term:
the rectangles have a thick border, which acts as a tolerance to errors.
In particular, the TBRR rule set consist of a set of relations and their inverses, and can be
applied for both the X and the Y axis. The direct relations are: precedes, meets, overlaps,
starts, during, �nishes and equals.
These relations are used in the research over NewsReader as well, we therefore present a
more detailed mathematical description in Figure 2.1. In the �gure, on the left column the
exact relation is presented, while on the right column the TBRR relation is de�ned. The
interval b is �xed, while the interval a slides from left to right, to cover the entire interval.
The borders have size T , which we call the TBRR border thickness.

Figure 2.1. De�nitions of the Thick Boundary Rectangles Relations. [Aiello et al., 2002]

SpaRe is a module based on a constraint-satisfaction methodology, which investigates the
blocks of the page trying to order them in such a way that all of them obey to a relation
called BeforeInReading. This relation is de�ned between each pair of blocks, and predicts
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the reading order of them. Block a and b are in a BeforeInReading relation if a should be
read before b. After all the pairs have been considered, the relations can be �lled into a
directed graph, where an edge from block c to d is introduced if c precedes d in reading.
Thus the �nal reading order is a full path in the graph. Should there be more than one
possible reading orders, further work is performed, using a natural language processing
module, which assigns the probabilities to the various reading orders, and selects one of
them.

The main limitation of this work is that a single reading order is assumed for the page. This
is not the case of the newspaper pages, since for each article there are several independent
reading orders.
Since this module works with very good accuracy, it can be employed to compute the
reading order of the single articles, after they have been clustered.

2.2 Lexical Clustering

In [Pegoretti, 2004] the research focuses on the problem whether it is possible to cluster the
blocks composing a newspaper page into the original articles, using the textual information
only. A similar approach has been attempted in [Friburger and Maurel, 2002], where the
authors attempted to use only the proper names appearing in the text. In this work, the
page blocks are analyzed on basis of the full text contained in the blocks, and no layout
information is ever used.
The idea behind the proposed solution is that the blocks which are part of the same article
should share a set of words, because they talk about the same matter. At the same time,
two di�erent articles will have di�erent sets of words. The more specialized the articles
are, highest are the chances for the sets of the words to di�er signi�cantly. The solution
therefore aims at de�ning a metric to evaluate the similarity between blocks, and then �nd
a way to employ it, to aggregate them into clusters.
The metric used in this research is based on a vector model [Salton and Lesk, 1968], [Baeza-
Yates and Ribeiro-Neto, 1999]. This model suggests to treat each block as a t-dimensional
vector of words, where t is the total number of all the di�erent words appearing in the
entire page. Each entry in the vector corresponds to a word, and its value is the frequency
of that word in the current block. Now, it is possible to use the classic notion of angle
between vectors to compute the angle between two blocks, which is then interpreted as
a degree of similarity. Thus, the smaller this angle is, the more similar terms the blocks
contain, and therefore higher is the probability that they are part of the same article.
The next issue to be solved, is the way to index the words. There are several possible ways
to do this, and in the research three of them are used: base indexing, stopwords indexing,
and bigram indexing.
Base indexing is the simplest way of collecting the needed statistics, and consists in the
counting of each occurrence of every word. This is a very simple and practical way, but
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2 � Document Understanding based on textual and spatial features

has major drawbacks, in particular because the similarities will be less signi�cant, as the
vectors will contain a great number of words with none or little semantic meaning, like
articles, auxiliary verbs, and many other.
To overcome this problem, we can list the words we want to purge before indexing. Those
words are called stopwords, and this is the second possible technique.
Finally, the article proposes a third approach, which is the bigram indexing, where not
only the stopwords are purged, but also the text is searched for words which always come
in pairs, like a name and a surname, or typical expressions. This enhances the accuracy of
the index.
After the words have been indexed, in all the three ways, the next step is the weighting and
the similarity computation. The vectors associated to the blocks are compared using a set
of formulas, and the results are stored in a matrix, called the matrix of similarity, which
contains the degree of similarity of every pair of blocks. This step is covered in greater
detail in the section 3.4.3 of the present document, as the same formulas are used in our
research.
The process terminates with the clustering stage. The blocks are added as nodes to an
empty graph, and the similarities between blocks are used to introduce the connections. At
the end of this process, the connected components of the graph are the clustered articles.
Also in this case three ways of doing the clustering are presented. The article produces
also the pseudocode, while we will just brie�y describe the approaches, in order to give to
the reader the basic notions.
The �rst one is the simple clustering. In this case, we �x a threshold, and review all the
block pairs. If their similarity is above the threshold, then we add an edge in the graph.
As we can see, this is the simplest scheme possible.
The second algorithm is the comparative clustering. The approach is the same, but the edge
between two blocks is added, only if all the blocks of the respective connected components
have an inter-similarity above 0. In other words, if block a and b are considered, and a is
connected to blocks c and d and b is connected to blocks e and f , then the edge a− b will
be added only if the similarity between a and b is above the threshold, and the similarity
c− e, c− f , d− e,d− f is above 0.
Finally, the third approach is called agglomerative clustering. Here, we do not add edges
to the graph, rather, when two blocks need to be connected, they are merged together, and
their weights are recomputed. At the end of the process, a set of disconnected macro-blocks
remains, and these are the �nal articles.
The research proposes a series of nine total combinations between the three indexing tech-
niques, and the three algorithms. Results are therefore presented for each pair.
One of the issues with this approach is the necessity to �x a threshold ahead, and one which
would work well for the entire set of documents. This is a challenge which has been solved
experimentally, but the authors suggest that this value could be publication dependent,
and be not therefore general.
The values in the results are characterized by a great variability. Some documents are
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clustered in an excellent way, while for others the results are poor. The average precision
and recall values are all below 67%, with an average about 55%.1
This is a hint of the fact that the approach is valid, but not su�cient to obtain a superior
precision: it is necessary to use information from other sources, like the layout, in order to
do this.

2.3 Open Issues

SpaRe and its natural language processing module have a satisfactory precision, and there-
fore can be used for an accurate reading order detection. The limitation of a single reading
order per page, however, requires a precise clustering to be performed. The lexical cluster-
ers on the other hand have proved not su�cient in order to achieve an e�cient extraction
of the articles, and need therefore to be enhanced.
The research over NewsReader aims therefore at the creation of a clustering system which
could be interfaced with the SpaRe module. Our system should use the lexical clues as
de�ned in the lexical clusterers research, but enhance them with the geometric information
which comes from the layout of the page.

1The summary of the results of this research and a comparison with the current project performances
are presented in Table 4.5. For the mathematic de�nitions of precision, recall, etc., see Section 4.2
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Chapter 3

The NewsReader System

3.1 From paper to knowledge

Document Image Analysis, or DIA, focuses on the machine understanding of printed or
handwritten documents. A possible solution, which tries to cover the entire process from
paper to knowledge, involves several steps, and a number of cooperating systems. In our
case, the starting point is a page of a generic daily newspaper in a given language. The
�nal output we aim to obtain is a document containing the list of the articles, with their
full texts. For a similar approach, see [Esposito et al., 2000].
First of all, the document needs to be digitized. The paper copy is usually acquired
by an optical scanner, a micro�lm scanner, a fax, or any other hardware device capable
of converting the information conveyed by the high contrast signs traced on a surface.
Currently, this kind of devices is highly available and inexpensive and the underlying
technology is stable and reliable. As a result of this phase, we have a �le on disk (or an
equivalent representation), which stores an image in the preferred format. During this
phase, the guidelines of the OCR software should be followed, in order to provide to the
following step the optimal source to work on. Typically, the resolution and size need to
be adjusted. At this point, the image can be transmitted, stored, or modi�ed using a
graphics program, but can not be edited using a word processor, indexed, or rendered
using a text-to-speech module.
The following two stages, segmentation and recognition, are typically preformed by the
OCR software. First, the image of the document is loaded and the layout segmentation
is done. The software conceptually starts at character level, trying to identify the single
printed letters, then it groups them together to form words, then paragraphs, �nally text
blocks. In the case of newspaper pages, there rarely is a single text block in a page, as it
can happen when processing books, for example. This is because there are many di�erent
articles on many columns, which form a complex layout, while in most books there is just
one column, and there can be pages which contain only text, with no blank space in be-
tween.
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Once the layout has been segmented, the true OCR phase can begin. The software ex-
tensively analyzes the image, and tries to extract all the text from it. This is the most
time consuming step in the entire procedure. Results in terms of accuracy vary widely,
depending on several aspects: the source quality � including the paper and the conserva-
tion state, the scanner used, the resolution and settings; the recognition and segmentation
algorithms; the output �lters quality. Commercial products claim up to 99% accuracy, but
in practice there is still signi�cant room for improvements. The result of this phase is a
digital document containing text, maybe formatted, and optionally images. It can be an
HTML �le which closely resembles the original material, a document ready to be edited
by a word processor, an XML �le which holds all the extracted information and ready to
be processed externally, or many other choices. Now, depending on the layout, the entire
procedure could stop here. In the simplest cases, like letters, there is no need to further
process them: they are already useful. But in case of other, more complexly formatted
documents, more work is needed. Our newspaper page now could theoretically be fed
to the synthesis engine to be read aloud, but the blocks would be read in a left-to-right,
top-to-bottom order, not respecting the intentions of the typesetters.
Next comes the classi�cation phase. Until this step, all the considerations were domain-
independent: they applied to any document. From now on, we start concentrating on a
single speci�c problem. In this particular case, we need to establish a set of rules, which
would decide what a block is, or what function it has, in the general layout. Each block
has some kind of purpose in the page. It can be a title, or a subtitle. It can be part
of a text body, a caption of an image, an ad, and so on. The input is the scanned and
recognized documents, usually in a machine-friendly format like XML, and the output is
another informative �le, which can be in XML as well, holding the associations between
blocks and their functions.
Finally, we have the "logical" phase, which uses the information from all the previous
steps: from the segmentation it takes the layout of the page, the blocks positions and their
spatial relations. From the OCR phases it uses the text contents of the blocks. And it
needs the classi�cation to correctly identify the blocks. The output is usually not bound
to the original page layout anymore: we �nally have a general view of the information
contained in the page, with a logical interpretation, instead of the geometric one. In our
particular case, we have a list of articles and their texts, regardless on how they are placed
in the page, and in the correct order. We �nally have the complete information we wanted:
the text-to-speech engine can read the articles, they can be indexed, reformatted, edited,
and so on.

3.2 Overview of NewsReader

In our particular case, we have focused on the extraction of knowledge from newspaper
pages.
NewsReader covers the last stage of the above presented work�ow. It reads the input from
all the previous phases, performed externally by existing tools, which provide data about
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the page layout, the position of the blocks, their type and logical classi�cation, and their
contents. The purpose of the system is to identify how many articles are there on the page,
associate proper titles to them, and partition the set of text blocks into the articles they
belong to.
NewsReader operates on single pages, gathered from any publication compatible with the
"newspaper layout". This kind of page was historically based on columns, over which arti-
cles were set. With the development of the press industry and later with the introduction
of desktop publishing techniques, the layout became progressively less strict, by having
columns with di�erent widths, blocks spanning over more columns or with di�erent align-
ments, and so on. Modern newspapers are of this kind: each page contains one or more
articles, and is roughly set over multiple columns. The text and the titles can be grouped
into blocks, which share the same font size and alignments. A set of text blocks and a title
forms an article.
The basic assumption which characterizes this kind of layout is that there is a one-to-one
relation between titles and articles: every title is an anchor for an article. Titles are the
reference and foundation of the grouping, and articles are named after them. There can
exist a title without any blocks attached, and it forms an article on its own. But there can
be no article with more than one title, and no article without a title. The system is thus
able to interpret any publication which satis�es this assumption.
For all the previous steps we have therefore assumed that they are provided, and we have
taken a 100% precision for granted. The steps needed to perform this pre-processing phase
can however be automatized, and we believe that a similar approach to the one we used
here, could be applied for this phase as well. The system has the advantage of being
resolution-independent: all the measures and distances are used in a relative way, so no
assumptions is needed from this point of view.
The pre-processing phase, which has been done semi-automatically is detailed in the next
section.

3.3 Pre-processing

NewsReader accepts a set of data which should already be partly processed and purged
from many unnecessary information. For each block, the following data are required:

• a unique identi�cation number
• the coordinates of the block (top, left, bottom, right)
• the classi�cation (a value chosen among: "title", "text" or "graphic")
• the list of the words, with the frequency of every word
• the original text
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Figure 3.1. A segmented newspaper page
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We now analyze all the aspects which need to be taken into consideration when preparing
these data for NewsReader. We present them in an informal way, as they were carried out
semi-automatically. This does not prevent the possibility of transforming this process into
a fully automated procedure, but this is beyond the scope of the present research. The
operations on blocks are executed inside the OCR program, which computes a segmentation
using its algorithms, but then allows to easily modify it, adding, deleting or changing blocks.
The classi�cation on the other hand is done using the output of the OCR program, with
a simple semi-automatic procedure.
As it can be seen from the list of the required elements, only text blocks, titles, and
images can be part of the input to NewsReader, therefore a number of blocks should
be removed during the pre-processing phase. Images are used for recognition purposes,
but are not altered in the �nal output (they are not considered part of any article). This
approach implies identifying and removing all the blocks which do not �t into the mentioned
categories. The following types of blocks need to be removed, or converted into images
before proceeding: page headers, footers and decorations; page numbers; tables and semi-
graphic sections (like charts, illustrative schemes, etc...); accessory titles and blocks with
accessory texts, containing quotes or highlights from the article; paper titles and section
titles; image captions; margin notes; and any other similar typology.
A visual example of how blocks are to be grouped and which should be deleted or converted
to images, is presented in Figure 3.1. Blocks marked in pink are titles and bodies of the
articles, and need to be present in the NewsReader input. Blocks marked in green are those
that should be dropped in the pre-processing phase, or should be converted into images.
In particular, the block marked with number 1 represents page headers and page numbers.
Number 2 is an example of tables, semi-graphic charts, and image captions. Number 3 is
a block with highlight text and quotes. Number 4 is an advertisement. Notice �nally that
number 5 is an image in the original document, and should be preserved as is, even if it
overlaps.
Advertisements should also be removed or converted into images. For both ads and semi-
graphic charts and graphs (like blocks number 2 and 4 in Figure 3.1), if they contain clearly
identi�able text mixed with graphics, it is important that they are not split into several
image and text blocks, as this would severely interfere with the correct identi�cation of the
relevant parts of the page. If those elements are to be kept, they should be transformed
into one single image.
Special care must be taken with the titles. A title, even if made of di�erent parts (an
upper comment, the main title, the lower comment, etc) should not span over multiple
blocks. Often OCR programs will construct a di�erent block for every title line, if the
lines are written in di�erent font or size, and in this case those blocks need to be merged
into a single unit. This system however is based on rectangles, and a direct merging of the
blocks can generate non rectangular complex shapes. Expanding the rectangle to make it
�t all the blocks is not ideal either, because this could generate titles which intersect with
many other blocks, and do not represent the original layout anymore. An example of this
is shown in Figure 3.2, where the yellow bounding box of the titles of the bigger article
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Figure 3.2. Merging titles using the bounding box can arti�cially produce title blocks
which incorrectly overlap with other blocks.

incorrectly intersects with the image, its caption, and the red block which is a title of the
smaller article.
So, if all the blocks composing a title can be merged "naturally" into a rectangular shape
then this should be done. Otherwise, it is best to drop the smaller blocks, and add the text
to the main title block without altering its geometry. The main title block can be usually
identi�ed as the one with the largest font.
Apparently, there is a similar issue when the text blocks have a non rectangular layout. In
some cases two blocks hold an image between them, or a quote. In some other, a block has
indented parts, which can even hold a small article. And there are many other possibilities.
This however is not a problem for the system. Those blocks should be rendered using their
smallest bounding rectangles, even if they overlap with other blocks. The system is able
to cope with this situation.
Text is extracted for each block by the OCR system. The precision of the character
recognition phase can vary from one software to another, and can be manually corrected
by a �nal proofreading. In this work, this has not been done, and di�erent precisions
have been achieved, depending on the source. Some of the analyzed documents have been
sourced from a PDF �le with embedded clear text, so the software did in fact no OCR at
all, but just extracted the text: the precision in such a case is necessarily 100%.
In other cases, when the PDF was encrypted or an image was used, the precision depended
on the scan quality and the algorithms within the software. For NewsReader, a better
precision can help in the successive phases, but is not nearly as important as a good
quality block geometry detection and blocks classi�cation.
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Once blocks have been de�ned and recognized, each of them must be functionally identi�ed
and labeled as being a title, a text or an image. This is another delicate phase of the input
preparation, as it impacts in a relevant way on the precision of the system.
After the pre-processing is done, the data are ready to be analyzed by the NewsReader
system.

3.4 Architecture

NewsReader is based on rules. Each rule recognizes some pattern in the page, and records
its results. At the end of the process, these results are combined together, and the �nal
clustering is computed.
To de�ne the rules, we studied a large quantity of newspaper pages (see also [The Society
of News Design, 2005]), and formulated a set of conjectures, which led to the formulation
of a number of possible rules. We then evaluated them, seeking a combination that would
cover all the blocks in all the pages that we took into consideration, using the smallest
number of rules. The resulting rule set has been implemented, re�ned, and then rigorously
evaluated, with the experimental setup described in Chapter 4.
The approach we have chosen allows us to focus on most of the page properties indepen-
dently from one another, and to minimize the variation in the precision. The system makes
many observations, one for each applied rule, and only in the �nal stage it performs the
decisions about the clustering. Each observation can change the �nal result, and it is made
with as few assumptions as possible, so that the in�uence of the order of the observations
is minimized, and the error which can be made in one of the steps does not propagate to
the others, and can be corrected.
NewsReader considers the page as a set of blocks, over which it does observations. Those
observations introduce a series of relations between the blocks, which we call attractions,
or repulsions. At each run, the algorithms can strengthen or weaken those associations
between blocks, and after the investigation has been concluded, the structure gets collapsed
into the �nal result.
We have assumed in the pre-requisites phase that there is a one-to-one relation between
titles and articles. This observation introduces one of the NewsReader basic concept:
titles are the anchors of the articles. Blocks are attracted by titles and by other blocks
with di�erent strength levels, according to di�erent rules. There are common patterns
which can be observed in the page, and those pattens can be used to change the strength
of such links between blocks. This structure is nothing else than a weighted graph. Each
rule can change the weights of the edges, and at the end the graph is recursively visited and
minimized, until it reaches a �xpoint or a deadlock situation which is solved in other ways.
Every node can be connected to any other node, except titles, which can be connected to
any nodes except other titles. Connections are divided into: strong connections (if above
a threshold, in our data �xed to 20), weak connections (between 20 and 0) and negative
connections (repulsions, below 0).

17



3 � The NewsReader System

The graph which represents the page is stored in a similarity matrix. This is a symmetric
n×n matrix, where n is the number of nodes (blocks). The entry xi,j = xj,i represents the
similarity between the blocks i and j. Since the structure is symmetric, we use a triangular
matrix to represent the data.
We classify the rules into three categories: Anchor rules, Pattern rules and Textual rules.
Anchor rules are those that carry out the initialization of the system, performing the initial
associations between the titles and the blocks which can be linked to them with a good
con�dence. These rules introduce strong and weak connections to the initially empty graph.
Strong connections are set up where it is very unlikely that they are contradicted later,
and it takes strong evidence of the contrary, to disconnect a block from a title attached in
this phase. Weak connections are also introduced, where it is not certain that this will be
the �nal result.
Pattern rules focus on detecting common patterns among blocks, usually altering only
"weak" connections. These rules work attaching or detaching blocks, and usually do not
touch the strong associations between blocks and titles, which have been set up by the
anchor rules.
Both anchor and pattern rules use the page geometry as their input, and never consider the
block contents. Text rules on the contrary focus on the textual similarity between blocks
to change the scores.
In the algorithms, we consider relations between blocks like: "have same width", "are
top aligned", etc. The implementation is intuitive, with the following consideration. We
usually implement all the relations with a tolerance, expressing properties using the TBRR
where possible, and considering the TBRR threshold in the other cases. For a de�nition
of the TBRR relations, see Section 2.1.
We also use the notions of columns, and occasionally also rows (as a synonym of blocks
above, block right, etc...). Columns and rows cannot be constructed in the traditional
sense, as it is possible that the page is not built strictly following a grid: blocks can be
scattered throughout the page with almost any alignments, widths and heights. So, when
talking about columns, we really mean blocks which intersect with the vertical projections
of the block, and similarly rows. The order of the columns data structures should be non
descrescent, meaning that blocks are ordered from top to bottom, but if two blocks begin
at the same point and are horizontally aligned, and both are above the target block, their
order can be one or the other with no preference.
In some cases, when we seek particular relations, we take into consideration that it is
possible for the OCR program to produce slightly overlapping blocks, even if in the original
page they do not overlap. Blocks which are in a row because the lowest pixels of the topmost
overlap with the topmost pixels of the other, are in reality not to be considered part of the
same row. To avoid such problems, during these computation the blocks have been scaled
inward by 1/6th (i.e. subtracting 1/6 of the width from each side, and 1/6 of the height
from the top and the bottom). This value has been identi�ed experimentally.
The function attach(Block, Block, Score) is used to denote the operation of altering
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Figure 3.3. An overview of the architecture of NewsReader.

the weight of the connection between the two blocks. If the function is called more than
once on the same pair, the scores are summed together. Negative scores are accepted.
In Figure 3.3 we present a simpli�ed architectural view, to summarize the main concepts
of the NewsReader architecture. The work�ow starts after the pre-processing phase, and
uses the layout information (the purged and classi�ed blocks) and the textual contents of
the blocks. In the �rst step, the anchoring rules are applied, and write their results to the
similarity matrix. In the following step, the pattern rules and the textual rules are applied,
and save their results to the matrix as well. Several of them moreover read information
from the matrix (because they often work on the weakly connected blocks only, and need
to identify them). Finally, the matrix is read and minimized, and the output is provided.
This picture allows to capture an essential property of the approach of NewsReader: the
low number of rules, eight in total, makes the software very agile and simple.

* * *

In the rules descriptions, we present some numeric values, like the strengths of the connec-
tions that those rules introduce, which appear in parenthesis. These values are produced
here in order to give to the reader a clearer notion of the impact of the single rules, but
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they have not been de�ned during the design. Rather, they are the ultimate result of the
entire project, and have been changed and optimized throughout the entire project cycle,
until the calibration proved satisfactory over the tuning data set. The experiment setup
is more deeply described in the next chapter. The same holds for title proportions, and
other numeric values which appear in the following sections.
The presented pseudocode illustrates the rules, but is ine�cient. Any implementation
should optimize it, as it is reported here only to clarify the concepts.

3.4.1 Anchoring rules
Anchoring rules allow to create the �rst connections, some of which are strong, so that
those blocks will almost never be disconnected by the successive rules. Blocks can be also
connected more weakly, if there are conditions preventing them to be connected to a title,
such as distance, or intermediate blocks. Modi�cators can also in�uence this behavior.
The �rst rule associates blocks with the titles on top of them. For each text block, the
blocks above it are considered, starting at the lowest and proceeding towards the top. If
the �rst block above is a title, then a strong connection (20) is recorded. If it is an image, it
is ignored. If it is a text block, the potential connection is lowered (by 8 points). Then, the
process is iterated again: if a title is found, it is given the remaining connection strength,
until it becomes 0. No negative points are given here.
f o r each text block F {
S = SC_TOPT_INITIAL (20)
f o r each block X above F, and un t i l S > 0 {

i f X i s a t i t l e
attach (F , X, S)

i f X i s not an image or X and F have d i f f e r e n t widths
S = S − SC_TOPT_DECREASE (10)

}
}

If it is detected that the title is on the same column as the block, and is not larger than
the block, then the title is considered to be a "single-column title", and the connection
with the block below it is strengthened (by 10 points). Furthermore, if such a situation is
detected, a detach action is taken towards all the blocks below such a block, according to
this scheme:
i f the t i t l e X i s the f i r s t b lock above F, and i s on the same s i n g l e

column {
attach (F , X, SC_TOPT_SINGLECOL (10) )
f o r each block Y below X {

K i l l = f a l s e
i f (Y i s not an image and has a l a r g e r width than the i n i t i a l b lock

) , or i f K i l l {
attach (X, Y, SC_TOPT_SINGLECOL_PENALTY (−10) )
K i l l = true
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Figure 3.4. All the blocks are tightly connected, except the block marked in yellow
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}
}

}

A third rule is applied, to detect horizontal articles. A horizontal article is one that
spans horizontally, instead of vertically, and it is de�ned as having a title with compatible
proportions, and developing in horizontal blocks, which all have the same width. This
is quite rare on the analyzed newspapers, but should nevertheless be correctly managed.
The proportions of a horizontal title have been experimentally computed, and have been
�xed as < 3/2. The intuitive notion behind this value is that the title is "tall enough"
to visually attract blocks on its right. The title horizontal projection needs to completely
intersect the �rst block on its right (its height needs to be equal or smaller to the block
height, its top must be aligned with the block's top or be below it, and its bottom must
be aligned with the block's bottom, or be above it). The score of the connection between
a title block and the �rst right block is de�ned as a sum of di�erent factors:

• blocks are top aligned (+10)
• blocks are bottom aligned (+7)
• blocks have the same width (+7)
• blocks have the same height (+7)

This score forms the base for the propagation to other blocks to the right of the �rst blocks.
If there are at least two hits among the above mentioned rules, then the block is marked
with the obtained score. All the blocks above it are decreased of 5 points. Then a side
propagation occurs. For every block right to the current one, and until matches are found,
rules similar to those above mentioned are applied, and a similar kill-above rule is applied
whenever a block is associated (but removing only 3 points).
Kill-above and kill-below rules are those applied after a horizontal article has been isolated;
they weaken slightly the vertical connections departing from the blocks.
This is the �rst rule where it is evident that the �nal result is constructed not using �xed
patterns. The approach is to increment the score as similarity elements are found. So,
the rule seeks any horizontal proportioned title, but from this point on, the association
strength to the right is determined by a sum of di�erent factors. If the similarities are
enough, the horizontal rule will be triggered. If other elements add or release connections
strengths, the strength added at this point could in�uence and alter the �nal result.
f o r each t i t l e b lock F that has ho r i z on t a l p ropor t i ons {
Be X the f i r s t b lock to the r i g h t o f F
I f X does not ex i s t , or i s not a text block ,

stop

I f F and X are top a l igned ,

22



3.4 � Architecture

Figure 3.5. A horizontal article.

s c o r e += SC_SIDET_TA (10)
I f F and X are bottom al igned ,

s co r e += SC_SIDET_BA (7)
I f F and X have same width ,

s co r e += SC_SIDET_HSW (7)
I f F and X have same height ,

s c o r e += SC_SIDET_HSH (7)

I f s c o r e > SC_SIDET_TA (10)
attach (F , X, s co r e ) )
f o r each block Y above X

attach (X, Y, SC_SIDET_KILLBELOW_1 (−5) ) )

f o r each block Y r i gh t o f X
i f X and Y are top a l i gned and have same width
attach (F , Y, s co r e ) )

f o r each block Z above Y
attach (Y, Z , SC_SIDET_KILLBELOW_2 (−3) ) )

f o r each block T above or below F
attach (F , T, −s co r e ) )

}

3.4.2 Pattern rules

Pattern rules allow to �nd further and more similarities among blocks, both simple and
complicated. They must be applied after the anchoring rules, as many of them are supposed
not to alter the strong relations found in the previous phases. The order in which the rules
themselves are applied is not relevant to the �nal precision, or it impacts the �nal results
very slightly. We found no changes with our data sets.
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3.4.2.1 Inner Titles Rule

The inner titles rule allows to associate a title to a block, when the title is located inside
the block itself. It is an uncommon practice, which however can occasionally occur. To
reduce the overlap problems generated by the OCR program, before the comparison of the
blocks 1/6 of the width is reduced from the right and the bottom, and similarly 1/6 of the
height is removed from the top and from the bottom of both the blocks. Then, if the title
block still partially or fully intersects with the text block an association is made.
f o r each text block F {

f o r each t i t l e b lock X not s t r ong l y connected {
tmp_x_left = X. l e f t + (1/6 ∗ X. width )
tmp_x_top = X. top + (1/6 ∗ X. he ight )
tmp_x_right = X. r i g h t − (1/6 ∗ X. width )
tmp_x_bottom = X. bottom − (1/6 ∗ X. bottom )
[ . . . ] ( same f o r the F block )

i f (X, F us ing the new coo rd ina t e s i n t e r s e c t )
attach (F , T, INNER_TITLE (16) ) )

}
}

3.4.2.2 Envelopes

The blocks below a title are not the only blocks which can be part of the corresponding
article. Since the anchor rules seek the maximum reliability, they connect blocks vertically
only. Rules are therefore needed to attach also the blocks which do not directly fall under
the titles.
An envelope is a rectangular area, built for each title that spans on more than one column.
It is de�ned as the smallest rectangle enclosing the title and all its strongly connected
blocks. For the purposes of this rule, the useful area is not the inside, but the outside
of the envelope, and in particular the vertical area left and the vertical area right of
respectively the left and right edge. Both those areas are in turn divided vertically into
several zones. The areas above and below the envelope are not used.
In order to precisely specify the concepts connected to the envelopes, we present them in
a mathematical way.
We de�ne an envelope the rectangular bounding box of a title and of the blocks strongly
connected to it. Let the envelope have coordinates xa ya xb yb

We indicate with ε the thickness of the TBRR frame (for the de�nition, see section 2.1).
We also de�ne some more points. yabove = ya − ((yb − ya)/2); ybelow = yb + ((yb − ya)/2);
ymid = (yb−ya)/2. Now, let's take a point P = (x,y). P belongs to one of the below zones,
if x < xa or if x > xb, and:

• Zone A: yabove < y < ya − ε
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Figure 3.6. Envelopes. The envelope is marked in blue, the a�ected blocks in yellow.
Orange arrows are the (weak) connections the blocks received at the anchoring step

• Zone Z: ya − ε ≤ y ≤ ya + ε

• Zone B: ya − ε < y < ymid − ε

• Zone M: ymid − ε ≤ y ≤ ymid + ε

• Zone C: ymid + ε < y ≤ yb − ε

• Zone Ω: yb − ε ≤ y ≤ yb + ε

• Zone D: yb + ε ≤ y ≤ ybelow

Once the space has been divided, for every envelope, each block is investigated. The block
must not intersect with the envelope, and belong not to the space below or above it.
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Figure 3.7. A visual representation of the zones. Envelope is marked in blue. The gray
and pink blocks continue to the left and to the right until the margins of the page. The

area marked with the gray grid is ignored.

Let the block be de�ned by two points, X = (x1,y1) and Y = (x2,y2) being its top left and
the bottom right corners. Now, we assign the following scores to the block:

• y1 ∈ A: +5
• y1 ∈ Z: +7
• y1 ∈ B: +5
• y1 ∈ C: +3
• y1 ∈ D: +3

• y2 ∈ B: +1
• y2 ∈ C: +4
• y2 ∈ Ω: +7
• y2 ∈ D: +3

For brevity, pseudocode is not provided, as it is just a repetition of the above mathematical
rules.
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3.4.2.3 Lonely Titles

If a title is left without strongly connected blocks, it usually either means that it is not
a title � in other words: it has been misclassi�ed � or that it is positioned on the side of
the text. In this case, experience shows that usually the missing blocks below the title are
compensated by a broader pattern, consisting on two or more blocks of the same dimensions
on both the sides of such a title. In this case, a score (of 16) is given to both the blocks.
f o r each block F {

i f (F i s a t i t l e and i t s s t r ong e s t connect ion i s weak ) {
R = f i r s t b lock on the r i gh t o f F ;
L = f i r s t b lock on the l e f t o f F ;
i f (R and L ex i s t , and i f R and L are top a l igned , and i f R and L

have the same width ) {
attach (F , L , 16)
attach (F , R, 16)

}
}

}

3.4.2.4 Over�ow

Figure 3.8. A section with over�ow. Red arrows are anchoring rules. Blue arrows represent
primary over�ow, green arrows the secondary over�ow.

This rule can be applied in the sections of the page that need to be read column-wise, i.e.
the reader should read the �rst column from top to bottom, then proceed to the second
column, from top to bottom, and so on.
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We de�ne over�ow the situation where a section of the page should be read column-wise

and the text contained in a block from the bottom of the left column continues (over�ows)
to a block on the top of the right column. An over�ow pattern does not necessary cover
the entire page: it more often occupies a smaller part of it. Also, the columns do not need
to have the same height or be aligned. An example of over�ow is shown in Figure 3.8; the
possible over�ows are shown in blue and green arrows.
This over�ow rule therefore expresses the probability that a block content continues on
another block. While the anchoring rules act only vertically, this rule associates blocks
belonging to di�erent, adjacent columns. Over�ow cannot happen between a block and
another positioned below or above it, on the same column.
There are two kinds of over�ows: primary and secondary. The primary over�ow starts
from a block which is strongly connected to a "single-column" title, and connects it to
blocks in the next column. Titles which span over multiple columns and their strongly
connected blocks, have no over�ow (as it has been already taken into consideration by the
envelope rules, which conversely do not a�ect single-column titles).
In this rule, we analyze every pair of blocks, where the �rst block is strongly connected
to a single-column title, and the second block is not strongly connected, and strictly on
the right of the block. Moreover, the two blocks should have the same width, and not be
too distant: to express the latter property, and still be resolution independent, we use the
notion of relative distance, which is de�ned as distance between the two blocks divided by
the width of the second block. If such a combination is found, the second block is attached
to the title of the �rst block.
To further increase the reliability, we add this modi�er: when considering the two blocks,
we search the right column. If there are more single-column titles, which are attached to
blocks with the same width as the blocks we are considering, then we have found a strong
over�ow pattern, and so our connections will be even stronger.
The secondary over�ow originates at blocks which are not strongly connected to any title,
and connects them to other weakly connected blocks with the same width on the next
column (using the relative distance as before). Both the over�ows work from left to right
only. In this case, the strength is lower than the primary over�ow.

3.4.2.5 Alignments and dimensions

Finally, alignments and dimension comparisons between each pair of blocks are considered.
This is maybe the easiest and most intuitive rule. The scores are set as follows:

1. Top aligned and same dimensions +5
2. Top aligned +2
3. Bottom aligned +3
4. Have same width +2
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5. If a block is bottom aligned, lower the score of all the blocks below it by -8

If rule 1 is applied, then rules 2, 3 and 4 are skipped. Every pair must be considered only
once, regardless on the order of the two blocks.

3.4.3 Textual Rules
Textual rules take their inspiration from previous works, especially those mentioned in
Section 2.2, where a pure lexical clustering was attempted. Those works demonstrated
that it is possible to use information from this source, but they showed a low reliability
caused by a high variability of the accuracy in the results.
These rules use the block contents as the data (whereas all the previous rules based on
their geometry only). First of all, the text of every block must be indexed, counting the
frequencies of each word. Taking into consideration the results of the experimentation
about the lexical clusterers in [Riz, 2005], among the three possible indexing techniques
cited in 2.2, we have chosen the stopwords indexing, which is a good tradeo� between the
implementation di�culty and the results. The indexing phase produces, for each block, a
list of all the words appearing in the block with their frequency.
For every couple of text blocks, a similarity measure is then computed, according to the
following formulas [Baeza-Yates and Ribeiro-Neto, 1999, p. 27-30].
Let N be the total number of blocks in the page, and ni be the number of blocks in which
the index term ki appears. Let freqi,j be the frequency of term ki in the block Bj . Then,
the normalized frequency fi,j of term ki in block Bj is:

fi,j =
freqi,j

maxlfreql,j

where the maximum is computed over all the terms which are mentioned in the text of the
block Bj . If the term ki does not appear in in the block Bj then fi,j = 0. We then de�ne
the weight wi,j of the term ki in block Bj as:

wi,j = fi,j × log

(
N

ni

)
Now, the similarity between block h and block k can be de�ned, as:

sim(h,k) =
bh × bk

|bh| × |bk|
=

∑t
i=1 wi,h × wi,k√∑t

i=1 w2
i,h ×

√∑t
i=1 w2

i,k

The similarities are computed for all the pairs, and �lled in a temporary matrix. Then
the average similarity between all the block pairs is computed. This is done, because the
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similarity itself is a valuable measure only if a meaningful similarity threshold is �xed:
above the threshold the blocks are similar, below it they are not. It has been shown in
[Riz, 2005] that there is no such a magic number, and that what is a good reference for one
document might be not for another. We will therefore take as reference a relative number,
the average of the similarities of all the block pairs.
We browse all the pairs (a,b), and follow this schema: if lexical_sim(a,b) > average_sim+
(average_sim × SIMFRACTION(1/8)) then we add LEXICAL_SIM (5) points to
the a,b connection. Otherwise, if lexical_sim(a,b) < average_sim − (average_sim ×
SIMFRACTION(1/8)) then we remove LEXICAL_DIFF (3) points from it. The penalty
is less strong, because two blocks can have an entire set of di�erent words, and still be
part of the same article. If the article for example is not technical, or has a broad range
of topics, this can easily happen. In this entire system, we privilege the positive relations,
rather than the negative.
Since we have all the intermediate computations for the blocks, we use them also to make
a similarity check between titles and the blocks. In this case the same procedure is taken,
but no negative values are added in case of dissimilarity: 5 points are added in case of
similarity, but no negative points are ever given. This is because titles are much shorter,
and any writer will avoid as many repetitions as he can, thus not all the blocks of an article
will always contain all the words of the titles.

3.4.4 Final Matrix Reduction
The last step of this algorithm is the reduction of the matrix and the computation of the
results. In fact, this is the most delicate step. The algorithm however is simple (though
a bit verbose to explain), and consists on the visit of the entire graph, focusing on the
edges weight, and disconnect and propagate weights until all the blocks are associated to
an article.
The function which reduces the graph is called iteratively with an argument (the strength
threshold), which starts at the strong connection value, and progresses to 0. At every
iteration, each block A is analyzed. If the strongest connection to a title T outgoing from
the block is stronger than the threshold, then the block is permanently associated to the
article corresponding to the title T , and removed from the graph. Then the propagation
occurs. Each connection from block A to any block B is inspected, provided this connection
is weaker than the the one between A and T . Then, in turn, the strongest connection of
the target block B is considered; if it is stronger than the present threshold, then the
propagation is not done, as this would make the procedure more dependent on the order
in which the blocks are presented. If on the other hand this connection is weaker, then
this block B is attached to the title T , with the same strength A was attached to B.
The function which sets a block to be part of an article is permanent, so any changes to
the connections of that block are just ignored.
When the threshold drops below the value set as EMERGENCY_THRESHOLD (3), the
�rst title appearing on the remaining connections is used. If even this fails, and when the
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threshold hits 0 there are still unassigned blocks, the geometrically closest title is assigned
(this latter part is skipped in the pseudocode, so the main �ow is more evident).
f unc t i on minimize (Th) {

f o r each text block A not be long ing to any a r t i c l e {
C := the s t r ong e s t connect ion with a t i t l e b lock T
i f i t s C i s s t r onge r than Th or Th < EMERGENCY_THRESHOLD(3) {

s e t A to be part o f a r t i c l e T
propagate_connect ions (A, T, Th)

}
}

}

func t i on propagate_connect ions (A, T, Th) {
l i s t the connect i ons o f b lock A, un t i l T appears
f o r each remaining connect i ons o f A, be C the connected block w/

s t r ength S {
i f the s t r ong e s t connect ion o f b lock C i s weaker than Th {
add (C, T, S)

}
}

}

3.4.5 Summary
We conclude, presenting the pseudocode of the operation of NewsReader. As we have
noted, the entire system is linear and simple. The rules are applied in sequence, and the
�nal step is the summary of all the previous results.
The attachTopTitles rule includes also the single columns rule. While the anchoring
rules need to be executed �rst, and in the given order, the order of the pattern and lexical
rules can be arbitrarily changed. In our experimentation, the order of those rules did not
in�uence the �nal result.
PrepareInput ( ) ;

// Anchoring
attachTopTit l e s ( ) ;
a t t a chS i d eT i t l e s ( ) ;

// Pattern + Lex i ca l
a t t a ch Inne rT i t l e s ( ) ;
a t t a chS ideLone l yT i t l e s ( ) ;
at tachS ideEnve lopes ( ) ;
attachOverf low ( ) ;
attachByAlignments ( ) ;
a t t a chByLex i ca lS im i l a r i t y ( ) ;

// Fina l c l u s t e r i n g

31



3 � The NewsReader System

f o r (Th = STRONG_CONNECTION(20) ; Th > 0 ; Th = i − MINIMIZATION_STEP)
minimize (Th)

PrepareOutput ( ) ;

3.5 Demonstration of the implementation

A practical example is useful, both to clarify the concepts, and to concretely demonstrate
how the approach is applied to a real situation. We have selected two pages for the purpose.
The example is divided in two parts. The �rst one illustrates the application of the rules
to a complicated page. The second part details the �nal matrix minimization.
The parameters that are applied in the rules are those that have been experimentally
computed after the calibration phase, as we will see in the next chapter.

3.5.1 Sole_3: tracing the connections
The applications of the rules are illustrated using a page from the Italian daily �nancial
newspaper Il Sole 24 Ore (http://www.ilsole24ore.com/), and in particular it is page
26 of the issue from September 1, 2004. A reproduction can be seen in Figure 3.9.
The presented page is complex, since it contains 33 blocks of text, the largest number in
our entire data set. In the page there are 9 articles, 2 pieces of semi-graphic content (the
charts), and one advertisement (the block in the lower left corner).
This page has been sourced from a PDF �le, so no recognition was necessary, and the
OCR program performed the segmentation only. The result of the segmentation and the
classi�cation phase is displayed using colors, on �gure 3.9: blocks in red are the titles, in
yellow the text bodies, in green images. It is important to notice that the blocks geometry
is not perfect: there are blocks which should be aligned while they are not; many blocks
have slightly di�erent sizes than in the original page, and so on. These blocks have not
been modi�ed. At the same time, titles have been altered, following the rules detailed in
the section 3.3. We have also removed the advertisement and the charts, leaving the space
empty, while the only true picture has been left, and is colored in green in the �gure.
We will now follow the way the rules are applied to this complicated page, so to illustrate
the evolution of the software. The rules are reported in Appendix B.1. We will not
comment all the listing, which we leave for reference, but we will rather concentrate on the
general �ow.
Anchoring rules � In the �rst part of the rules (from line 1 to 84) we can see the
application of the anchoring part of the algorithm. For each title, we see that the blocks
directly below it get strongly connected (for example, blocks 6 and 12 at line 1). The very
�rst line is interesting itself, because we know that the observation is incorrect: title 6
introduces a horizontal article. Other associations are fortunately more appropriate. In
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Figure 3.9. Sole3. The original page, with the blocks and their classi�cation after purging.
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fact, almost all remaining blocs associated now using a strong connections are correctly
coupled: 3 with 5 and 1; 0 with 14, 17, 16, 19, 18, 11 � notice here that there is an image
in between, but it is ignored; 31 with 33, 34, 35, 36, 37, 38; and so on. Exceptions are the
blocks of article 22, which have a peculiarity: none of them is strongly connected to the
title. This could be a serious problem in the later phases.
As we can see in rule 79, there is a single application of the top title rule, where a title is
attached with an even stronger connection if it has the same width as the title.
Next come the horizontal titles. There are two on this page: article 12 and 20. On line
86 the system acknowledges that there is evidence of a horizontal article for title 20. The
title has the proper proportions, and the comparisons with the block on its right lead to
24 points of link. It is enough to trigger the horizontal rule. Blocks above and below the
�rst block are detached by 5 points, then the system proceeds further, and checks block
24. It �ts, so it gets connected to the title with the same strength, and blocks below and
above it are disconnected by 5 points. The propagation stops here because the next block
(38) does not match. Finally, the system detaches blocks below and above the title by the
very large amount of 24, the same strength it attracts its blocks horizontally. The same
procedure is replicated for title 12.
As said before, title 22 has no strongly attached blocks, so it �ts into the category of the
lonely titles. In this case we are lucky, as at its sides there are two blocks with the same
sizes, so they get linked to it (see lines 139 and 140).
Envelopes � Next come the envelope rules. They are built around block 3, 0, 31, 32 and
25, and they attract the blocks at their sides which are not strongly connected.
Over�ow � After this, a series of over�ow rules is applied. These are all of the secondary
over�ow type, and add only small values to the connections.
Bottom alignment repulsions and alignments � If the bottom edges of two blocks
align, then the underneath blocks are disconnected by 8 points. This happens in this page
several times, and a number of connections are altered. There is also a long series of
alignments and similarities which are very simple to discover and analyze.
This concludes the geometric part of the rules. A series of alterations is introduced by the
lexical rules, and generates the �nal graph, which is later minimized, in just two steps. All
the blocks are correctly clustered.

3.5.2 CDS_10: following the matrix reduction
We did not follow the graph reduction in the previous �le, because of the large number of
blocks, and also because its matrix is reduced in just two steps, a situation which is not
very useful to follow the process. We will illustrate this phase on a simpler �le, CDS_10,
which gets reduced in 4 steps.
The graph in �gure 3.10 shows the similarities after all the rules have been applied. The
similarities are shown inside each block, in the format: "Target block id -> Connection
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strength". They are not shown for the titles, as the connections are always symmetric,
and they would only clutter the diagram.
At the beginning of the reductions no blocks are connected. The �rst cycle attaches
blocks with connections stronger than 20, and propagates the remaining connections. For
example, in this step, block 10 is connected to title 11. When this is done (see line 16 of
Listing B.2). Block 10, before connection, is connected to blocks 11, 7, 1, 15, 19, 16 and 4.
Of these, only blocks 7, 15 and 16 are not strongly connected. When block 10 is attached
to the article 11, the connection between block 10 and blocks 7, 15 and 16 are redirected
to the title 11. Therefore we add 2 to the connection 7-11, we add -1 to 15-11 and -2 to
16-11. This is an example of how the propagation occurs when a block is attached to an
article.
After the �rst cycle, the graph looks like �gure 3.11. The colored blocks are those that
have been attached. These blocks are not considered anymore in the processing and cannot
be detached or altered.
The cycle is repeated again two times, in Figures 3.12 and 3.13, until all the blocks are
attached to the correct titles, and the procedure terminates.
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Figure 3.10. Situation before the �rst processing step of the graph reduction on CDS_10.
Titles are marked with red border. The detected envelopes are marked with the blue dashed

border.
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Figure 3.11. Situation before the second processing step of the graph reduction on
CDS_10.
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Figure 3.12. Situation before the third processing step of the graph reduction on CDS_10.
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Figure 3.13. Situation after the third processing step of the graph reduction on CDS_10:
all the blocks are clustered, and no more further processing is required.
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Chapter 4

Evaluation

4.1 Experimental setup

To assess the validity of the approach of NewsReader, together with the calibration of
the values of the parameters, an experimental approach is required. The latter has been
followed in the development of the NewsReader research. The work is therefore structured
in two phases.
The �rst phase involves the analysis of the domain, the formulation of the general hypoth-
esis and the rules, their implementation in the form of software and �nally the calibration
of the parameters that the system needs to operate. During the last phases, the system
is repeatedly tested and improved, and the parameters are adjusted, until the results on a
�rst group of testing pages are satisfactory.
The purpose of the second phase is to validate the system with a fresh data set, to see
whether the rules and the parameters have been correctly crafted, and if the calibration
data set was general enough to be valid in a new situation. This task can be only started
when the implementation and calibration is considered �nished. In this stage, no change
to the code or the parameters is allowed.

4.1.1 The Data Set
A series of single newspaper pages were used in the development of this research, and
constitute our data set. This set is divided into two groups. The �rst is the set of pages
which are used to debug, re�ne and calibrate the system, and is called the tuning data
set. The second is used to validate the system, and is called the control data set.
The tuning data set is composed by 61 pages. The exact composition is detailed in Table
4.1. In the table, we can see the name of the newspaper where the pages come from and
the issue date, followed by the total number of pages from that issue. In the last column,
the pattern of the �le names which identify the pages is described.
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Source newspaper Pages quantity Page names
L'Adige, 26/10/2004 40 Names starting with numbers
L'Adige, 9/05/2006 2 AD0905REG1-*.pdf
Il Corriere della Sera, 15/07/2005 13 CDS_*.pdf
La Repubblica, 24/01/2005 1 REP_16.pdf
La Gazzetta dello Sport, 15/07/2005 2 SPORT_01.pdf, SPORT_02.pdf
Il Sole 24 Ore, various 3 Sole_*.pdf
Total 61

Table 4.1. The tuning dataset composition

The �rst set of 40 pages comes from an issue of l'Adige (http://www.ladige.it), a local
newspaper from the Trentino region, in northern Italy. These pages were used also in the
lexical clustering researches we presented in Section 2.2. The remaining pages have been
collected from other Italian journals: two national daily newspapers, Il Corriere della Sera
(http://www.corriere.it/) and La Repubblica (http://www.repubblica.it/); Il Sole
24 Ore (http://www.ilsole24ore.com/), a �nancial daily newspaper; �nally the sport
paper La Gazzetta dello Sport (http://www.gazzetta.it/). From each newspaper, we
selected several pages we consider "typical" and several "di�cult" ones.
Pages we call "typical" are those being intuitively common and representative for the
layout of the paper they originate from. These pages have a number of blocks and articles
close to the average of the other pages, and the blocks will be typeset in the page in a way
which appears to be characteristic for the newspaper.
Pages denoted as "di�cult", on the other hand, are those that stand against the others as
having a signi�cantly larger number of blocks and articles, or signi�cantly lower. A reader
will usually �nd these pages "not intuitive" to read, or even confusing.
Notice that the notions of "typical" and "di�cult" are subjective, and so this data set is
subjective as well. The great freedom left in the choice of the pages is counterbalanced by
the strictness of the second data set, which needs to be as objective as possible, in order
to rigorously evaluate the quality of the entire system and of the rules calibration.
To obtain this, two of the available newspapers have been randomly selected. Then, the
most recent available issues of both were digitalized, removing the �rst page and the pages
made entirely of advertisements, charts and classi�eds. In this way no assumptions on the
software are made, and any present bias in the calibration can be detected. The data set
is composed by an issue of L'Adige and an issue of Il Corriere della Sera, for a total of 73
pages, as detailed in Table 4.2.
Source newspaper Pages quantity Page names
L'adige, 6/05/2003 43 Names starting with numbers
Corriere della Sera, 5/04/2006 33 CDS_*.pdf
Total 73

Table 4.2. The control dataset composition
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4.2 Evaluation Metrics

We now present the complete results, that were obtained in the experimentation, using a
set of classic metrics in the �eld of Information Retrieval [VanRijsbergen, 1979].
We de�ne precision the proportion between the retrieved and relevant documents, and
the entire retrieved set, in other words, the fraction of the retrieved documents which are
correct:

precision =
|{relevant documents} ∩ {retrieved documents}|

|{retrieved documents}|

The recall value shows the proportion of relevant documents that are retrieved, out of all
relevant documents available, in other words, the fraction of correct edges which have been
found:

recall =
|{relevant documents} ∩ {retrieved documents}|

|{relevant documents}|

The f-value is the weighted harmonic mean of precision and recall

F =
2× precision× recall

precision + recall

which is useful to compute an estimate of the general accuracy of the result.
To compare the results of NewsReader with the results of the pure lexical clusterers de-
scribed in Section 2.2, we introduce a further set of metrics: distribution, whm, precision
micro mean and recall micro mean (see [Riz, 2005]).
The value called distribution is de�ned as:

distribution =

{
relevant documents
retrieved documents if relevant documents ≤ retrieved documents
retrieved documents
relevant documents else.

(4.1)
whm is de�ned as a modi�ed weighted harmonic mean:

whm =
5

2
precision + 2

recall + 1
distribution

Finally, we introduce the concept of micro means according to the following formulas.
These two means allow a better estimate of the precision and recall, and are used instead
of the simple arithmetic mean.
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precision micro mean =
∑n

i=1 |{relevant documentsi} ∩ {retrieved documentsi}|∑n
i=1 |{retrieved documentsi}|

recall micro mean =
∑n

i=1 |{relevant documentsi} ∩ {retrieved documentsi}|∑n
i=1 |{relevant documentsi}|

We also need to de�ne the subjects of those formulas: the elements that are used to
compute the values.
We use the article blocks to de�ne our measures. The formulas presented above, are
usually used to evaluate queries over documents. In our case, we can view NewsReader as
a generator of multiple queries for every page, each of which is a request of an article, and
returning a list of blocks (the documents). So for every page we have a set of the measures
for every article contained within.

4.3 Results

In Table 4.3 we present the results of the tuning dataset, while in Table 4.4 we present the
results of the control data set.
For each page, a row is present in the table. In the �rst column, there is the �le name
and the thematic section of the newspaper, followed by the total number of misclassi�ed
text blocks / the total number of text blocks in the page. In the following columns, the
arithmetic mean of the precision, recall, and f-value of all the articles in the page are
presented.
The total line, at the end of the table, is computed as the real micro-mean over the single
articles (and not as a mean of the means in the columns).

Table 4.3: The results of the tuning dataset
File Name Section Incorrect / Total Precision Recall F-value
01_Cro.pdf News 0 / 15 1 1 1
02_Cro.pdf News 0 / 19 1 1 1
03_Cro.pdf News 0 / 15 1 1 1
04_Cro.pdf News 0 / 10 1 1 1
05_Cro.pdf News 0 / 18 1 1 1
06_Cro.pdf News 1 / 15 0.83 0.9 0.86
07_Cro.pdf News 0 / 17 1 1 1
08_Cro.pdf News 0 / 20 1 1 1
09_Cro.pdf News 0 / 10 1 1 1
10_Cro.pdf News 0 / 14 1 1 1

Continued on next page
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Table 4.3 � continued from previous page
File Name Section Incorrect / Total Precision Recall F-value
11_Att.pdf News 0 / 19 1 1 1
12_Att.pdf News 0 / 14 1 1 1
13_Att.pdf News 0 / 14 1 1 1
14_Att.pdf News 0 / 16 1 1 1
15_Att.pdf News 0 / 11 1 1 1
17_Att.pdf News 0 / 13 1 1 1
18_Att.pdf News 0 / 15 1 1 1
19_Att.pdf News 0 / 16 1 1 1
20_Att.pdf News 0 / 18 1 1 1
21_Lett.pdf Letters 2 / 15 0.82 0.92 0.85
22_Lett.pdf Letters 0 / 18 1 1 1
24_Lett.pdf Letters 2 / 16 0.73 0.8 0.76
25_Lett.pdf Letters 2 / 12 0.81 0.9 0.83
26_Lett.pdf Letters 1 / 17 0.94 0.96 0.95
27_Lett.pdf Letters 1 / 15 0.89 0.94 0.91
28_Lett.pdf Letters 0 / 17 1 1 1
30_Lett.pdf Letters 1 / 17 0.9 0.94 0.92
31_Spet.pdf Culture 0 / 18 1 1 1
33_Spet.pdf Culture 0 / 19 1 1 1
34_Spet.pdf Culture 0 / 16 1 1 1
35_Spet.pdf Culture 0 / 12 1 1 1
36_Spet.pdf Culture 0 / 19 1 1 1
37_Spet.pdf Culture 2 / 15 0.78 0.88 0.81
38_Spet.pdf Culture 0 / 18 1 1 1
39_Spet.pdf Culture 0 / 19 1 1 1
40_Spet.pdf Culture 0 / 18 1 1 1

AD0905REG1-32.pdf News 0 / 18 1 1 1
AD0905TN01-20.pdf News 0 / 14 1 1 1

CDS_01.pdf News 0 / 16 1 1 1
CDS_02.pdf News 0 / 14 1 1 1
CDS_03.pdf News 0 / 10 1 1 1
CDS_04.pdf News 0 / 21 1 1 1
CDS_05.pdf News 0 / 10 1 1 1
CDS_07.pdf News 0 / 8 1 1 1
CDS_08.pdf News 0 / 25 1 1 1
CDS_09.pdf News 0 / 9 1 1 1
CDS_10.pdf News 0 / 9 1 1 1
CDS_12.pdf News 0 / 17 1 1 1
CDS_13.pdf News 0 / 18 1 1 1
CDS_14.pdf News 1 / 19 0.9 0.92 0.9

Continued on next page
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Table 4.3 � continued from previous page
File Name Section Incorrect / Total Precision Recall F-value
REP_16.pdf News 0 / 13 1 1 1

SPORT_01.pdf Sport 0 / 9 1 1 1
SPORT_02.pdf Sport 0 / 23 1 1 1

Sole1.pdf Economics 0 / 18 1 1 1
Sole2.pdf Economics 0 / 17 1 1 1
Sole3.pdf Economics 0 / 33 1 1 1
Sole3b.pdf Economics 1 / 21 0.88 0.96 0.9

Total in tuning set 898 / 912 0.9708 0.9846 0.9793

Table 4.4: The results of the control dataset
File Name Section Incorrect / Total Precision Recall F-value
03_Att.pdf News 0 / 17 1 1 1
04_Att.pdf News 0 / 16 1 1 1
05_Att.pdf News 0 / 8 1 1 1
06_Att.pdf News 0 / 10 1 1 1
07_Eco.pdf Economics 0 / 20 1 1 1
09_Eco.pdf Economics 0 / 10 1 1 1
12_Spett.pdf Culture 0 / 11 1 1 1
13_Spett.pdf Culture 0 / 11 1 1 1
14_Spett.pdf Culture 0 / 15 1 1 1
15_Spett.pdf Culture 0 / 11 1 1 1
16_Spett.pdf Culture 0 / 13 1 1 1
17_Spett.pdf Culture 0 / 10 1 1 1
19_Trento.pdf News 0 / 7 1 1 1
20_Trento.pdf News 0 / 7 1 1 1
21_Trento.pdf News 0 / 6 1 1 1
23_Trento.pdf News 0 / 15 1 1 1
24_Trento.pdf News 0 / 9 1 1 1
25_Trento.pdf News 0 / 10 1 1 1
26_Trento.pdf News 0 / 10 1 1 1
28_Trento.pdf News 0 / 8 1 1 1
29_Trento.pdf News 0 / 5 1 1 1
30_Trento.pdf News 0 / 8 1 1 1
31_Trento.pdf News 0 / 14 1 1 1
32_Rovereto.pdf News 0 / 11 1 1 1
33_Rovereto.pdf News 0 / 14 1 1 1
35_Rovereto.pdf News 0 / 11 1 1 1
36_Rovereto.pdf News 0 / 8 1 1 1
37_Rovereto.pdf News 0 / 19 1 1 1

Continued on next page
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Table 4.4 � continued from previous page
File Name Section Incorrect / Total Precision Recall F-value

38_Rovereto.pdf News 0 / 17 1 1 1
39_Riva.pdf News 0 / 12 1 1 1
40_Riva.pdf News 0 / 17 1 1 1
41_Riva.pdf News 0 / 15 1 1 1

42_Regionali.pdf News 0 / 18 1 1 1
43_Regionali.pdf News 0 / 21 1 1 1
44_Regionali.pdf News 0 / 18 1 1 1
45_Regionali.pdf News 0 / 15 1 1 1
46_Regionali.pdf News 0 / 11 1 1 1
48_Sport.pdf Sport 0 / 20 1 1 1
49_Sport.pdf Sport 0 / 15 1 1 1
50_Sport.pdf Sport 0 / 12 1 1 1
51_Sport.pdf Sport 1 / 15 0.77 0.8 0.78
54_Lettere.pdf Letters 2 / 13 0.75 0.83 0.79
55_Lettere.pdf Letters 1 / 11 0.7 0.8 0.73

CDS_02_PrimoPiano.pdf News 0 / 15 1 1 1
CDS_03_PrimoPiano.pdf News 0 / 10 1 1 1
CDS_05_PrimoPiano.pdf News 0 / 8 1 1 1
CDS_06_PrimoPiano.pdf News 0 / 12 1 1 1
CDS_08_PrimoPiano.pdf News 2 / 8 0.63 0.88 0.71
CDS_09_PrimoPiano.pdf News 1 / 17 0.76 0.8 0.78
CDS_11_PrimoPiano.pdf News 1 / 7 0.61 0.67 0.64

CDS_12_Esteri.pdf News 0 / 7 1 1 1
CDS_13_Esteri.pdf News 0 / 12 1 1 1
CDS_15_Esteri.pdf News 0 / 14 1 1 1
CDS_17_Esteri.pdf News 1 / 10 0.86 0.94 0.9
CDS_20_Cro.pdf News 0 / 6 1 1 1
CDS_23_Cro.pdf News 0 / 14 1 1 1
CDS_27_Cro.pdf News 0 / 3 1 1 1
CDS_29_Cro.pdf News 0 / 11 1 1 1
CDS_31_Cro.pdf News 0 / 4 1 1 1

CDS_33_Economia.pdf Economics 0 / 12 1 1 1
CDS_34_Economia.pdf Economics 0 / 7 1 1 1
CDS_35_Economia.pdf Economics 0 / 14 1 1 1
CDS_37_Economia.pdf Economics 1 / 9 0.88 0.96 0.9
CDS_39_Economia.pdf Economics 0 / 8 1 1 1
CDS_42_Opinioni.pdf Letters 0 / 9 1 1 1
CDS_43_Opinioni.pdf Letters 0 / 16 1 1 1
CDS_45_Cultura.pdf Culture 0 / 4 1 1 1
CDS_47_Cultura.pdf Culture 0 / 10 1 1 1

Continued on next page

47



4 � Evaluation

Table 4.4 � continued from previous page
File Name Section Incorrect / Total Precision Recall F-value

CDS_49_Cultura.pdf Culture 0 / 13 1 1 1
CDS_50_Cultura.pdf Culture 1 / 11 0.9 0.93 0.91
CDS_51_Cultura.pdf Culture 0 / 9 1 1 1
CDS_53_Cultura.pdf Culture 0 / 5 1 1 1
CDS_56_Sport.pdf Sport 0 / 8 1 1 1
CDS_57_Sport.pdf Sport 0 / 9 1 1 1
CDS_59_Sport.pdf Sport 0 / 9 1 1 1
CDS_61_Sport.pdf Sport 1 / 12 0.81 0.88 0.83
Total in control set 855 / 867 0.9726 0.9861 0.9807

Average processing time: 1.3 seconds per �le, computed over the two sets (using a Pentium
D820 at 2.8GHz, 2GB RAM).

4.4 Samples from the data set

The reported tables o�er an overview of the entire data set, of the successfully clustered
documents and the failures. We present now a selection of the analyzed pages, to highlight
the main features, and to analyze the failures, which complete the two examples presented
in Section 3.5.
For each page, a �gure reproducing it has been included. In these �gures, the blocks which
belong to the same article have been marked with the same color, following the clustering
computed by NewsReader. The numbers referred in the text correspond to the numbering
of the blocks which can be seen in the �gure.

4.4.1 23_Trento: a typical page from l'Adige
Let us start this review with the introduction to the layout of "L'Adige", presenting a
"typical" or "representative" page. It is page 23 from the the news section of the issue
from May 6, 2006, reproduced on Figure 4.1.
This page is "typical" in the sense we mentioned in Section 4.1.1. First of all, it features an
average number of blocks and articles: it has 5 articles, of which two are on single columns,
one is set over two columns, another over �ve and the longest over six. There is a total of
15 text blocks, 2 images, and 5 titles. These values are close to the average of the entire
paper, and their general layout is common to other pages.
A typical feature which can be seen in l'Adige is the relatively frequent usage of blocks
which do not fall directly under the title of the article they belong to, as it happens with
blocks 18 and 22. Also the presence of small, one-column, almost square articles, like
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Figure 4.1. The image of �le 23_Trento.
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number 13, placed inside another bigger article is a trait present on many pages of this
journal.
The clustering is correct. There are two critic points, for the software. First of all, blocks
0 and 2, which are below the title numbered with 13, tend to be erroneously aggregated
to this block. In this case, the single column rule applied to title 13 prevents this wrong
connection. This is further strengthened by the fact that the two blocks have the same
geometry and alignments as blocks 3 and 4, and are bottom aligned, and have the same
width, as blocks 1 and 5, which are strongly connected to their title since the anchoring
step.
A second critic point is represented by blocks 18 and 22, which need to be attached to
title 17, and not 15. In this case, bottom alignments, but even more the in�uence of the
envelope built around block 17, manage to attract the blocks to the correct article.

4.4.2 CDS_01: a page with strong over�ow

CDS_01 is from the issue of July 15, 2005, page 43, and come from the letters section.
CDS_01 is a page which has a strong over�ow pattern, which enters into direct competition
with the other rules, in particular with the top title anchoring rule. A reproduction is
presented in Figure 4.2. The lower third of the page is occupied by the weather forecast,
which is a typical example of semi-graphic content which needs to be removed or converted
into a single image.
This page is challenging because the strong over�ow pattern which can be seen in the lower
part of the page, enters into strong competition with the article on the top, which has a
plain layout. To recall the de�nition, an over�ow pattern is present in the page when the
interested section should be read column-wise, and not row-wise, and the text from a block
at the bottom of one column continues (over�ows) on a block of the next column. In this
case, this is evident in the lower part of the page, where block 10 over�ows to block 9 and
together form article 18, and so on for the rest of the blocks.
The di�culty for the software is in the connection of the blocks which are not directly
under a single-column title, and this happens for blocks 9, 8, 12 and 11. The bottom
alignments of the blocks of the yellow article help to detach those blocks from article 0.
Block 8 is an exception, since block 2 is not bottom aligned with the others. The rule
which detects the over�ow pattern over the columns is also important: when, for example,
the software �nds a primary over�ow for block 8, it searches that column to see if it can
�nd more single-column articles, like the one formed by block 20; since such block is found,
the original over�ow from block 13 to 8 is strengthened.
Despite the complicated layout, the software is able to correctly cluster this page.
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Figure 4.2. The image of �le CDS_01.
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Figure 4.3. The image of �le 25_Lett.
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4.4.3 25_Lett: a misclassi�ed page
One of the �les which are problematic to the software is 25_Lett, from the letters section
of l'Adige from October 20, 2004, page 55 (reproduced on Figure 4.3).
The layout is a mix between column oriented letters (over�ow pattern) and standard ar-
ticles. There is however one particularly complicated section, which is represented by the
placement of blocks 5 and 6. Those two blocks are positioned in the middle of a running
over�ow, but are not part of it. In particular, block 10 over�ows to block 11, skipping an
entire column, which is occupied by the o�ending article 5.
The software detects an over�ow pattern for that part of the page, and after considering
block 10 it naturally tries to bind it to a block in the next column. Since in the next column
there is a set of blocks compatible with this pattern, it considers article 9 as complete, then
it considers article 5, and continues to seek over�ow from block 6. In the next column there
is a compatible block, number 11, followed by another block, number 12. Below it, block
13 continues the over�ow pattern with a successive article.

4.4.4 30_Lett: a misclassi�ed page
Another page which has been misclassi�ed is 30_Lett, reproduced in Figure 4.4. We can
see a similar pattern as in the previous two pages. Here however a block is misclassi�ed
because the attraction generated by block 1 prevails on the secondary over�ow from block
14. In fact, the competition is between two secondary over�ows: one is composed by the
pattern of the blocks 1 - 9 - 13 - 15, the other by 11 - 12 - 14 - 15.
In this case a single block is attached to the wrong article.

4.4.5 CDS_37_Economia: a misclassi�ed page
We �nally present a last example, this time not taken from the letters sections, of yet
another erroneously clustered page, in CDS_37_Economia (see Figure 4.5). Here, the
small article number 9 disturbs the correct attachment of block 11 to its title (number 1),
and it is instead attached in over�ow mode to title 3.

4.5 Comparison using only textual clues

In Section 2.2 we have described the approach that was proposed in [Pegoretti, 2004] to
cluster the articles using the lexical analysis only. Since the methodology of the experi-
mentation is similar, we can safely compare the results of the present research with the
results obtained using the lexical clusterers. The comparison is meaningful, as the data
sets partly overlap, in particular, in the control data set, 40 pages of 62 are common in the
two experimentations.
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Figure 4.4. The image of �le 30_Lett.
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Figure 4.5. The image of �le CDS_37_Economia.

55



4 � Evaluation

As we have pointed out when describing the pure lexical clusterers, in that project three
ways for the words indexing were proposed, and three di�erent clustering algorithms were
described. This generates a total of nine combinations. In Table 4.5, we present all the
results that summarize that research.
In the �rst row there is the Clustering technique, chosen between Simple, Comparative,
and Agglomerative.
Follows the indexing method, chosen among Base, Stop (indexing using stopwords), and
Bigram.
Precision, recall, distribution, and WHM are reported in the next columns.
Clustering Indexing Precision Recall Distribution WHM
Simple Base 0.4731 0.3657 0.5131 0.8318
Comparative Base 0.4731 0.3657 0.5131 0.8318
Agglomerative Base 0.3946 0.2584 0.5236 0.8990
Simple Stop 0.5891 0.5136 0.5916 0.8241
Comparative Stop 0.5829 0.5023 0.5759 0.8900
Agglomerative Stop 0.5598 0.4089 0.6702 0.9468
Simple Bigram 0.5538 0.4225 0.6283 0.8990
Comparative Bigram 0.5825 0.5143 0.5654 0.8641
Agglomerative Bigram 0.5447 0.3968 0.6440 0.9674
NewsReader Tuning set 0.9708 0.9846 0.9859 0.9793
NewsReader Control set 0.9726 0.9861 0.9863 0.9807

Table 4.5. Pure lexical clustering compared to NewsReader

4.6 Discussion

The comparison of the results of NewsReader with the results of the lexical clusterers
reported in the previous section give a guideline to interpret the results of our research. The
lexical clustering alone is not su�cient to reliably perform the operation. This technique
must be enhanced with the layout analysis, otherwise it su�ers from values in recall and
precision which are not satisfactory, and a high variability in the results.
Our approach on the other hand features high precision, high recall, and at the same time
a low variability of the results: no single page has an f-value lower than 0.64 (while using
pure lexical clustering there were pages with precision values as low as 0.18), and the mean
of the f-values of the erroneously clustered pages is 0.82.
These values show that our system is able to cluster article pages in a reliable way, making
a low number of errors, each of which consists of a small number of misclassi�ed blocks.
There is an interesting point which unites part of the errors, and it is the fact that a
number of them come from the "letters from the readers" sections: 8 pages contain errors
out of the 10 present in the set, while the remaining 12 pages with errors are spread across
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all the remaining 122 pages. The performance in the clustering of the letters section is
in fact not as bad as this statement seems to suggest. We can see from the tables that
the errors regard no more than two blocks on each page, allowing the precision and recall
values to be still above 0.7, on average around 0.8, which is still well above the average
obtained with pure lexical clustering.
Other sections of the newspaper, however, create a much more comfortable environment to
work with, and they are usually much easier to read and to process, as it can be seen from
the results: if we purged the pages from the letters sections, the results would improve
dramatically.
The letters sections are the most complicated in the papers we analyzed, as they are made
by a large number of small articles (the single letters) usually interleaved with a number
of larger articles, set in the traditional way. The �ow of the letters is used to �ll the spaces
left by the larger articles, generating complex, non-linear layouts.
In general, the errors, some of which have been described in the last part of this chapter,
have mostly two causes.
The �rst one is an inherently misleading layout. This happens in page 25_Lett (Figure
4.3), for example, and also, in minor measure, in 30_Lett (Figure 4.4). In this case, the
system will fail, because of the page pattern itself, which leads to an error. A user who
is presented the layout after the text has been removed from the blocks, would probably
make a similar choice as NewsReader did. A human reader in this case would use other
aspects of the page, apart from the layout, to �nd the correct clustering.
The second one is caused by a slightly confusing layout, or by unusual patterns, which cause
the software to �nd alternatives which from its point of view have a similar probability,
and only minor factors make one or the other prevail. In this case, we have observed that
a user usually is able to correctly guess the layout from the geometry only, but the process
is greatly enhanced by other clues, which NewsReader does not take into account.
Following this intuition, we can advance a series of conjectures, about the means which
may enhance the performance of NewsReader.
The layout elements which NewsReader takes into consideration consist of the geometry
of the blocks; in the page there are however many other elements which are used by the
human reader to guess the clustering. First of all, frames and lines. These are powerful
ways to separate content, to divide articles, and to suggest a clustering. The use of frames,
for example, would probably allow a correct clustering of Page 25_Lett (Figure 4.3). The
o�ending article in the middle of the over�ow (number 5) would be isolated, as well as the
other two large articles (numbers 0 and 20). The remaining part of the page would be then
clustered using the over�ow pattern, which would reconstruct the original layout.
Background colors are also used by the reader to group blocks together. This would help
in page CDS_37_Economia (Figure 4.5), preventing block 4 to attract block 11, and
therefore allowing it to be correctly attached to the second-choice block, which is the title
above the small article, numbered with 1.
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Finally, also font size and font face could help, with some precautions (i.e. allowing it
to in�uence the connections with only little scores). There are cases where considering
this aspect would help, like in page 30_Lett (Figure 4.4), where the blocks of the article
numbered with 1 are all in slanted font, while the block 15, incorrectly attached, is in
normal face. There are also cases where this would disturb the results, like in page CDS_01
(Figure 4.2), where the article 0 is composed by blocks in regular font, and three blocks
entirely set in bold font.
All these elements suggest that the implementation of further pattern rules could help to
enhance the software. However, at the same time they would complicate it as well, and
may introduce side e�ects or disturb the established rules. The introduction of them would
require another cycle of experimentation, and the creation of another control data set, to
estimate any improvement or degradation of the performance.
There are also other aspects, which apparently could help. For example, we see that often
articles start with the name of the city in capitalized letters followed by a dash. This could
be very useful, as it would allow to identify the �rst block of an article with a very high
accuracy. Or, we can notice that often articles end with the name or the pseudonym of
the journalist. This could prevent over�ow to be applied to such block, and would void
the envelope built to the right of it.
These elements however are treacherous. They let the approach slip towards a newspaper-
speci�c method, which takes advantage from the characteristics of a single newspaper, and
is not able to process others, or does so with a lower accuracy. Basing the �rst block
identi�cation on the name of the city, would work well on The Times, for example, but
would fail on L'Adige, which employs this kind of notation very sparsely.
Also the lexical rules could be enhanced. The introduction of a stemmer [Hull, 1996,
Fuller and Zobel, 1998], for example, should be evaluated, in order to merge together the
frequencies of words which come from the same root (like plurals and voices of the same
verb). This could have a positive impact on the similarity computation. Another option is
the weighting of the similarity strength based on the block length. In cases of very short
blocks, composed of just a few lines, the similarity degree is less relevant with respect to
longer blocks, because the journalists tend to avoid repetitions in close sequence.
The NewsReader current implementation is a tradeo� between the complexity of the ap-
plied rules, and the performances, which we consider satisfactory to demonstrate the cor-
rectness and usefulness of the approach. There is still the possibility to enhance the
approach, by the introduction of new rules, by making the existing rules smarter, or by
adding publication-speci�c parameters, which would alter our approach, which tried to
be as general as possible, but would surely improve a hypothetical implementation made
especially for a single newspaper.
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Chapter 5

Conclusions

An optical scanner converts a paper document into a bitmap. Existing software can analyze
it in many ways. It is possible to extract the text from the image. It is possible to convert
the bitmap into a digital document which resembles the original layout, but which can
be edited by a word processor (while this cannot be done with the image). And if the
document has a very simple layout, like a letter, it can be read aloud by a text-to-speech
engine, or archived. But if the document is elaborated, further processing is needed. This
is the case of the intricate layout characteristic of the modern daily press. A newspaper
page is quite a complicated document. On a page, a number of articles are present, each
of which has a title and a body; there are advertisements, illustrations and pictures, and
many other elements. Looking at a lower level of abstraction, the page is composed by
blocks of text and images. An article is composed by one or more blocks which are usually
written in a larger font and represent the title; and by many blocks scattered on the page,
often laid out in columns, which form the body.
The mere conversion of the blocks into text is therefore not su�cient to extract all the
information carried by the layout and the text. The document can be understood by a hu-
man reader only if the layout is retained in the output �le, because it contains information
which are vital to allow to understand the document. Without the layout, it is di�cult
to reconstruct the articles: it is not straightforward to tell which titles and which blocks
belongs to each article.
In this sense, a further step is needed in the Document Image Analysis chain, in order to
make the layout retention not necessary. This can be done only if we �nd a method to
automatically reconstruct the original text of the articles. To do this, we need to group
together the blocks the article is split into, �nd the correct title, compute the reading order,
and present to the user a document containing, for each article, the title, and the full text.
We introduced NewsReader, an innovative system which is able to process newspaper
pages, and extract the single articles. It is then able to call an external tool, which detects
the reading order of the blocks, and therefore completely reconstruct the text in the form
it was before the typesetting.
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NewsReader does not cover the entire process from paper to knowledge. It relies instead
on a pre-processing phase done by another software system, which performs the OCR
functionality, the layout segmentation, and blocks classi�cation. OCR, Optical Character
Recognition, consists in the conversion of the bitmap into text. The layout segmentation
consists in the detection of the text blocks and images. Finally, the classi�cation is the
phase which identi�es the logical function of the blocks (identifying titles, body blocks,
images, etc.).
Using this input, NewsReader aims at dividing the blocks into subsets, called clusters,
which represent the single articles. This is done using a rule-based approach. The system
performs a series of observations, each of which follows one rule, and captures a single
aspect of the conventions of the newspapers layout. At the end, those observations are
used to deduce the clustering.
The research is innovative, because the approach is radically di�erent from the most avail-
able systems. Most of the existing systems try to capture speci�c aspects of a single
publication, and rely therefore on hardwired rules which are very e�ective for the news-
paper they were created for, but are not able to process any other publication. Others
are adaptive, and require a phase of training, which allows them to learn about a speci�c
publication, but the rules which they generate are fragile, as they capture inessential geo-
metric features, which, again, make them e�ective for the speci�c paper they got trained
for, but any new publication requires a new training phase.
NewsReader on the other hand employs a small set of rules (nine in total) which are very
general, and make it possible to process any document, with the only condition that the
page contains of one or more articles, and each article has one title. The rules are divided
into three kinds: anchoring rules, which investigate the vertical relations between titles
and blocks; pattern rules, which search for typical patterns in the page; and lexical rules,
which use the frequencies of the words to �nd similarities between blocks, instead of their
geometry.
The system has also a low complexity, and the processing times are very small, in particular
if compared to those of the OCR phase (the average processing time of our unoptimized
implementation is 1.3 seconds per page, while the OCR takes on average over 40 seconds
per page).
The system therefore uses both the layout (geometric) information and the textual contents
to reach its goals.
To experimentally evaluate the approach, a software implementation has been developed,
calibrated using a set of 61 pages, and �nally veri�ed using a fresh set of 73 pages, from
various Italian newspapers. The results were satisfactory, since with the control data set
the average precision was 0,9726, and the recall was 0,9861.
The comparison of our results with the previous researches, which involved the clustering of
newspaper pages using a pure lexical approach, shows that integrating layout information
with the lexical elements allows to obtain a signi�cant performance increase.
Further research should focus on several open issues.
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First, the part of the document analysis chain which we performed with human supervision
should be completely automated. To do this a robust classi�er needs to be designed and
implemented, together with an OCR module and a complex layout segmenter, which would
be able to correctly group titles, and eliminate unnecessary blocks, like the advertisements.
Second, improvements to the existing NewsReader code base can be devised, also taking
into consideration that the errors come mostly from one particular section of the papers
(the letters from the readers). Such enhancements can be obtained by introducing new
rules, to take into consideration other layout aspects, like the font type and face or the
frames and lines, or by modifying the lexical module.
Third, the system needs to be extended to be able to cope with articles which span over
multiple pages.
Finally, further experimentation could be carried out, in order to consider a broader set of
newspapers, and test the system on di�erent languages.
This research shows therefore that is is possible to sinergically employ information coming
from the layout and the lexical contents of the blocks, to obtain a system which clusters the
textual components of a newspaper page into the original articles with a good accuracy.

61





Bibliography

M. Aiello, C. Monz, L. Todoran, and M. Worring. Document understanding for a broad
class of documents. International Journal on Document Analysis and Recognition, 5:
1�16, 2002.

M. Aiello and A. Pegoretti. Textual article clustering in newspaper pages. Applied Arti�cial
Intelligence, To appear November 2006.

M. Aiello and A. M. W. Smeulders. Thick 2D relations for document understanding. Inf.
Sci. Inf. Comput. Sci., 167(1-4):147�176, 2004.

J. F. Allen. Maintaining knowledge about temporal intervals. Commun. ACM, 26(11):
832�843, 1983.

O. Altamura, F. Esposito, and D. Malerba. Transforming paper documents into XML for-
mat with WISDOM++. International Journal on Document Analysis and Recognition,
4:2�17, 2001.

R. Baeza-Yates and B. Ribeiro-Neto. Modern Information Retrieval. Addison Wesley,
1999.

F. Cesarini, E. Francesconi, G. Soda, and M. Gori. A two level knowledge approach
for understanding documents of a multi-class domain. In ICDAR '99: Proceedings of

the Fifth International Conference on Document Analysis and Recognition, page 135,
Washington, DC, USA, 1999. IEEE Computer Society.

F. Esposito, D. Malerba, and F. A. Lisi. Machine learning for intelligent processing of
printed documents. Journal of Intelligent Information Systems, 14(2-3):175�198, 2000.
ISSN 0925-9902.

J. Fisher, S. Hinds, and D. D'Amato. A rule-based system for document image segmenta-
tion. In 10th International Conference on Pattern Recognition, volume 1, pages 567�572,
1990.

G. M. Ford, S. E. Hauser, and G. R. Thoma. Automated reformatting of OCR text from
biomedical journal articles. In Symposium on Document Image Understanding Technol-

ogy, pages 321�5, 1999. URL http://mdot.nlm.nih.gov/pubs/sdiut/reformat.php.

63



BIBLIOGRAPHY

N. Friburger and D. Maurel. Textual similarity based on proper names. Mathematical

Formal Information Retrieval (MFIR'2002), pages 155�167, 2002.
M. Fuller and J. Zobel. Con�ation-based comparison of stemming algorithms. In Proc. of

the Third Australian Document Computing Symposium, Sydney, Australia, 1998.
R. Haralick. Document image understanding: geometric and logical layout. IEEE Com-

puter Society Conference on Computer Vision and Pattern Recognition, pages 385�390,
1994.

B. Hollingsworth, I. Lewin, and D. Tidhar. Retrieving hierarchical text structure from
typeset scienti�c articles - a prerequisite for e-science text mining. In Proceedings of the

4th UK E-Science All Hands Meeting, Nottingham, pages 267�273, 2005.
D. A. Hull. Stemming algorithms: a case study for detailed evaluation. J. Am. Soc. Inf.

Sci., 47(1):70�84, 1996.
S. Mori, C. Suen, and K. Yamamoto. Historical review of OCR research and development.
Proceedings of the IEEE, 80:1029�1058, 1992.

G. Nagy. Twenty years of document image analysis in PAMI. IEEE Trans. Pattern Anal.

Mach. Intell., 22(1):38�62, 2000.
G. Nagy, J. Kanai, M. Krishnamoorthy, M. Thomas, and M. Viswanathan. Two comple-
mentary techniques for digitized document analysis. In DOCPROCS '88: Proceedings of

the ACM conference on Document processing systems, pages 169�176, New York, NY,
USA, 1988. ACM Press.

A. Pegoretti. Clustering of article blocks in newspaper pages. Master's thesis, Università
degli Studi di Trento, 2004.

S. Riz. Analisi testuale di immagini di pagine di quotidiani: una sperimentazione. Master's
thesis, Università degli Studi di Trento, 2005.

G. Salton and M. E. Lesk. Computer evaluation of indexing and text processing. J. ACM,
15(1):8�36, 1968.

The Society of News Design. The Best of Newspaper Design. Rockport Publishers, 2005.
C. VanRijsbergen. Information Retrieval. Butterworths, 1979.

64



Appendix A

Implementation

A.1 Development history

The reference implementation has been done with the purpose of the practical experimen-
tation of the theories which have been described in the previous section. As it was pointed
out, we aimed at covering the last step in the DIA chain, consisting in the interpretation
and processing of the data provided by the OCR software.
The �rst step has been the domain study, and the state of the art investigation. During
this phase, we worked on many fronts. One was the research over the existing systems with
similar purposes, and the existing literature. Then, we made intuitive observations using
real newspapers, books and magazines. We used a set of newspapers coming from all over
the world, and confronted them in order to extract the most important common traits, to
start with. It was at this point that we started to make conjectures about the rules to be
employed.
Next, the existing code base of the SpaRe and the lexical clusterers has been analyzed.
The chosen OCR software has been studied and an XML parser and transformer has been
devised, to load its input into a meaningful data structure. The input format to our
software and part of its data structures have been partly de�ned at this step. Also the
semi-automatic classi�er has been implemented at this phase, otherwise we could not fed
the data to the legacy systems to test them.
After this, we had to make the choices about the technology platform to be used, consisting
on the system, the languages and tools to be employed.
We reviewed the SpaRe and the lexical analyzers because their functionalities were required
in our system, so we were interested in the possibility of reuse their code inside our work.
We found however that this was not possible, and that we could only try to integrate them
as external tools. In fact, SpaRe has been kept with only minor changes in its interface,
and called as the last step of the process. The lexical clusterers on the other hand have
been entirely reimplemented.
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A � Implementation

Since the analysis of the possibility to reuse part of the existing code proved negative,
we were free to choose any available technology. The requirements for the language and
technology were the following: an easy language, very well known, unobtrusive and having
at the same time good prototyping capabilities, and the possibility to refactor the code
into an elegant, object-oriented environment; easy and immediate access to basic GUI
capabilities (no needs for complex tasks); availability, good interoperability, low deployment
costs for demonstrative and sharing purposes; no performance requirements;
All these points suggested a web application, based on the PHP scripting language. Such
a solution can be implemented wherever a web server is run, with no deployment costs �
in fact it is always visible, during all the creation steps, being entirely server based. It
is platform and system independent. The language is extremely �exible, allowing a very
broad range of programming techniques, from the most basic, to sophisticated software
engineered processes, with a full-�edged object-oriented environment. The GUI is tightly
integrated, in the form of the generated web pages in the HTML markup language.
Performance is one of the possible drawbacks of this choice, as PHP is an interpreted
language, based on a web server. In the scope of this work, however, the speed of the �nal
software was more than su�cient. A single page processing speed was well below the speed
required by the OCR program, and about 1:26 minutes were needed to process 61 �les.1
We are con�dent that a code-optimized, natively compiled version could perform much
better. The implementation is not optimized at the algorithmic level, because optimization
can introduce unwanted side-e�ects, di�cult to trace and debug, and therefore alter the
experimental results. If maintaining a web-oriented approach, code optimization could be
su�cient to obtain better performance.
Finally, an architectural plan was developed, and the real implementation began.
The structure that was chosen is similar to a plug-in-based system. The rules are im-
plemented as functions which can be added or removed at any time, even dynamically,
without a�ecting the rest of the system. This is a great advantage, as it allowed to plan
the architecture ahead, and allowed to detail and re�ne the algorithms of the single rules
over time. Moreover, such a system remains open to the introduction of new rules and
patterns, which allow to manage situations which require the customization of the rules.

A.2 A web interface

The web site is structured as follows:

.

|-- exec

| |-- Clustering_paragone.pl

| |-- cleanXML.pl

1Gentoo Linux, GCC 3.3.6, Apache 2.0.55, PHP 4.4.2, on a Pentium D820 at 2.8GHz, 2GB RAM
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| |-- launchSpare.sh

| |-- launchSpareFull.sh

| |-- result.pl

| |-- simplifyXML.pl

| |-- step1.pl

| |-- step1_confronto.xml

| |-- step2.pl

| `-- stopwords-it.txt

|-- include

| |-- Block.class.php

| |-- BlockPage.class.php

| |-- Envelope.class.php

| |-- Processor.class.php

| |-- ReadingOrderer.class.php

| |-- Sajax.php

| |-- Step1Parser.class.php

| |-- TBRR.class.php

| |-- XMLPreparer.class.php

| |-- config.php

| `-- functions.inc

|-- public

| |-- index.php

| |-- process.php

| |-- step1.php

| |-- step2.php

| |-- truth_maker.php

| `-- uploads -> ../uploads

|-- templates

| |-- index.tmpl

| |-- page.tmpl

| |-- process.tmpl

| |-- step1.tmpl

| |-- step2.tmpl

| `-- truth_maker.tmpl

|-- toolbars

|-- uploads

| |-- 01_Cro.pdf

| |-- 01_Cro.truth

| |-- 01_Cro.xml

| |-- (etc...)

| |-- control

| | |-- 03_Att.pdf

| | |-- 03_Att.truth

| | |-- 03_Att.xml
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| | |-- 04_Att.pdf

| | |-- 04_Att.truth

| | |-- 04_Att.xml

| | `-- (etc...)

`-- working

|-- spare.pl

`-- spareFull.pl

This directories structure is a common way to organize �les when dealing with complex
dynamic web sites.
The include directory contains all the necessary inclusions, the classes and libraries. The
config.php �le is an auto-prepend by the Apache server, which means that it is auto-
matically included on top of every executed script. Its purpose is to con�gure the global
variables needed by the scripts, and to perform all the actions which need to be done before
any page. Typically this can be the check of the credentials for a reserved area, or the
initialization of common data structures. In this case, it just sets paths and includes all
the common libraries.
The public directory contains the scripts which are callable by the user through the
browser. This is the directory which is published by the web server. The system starts
at the index.php page. From here, the user can proceed to the legacy systems at the
step1.php and step2.php (the SpaRe and the lexical clusterers respectively) or he can
enter the NewsReader procedure, in the process.php page, from where truth_maker.php
can be reached. Every �le present in the public folder has a corresponding template in the
templates folder. This separates the presentation layer from the sources. Each template
is automatically included at the end of the processing of the corresponding .php script.
The uploads directory is the one that contains the �les to be analyzed. For each document,
there are three �les, with the same name and di�erent extensions: the PDF (.pdf), which
contains the initial �le. The .xml �le (the only required), that contains the XML output
by the OCR program, which needs to be pre-processed. And the .truth �le, an XML
document that contains the ground truth, and is used to verify the results and compute
the precision. In this speci�c case, also the uploads directory is published (using the
symbolic link in the public directory), so that the PDF �les and the XML sources can be
downloaded using the browser.
In the exec folder, there are the �les available as external tools, via the PHP exec or
system commands. They include the SpaRe launcher, the external reference clusterer, and
the XML pre-processor. The stopwords �le is included here so that it is easier to launch
external tools. The same way, the SpaRe is located in the work directory.
Finally, in the working directory, we can �nd all the temporary �les which are generated
by the process. Temporary unique �lenames must be generated, in order to let multiple
users to work at the same time, possibly on the same �le, without interfering in each other's
work. This directory must be writable by the server.
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To setup this service, after copying all the �les to a directory called documentreader,
the Apache server must be set up, adding the following clause to the server con�gura-
tion �le, usually located at /etc/httpd/httpd.conf. Replace /HOME with the path to
the directory. In php.ini, set register_globals to On. The service will be available at
http://server_base_address/dr/.
Alias /dr /HOME/documentreader/incoming

Alias /drscratch /HOME/documentreader/working

<Directory /HOME/documentreader/incoming>

php_value auto_prepend_file /HOME/documentreader/include/config.php

php_value session.cookie_path /dr/

php_value session.name DR_SESSID

php_admin_value safe_mode_exec_dir /HOME/documentreader/exec

</Directory>

A.3 The object model

The object model is not complicated, as the program itself is not very long. The relatively
large number of �les is caused by the implementation as web application, and by the
necessity to launch many external utilities.
When processing a �le, the Processor objects takes care of the main sequence of the tools
that need to be executed. First of all the XMLPreparer copies the XML �le produced by
the OCR program to the working folder and renames it to a temporary name. Then the
pre-processing Perl script is started, and it converts the �le to the input to NewsReader,
creating another XML �le. We have stated that the pre-processing phase has been carried
out semi-automatically. This implementation seems to be on the other hand entirely au-
tomatic. In fact, it is: the user dos not modify the classi�er to accommodate to the XML
�le, but rather proceeds the other way, and adds to the XML output of the OCR software
a series hints for the classi�er, in the cases it does something wrong.
After the XMLPreparer comes the Step1Parser, which is an object that parses the XML
�le using the standard PHP XML tools, and converts it to a list of blocks. The Block

object is a derived class from BasicBlock. BasicBlock contains all the main features a
block needs to have, like its coordinates, and the functions to compare it to another block
and check the alignments with another similar object. The Block object adds members
speci�c to a NewsReader block, like the ID of the block, the type of it, the article it
belongs to (for the �nal output), the words array and their frequencies, the structures that
reference the blocks above, below, right and left to it, whether it is part of a horizontal or
a single-column article, and the reading order (computed in the �nal phase as well).
The Envelope object inherits from Block as well. This object is used to keep track of the
envelope coordinates. When calling addBlock() over and instance and passing a Block,
the envelope adjusts itself to wrap the new block, using the smallest rectangular bounding
block to surround the existing envelope together with the newly added block.
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The blocks are then passed to the BlockPage, which is the core of the system. The
Processor calls the method to build the grid (rows and columns for each blocks) and
then launches the anchoring rules (attachTopTitles() and attachSideTitles()). Af-
ter this, envelopes are built, and the pattern rules are called: attachInnerTitles(),
attachSideLonelyTitles(), checkSideEnvelopes(), checkOverflow()), and �nally the
function called checkAlignments(). Then computeLexicalSimilarity() is called for the
lexical rules, and then the matrix is reduced to the �nal output, calling makeClusters().
Finally the ReadingOrderer object can be called. It reads the �nal BlockPage, prepares
the input for the Spare, and launches it repeatedly for every article, �lling the appropriate
�eld in each block.
There is another object, the TriangularTable, which stores the pairs of the triangular
matrix representing the graph, and has methods to alter the scores. It is also extremely
useful for debug purposes, because it can track all the score changes in one place.
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Appendix B

Traces of execution

B.1 The rules applied for Sole_3

The format of the listing is the following:
Sum <first block> <second block> <strength> (<reason>)

First block and Second block are the two blocks between which the connection needs
to be modi�ed. Since the relation is symmetrical, the order of the two blocks is not
important.
Strength is the value of the connection. If the two blocks are already connected, the
existing value and the value passed by the function are summed: if the existing was 10 and
the new is 5, the resulting strength will be 15. Reason is a textual explanation of the rule,
in order to trace in the code what caused the change. Here are the codes of the rules:
Anchoring rules
TOPT: top title.
SINGLE COL TOPT: single column top title.
SINGLE COL NO_SW single column article detected, detaching all blocks under the �rst block
with di�erent width, including it.
Pattern rules
SH, SW: same height, same width.
KILL ABOVE/BELOW FIRST: detach blocks above/below the �rst block of a horizontal arti-
cle.
SIDE TTL PROPAGATE: propagate the score to the next block to the right of a horizontal
article, if it �ts.
KILL ABOVE/BELOW PROP BLOC: detach blocks above/below the next block of a horizontal
article after side propagation.
HILL HTITLE ABOVE/BELOW: detach blocks above/below the title of a horizontal article.
SIDE OF LONELY TITLE: lonely title pattern detected.
ENVEL: envelope mathes. The arguments are: block id, envel id, top zone, bottom zone.
OVERFL HSW 2ND: secondary over�ow between blocks with the same width in adjacent
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columns.
OVERFLOW PRIMARY: primary over�ow.
HSW2: blocks have the same width.
BA2: blocks are bottom aligned.
TA2: blocks are top aligned.
SAME: blocks have the same dimensions.
BTM REPULSION: bottom repulsion.

Listing B.1. The rules applied for the
�le

1 Sum 6 12 20 (TOPT 12)
Sum 6 12 10 (SINGLE COL TOPT 12)

3 Sum 31 12 −10 (SINGLE COL NO_SW 12)
Sum 6 12 −10 (SINGLE COL NO_SW 12)

5 Sum 25 12 −10 (SINGLE COL NO_SW 12)
Sum 26 12 −10 (SINGLE COL NO_SW 12)

7 Sum 24 12 −10 (SINGLE COL NO_SW 12)
Sum 37 12 −10 (SINGLE COL NO_SW 12)

9 Sum 36 12 −10 (SINGLE COL NO_SW 12)
Sum 6 22 12 (TOPT 22)

11 Sum 6 0 0 (TOPT 0)
Sum 16 0 20 (TOPT 0)

13 Sum 1 3 20 (TOPT 3)
Sum 17 0 20 (TOPT 0)

15 Sum 29 25 20 (TOPT 25)
Sum 29 31 0 (TOPT 31)

17 Sum 29 0 0 (TOPT 0)
Sum 15 0 12 (TOPT 0)

19 Sum 26 25 20 (TOPT 25)
Sum 26 31 0 (TOPT 31)

21 Sum 26 12 0 (TOPT 12)
Sum 26 22 0 (TOPT 22)

23 Sum 26 0 0 (TOPT 0)
Sum 24 31 4 (TOPT 31)

25 Sum 24 12 0 (TOPT 12)
Sum 24 22 0 (TOPT 22)

27 Sum 24 0 0 (TOPT 0)
Sum 27 25 20 (TOPT 25)

29 Sum 27 31 0 (TOPT 31)
Sum 27 22 0 (TOPT 22)

31 Sum 27 0 0 (TOPT 0)
Sum 39 32 20 (TOPT 32)

33 Sum 39 22 0 (TOPT 22)
Sum 39 0 0 (TOPT 0)

35 Sum 19 0 12 (TOPT 0)
Sum 13 22 20 (TOPT 22)

37 Sum 13 0 0 (TOPT 0)
Sum 23 31 4 (TOPT 31)

39 Sum 23 0 0 (TOPT 0)
Sum 9 22 12 (TOPT 22)

41 Sum 9 0 0 (TOPT 0)
Sum 30 22 20 (TOPT 22)

43 Sum 30 0 0 (TOPT 0)
Sum 34 31 20 (TOPT 31)

45 Sum 34 3 0 (TOPT 3)
Sum 10 0 12 (TOPT 0)

47 Sum 28 25 20 (TOPT 25)
Sum 28 32 0 (TOPT 32)

49 Sum 28 31 0 (TOPT 31)

Sum 28 22 0 (TOPT 22)
51 Sum 28 0 0 (TOPT 0)

Sum 5 3 20 (TOPT 3)
53 Sum 38 31 20 (TOPT 31)

Sum 38 22 0 (TOPT 22)
55 Sum 38 0 0 (TOPT 0)

Sum 35 31 20 (TOPT 31)
57 Sum 35 0 0 (TOPT 0)

Sum 2 3 12 (TOPT 3)
59 Sum 8 22 4 (TOPT 22)

Sum 8 0 0 (TOPT 0)
61 Sum 40 32 20 (TOPT 32)

Sum 40 22 0 (TOPT 22)
63 Sum 40 0 0 (TOPT 0)

Sum 11 0 20 (TOPT 0)
65 Sum 14 0 20 (TOPT 0)

Sum 37 31 20 (TOPT 31)
67 Sum 37 12 0 (TOPT 12)

Sum 37 22 0 (TOPT 22)
69 Sum 37 0 0 (TOPT 0)

Sum 7 22 12 (TOPT 22)
71 Sum 7 0 0 (TOPT 0)

Sum 33 31 20 (TOPT 31)
73 Sum 33 3 4 (TOPT 3)

Sum 36 31 20 (TOPT 31)
75 Sum 36 12 0 (TOPT 12)

Sum 36 22 0 (TOPT 22)
77 Sum 36 0 0 (TOPT 0)

Sum 42 41 20 (TOPT 41)
79 Sum 42 41 10 (SINGLE COL TOPT 41)

Sum 42 32 0 (TOPT 32)
81 Sum 42 22 0 (TOPT 22)

Sum 42 0 0 (TOPT 0)
83 Sum 18 0 12 (TOPT 0)

Sum 4 0 12 (TOPT 0)
85 20 23 :

Sum 20 23 24 (SH +7 23)
87 Sum 23 35 −5 (KILL ABOVE 1ST 35)

Sum 23 36 −5 (KILL ABOVE 1ST 36)
89 Sum 23 31 −5 (KILL ABOVE 1ST 31)

Sum 23 2 −5 (KILL ABOVE 1ST 2)
91 Sum 23 4 −5 (KILL ABOVE 1ST 4)

Sum 23 14 −5 (KILL ABOVE 1ST 14)
93 Sum 23 1 −5 (KILL ABOVE 1ST 1)

Sum 23 0 −5 (KILL ABOVE 1ST 0)
95 Sum 20 24 24 (SIDE TTL PROPAGATE 24 (24)

)
Sum 24 37 −3 (KILL ABOVE PROP BLOCK 24)

97 Sum 24 36 −3 (KILL ABOVE PROP BLOCK 24)
Sum 24 31 −3 (KILL ABOVE PROP BLOCK 24)

99 Sum 24 7 −3 (KILL ABOVE PROP BLOCK 24)
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Sum 24 6 −3 (KILL ABOVE PROP BLOCK 24)
101 Sum 24 30 −3 (KILL ABOVE PROP BLOCK 24)

Sum 24 12 −3 (KILL ABOVE PROP BLOCK 24)
103 Sum 24 22 −3 (KILL ABOVE PROP BLOCK 24)

Sum 24 15 −3 (KILL ABOVE PROP BLOCK 24)
105 Sum 24 16 −3 (KILL ABOVE PROP BLOCK 24)

Sum 24 17 −3 (KILL ABOVE PROP BLOCK 24)
107 Sum 24 0 −3 (KILL ABOVE PROP BLOCK 24)

End at d i s t ance 3 (38 excluded )
109 Sum 20 34 −24 (KILL HTITLE ABOVE 34)

Sum 20 31 −24 (KILL HTITLE ABOVE 31)
111 Sum 20 2 −24 (KILL HTITLE ABOVE 2)

Sum 20 1 −24 (KILL HTITLE ABOVE 1)
113 Sum 20 3 −24 (KILL HTITLE ABOVE 3)

12 30 :
115 Sum 12 30 24 (SH +7 30)

Sum 30 22 −5 (KILL ABOVE 1ST 22)
117 Sum 30 19 −5 (KILL ABOVE 1ST 19)

Sum 30 16 −5 (KILL ABOVE 1ST 16)
119 Sum 30 21 −5 (KILL ABOVE 1ST 21)

Sum 30 0 −5 (KILL ABOVE 1ST 0)
121 Sum 12 13 24 (SIDE TTL PROPAGATE 13 (24)

)
Sum 13 22 −3 (KILL ABOVE PROP BLOCK 13)

123 Sum 13 19 −3 (KILL ABOVE PROP BLOCK 13)
Sum 13 18 −3 (KILL ABOVE PROP BLOCK 13)

125 Sum 13 21 −3 (KILL ABOVE PROP BLOCK 13)
Sum 13 0 −3 (KILL ABOVE PROP BLOCK 13)

127 End at d i s t ance 3 (10 excluded )
Sum 12 31 −24 (KILL HTITLE BELOW 31)

129 Sum 12 6 −24 (KILL HTITLE BELOW 6)
Sum 12 25 −24 (KILL HTITLE BELOW 25)

131 Sum 12 26 −24 (KILL HTITLE BELOW 26)
Sum 12 24 −24 (KILL HTITLE BELOW 24)

133 Sum 12 37 −24 (KILL HTITLE BELOW 37)
Sum 12 36 −24 (KILL HTITLE BELOW 36)

135 Sum 12 22 −24 (KILL HTITLE ABOVE 22)
Sum 12 15 −24 (KILL HTITLE ABOVE 15)

137 Sum 12 17 −24 (KILL HTITLE ABOVE 17)
Sum 12 0 −24 (KILL HTITLE ABOVE 0)

139 Sum 22 10 16 (SIDE OF LONELY TITLE 22)
Sum 22 4 16 (SIDE OF LONELY TITLE 22)

141 Sum 6 3 8 (ENVEL 6 env : 3 −− Top :D Btm:
Om )

Sum 6 32 3 (ENVEL 6 env : 32 −− Top :A )
143 Sum 15 3 7 (ENVEL 15 env : 3 −− Top :B Btm

:C )
Sum 19 3 3 (ENVEL 19 env : 3 −− Top :B Btm

:C )
145 Sum 9 3 2 (ENVEL 9 env : 3 −− Top :D Btm:

Om )
Sum 9 31 5 (ENVEL 9 env : 31 −− Top :A )

147 Sum 8 3 4 (ENVEL 8 env : 3 −− Top :D Btm:
Om )

Sum 7 3 6 (ENVEL 7 env : 3 −− Top :D Btm:
Om )

149 Sum 7 32 5 (ENVEL 7 env : 32 −− Top :A )
Sum 18 3 1 (ENVEL 18 env : 3 −− Top :B Btm

:C )
151 Sum 4 3 10 (ENVEL 4 env : 3 −− Top :D Btm:

Om )
Sum 6 7 1 (OVERFL+HSW 2ND 6 ta rg e t : 7)

153 Sum 6 7 3 (OVERFL+HSW 2ND 6 ta rg e t : 7)
Sum 16 19 1 (OVERFL+HSW 2ND 16 ta r g e t :

19)
155 Sum 16 19 3 (OVERFL+HSW 2ND 16 ta r g e t :

19)
Sum 16 8 1 (OVERFL+HSW 2ND 16 ta r g e t : 8)

157 Sum 16 8 3 (OVERFL+HSW 2ND 16 ta r g e t : 8)
Sum 1 4 1 (OVERFL+HSW 2ND 1 ta rg e t : 4)

159 Sum 1 4 3 (OVERFL+HSW 2ND 1 ta rg e t : 4)
Sum 17 7 1 (OVERFL+HSW 2ND 17 ta r g e t : 7)

161 Sum 17 7 3 (OVERFL+HSW 2ND 17 ta r g e t : 7)
Sum 29 6 1 (OVERFL+HSW 2ND 29 ta r g e t : 6)

163 Sum 29 15 1 (OVERFL+HSW 2ND 29 ta r g e t :
15)

Sum 15 7 1 (OVERFL+HSW 2ND 15 ta r g e t : 7)
165 Sum 15 7 3 (OVERFL+HSW 2ND 15 ta r g e t : 7)

Sum 26 7 1 (OVERFL+HSW 2ND 26 ta r g e t : 7)
167 Sum 24 19 1 (OVERFL+HSW 2ND 24 ta r g e t :

19)
Sum 24 8 1 (OVERFL+HSW 2ND 24 ta r g e t : 8)

169 Sum 27 19 1 (OVERFL+HSW 2ND 27 ta r g e t :
19)

Sum 27 9 1 (OVERFL+HSW 2ND 27 ta r g e t : 9)
171 Sum 27 8 1 (OVERFL+HSW 2ND 27 ta r g e t : 8)

Sum 27 18 1 (OVERFL+HSW 2ND 27 ta r g e t :
18)

173 Sum 39 10 1 (OVERFL+HSW 2ND 39 ta r g e t :
10)

Sum 19 9 1 (OVERFL+HSW 2ND 19 ta r g e t : 9)
175 Sum 19 9 3 (OVERFL+HSW 2ND 19 ta r g e t : 9)

Sum 19 18 1 (OVERFL+HSW 2ND 19 ta r g e t :
18)

177 Sum 19 18 3 (OVERFL+HSW 2ND 19 ta r g e t :
18)

Sum 13 10 1 (OVERFL+HSW 2ND 13 ta r g e t :
10)

179 Sum 23 6 1 (OVERFL+HSW 2ND 23 ta r g e t : 6)
Sum 23 15 1 (OVERFL+HSW 2ND 23 ta r g e t :

15)
181 Sum 23 7 1 (OVERFL+HSW 2ND 23 ta r g e t : 7)

Sum 9 10 1 (OVERFL+HSW 2ND 9 ta rg e t : 10)
183 Sum 9 10 3 (OVERFL+HSW 2ND 9 ta rg e t : 10)

Sum 30 9 1 (OVERFL+HSW 2ND 30 ta r g e t : 9)
185 Sum 30 18 1 (OVERFL+HSW 2ND 30 ta r g e t :

18)
Sum 34 4 1 (OVERFL+HSW 2ND 34 ta r g e t : 4)

187 Sum 12 7 6 (OVERFLOW PRIMARY 12 ta r g e t :
7)

Detect ing layout o f column below 7 (
because o f 12)

189 Check 37No , and stop
Check 38No , and stop

191 Check 27No , and stop
Check 24No , and stop

193 Check 25No , and stop
Check 31No , and stop

195 Sum 28 10 1 (OVERFL+HSW 2ND 28 ta r g e t :
10)

Sum 5 2 1 (OVERFL+HSW 2ND 5 ta rg e t : 2)
197 Sum 5 2 3 (OVERFL+HSW 2ND 5 ta rg e t : 2)

Sum 38 9 1 (OVERFL+HSW 2ND 38 ta r g e t : 9)
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199 Sum 38 18 1 (OVERFL+HSW 2ND 38 ta r g e t :
18)

Sum 35 6 1 (OVERFL+HSW 2ND 35 ta r g e t : 6)
201 Sum 35 15 1 (OVERFL+HSW 2ND 35 ta r g e t :

15)
Sum 2 4 1 (OVERFL+HSW 2ND 2 ta rg e t : 4)

203 Sum 2 4 3 (OVERFL+HSW 2ND 2 ta rg e t : 4)
Sum 8 9 1 (OVERFL+HSW 2ND 8 ta rg e t : 9)

205 Sum 8 9 3 (OVERFL+HSW 2ND 8 ta rg e t : 9)
Sum 8 18 1 (OVERFL+HSW 2ND 8 ta rg e t : 18)

207 Sum 8 18 3 (OVERFL+HSW 2ND 8 ta rg e t : 18)
Sum 14 6 1 (OVERFL+HSW 2ND 14 ta r g e t : 6)

209 Sum 14 6 3 (OVERFL+HSW 2ND 14 ta r g e t : 6)
Sum 14 15 1 (OVERFL+HSW 2ND 14 ta r g e t :

15)
211 Sum 14 15 3 (OVERFL+HSW 2ND 14 ta r g e t :

15)
Sum 37 19 1 (OVERFL+HSW 2ND 37 ta r g e t :

19)
213 Sum 37 8 1 (OVERFL+HSW 2ND 37 ta r g e t : 8)

Sum 7 19 1 (OVERFL+HSW 2ND 7 ta rg e t : 19)
215 Sum 7 19 3 (OVERFL+HSW 2ND 7 ta rg e t : 19)

Sum 7 8 1 (OVERFL+HSW 2ND 7 ta rg e t : 8)
217 Sum 7 8 3 (OVERFL+HSW 2ND 7 ta rg e t : 8)

Sum 33 2 1 (OVERFL+HSW 2ND 33 ta r g e t : 2)
219 Sum 36 7 1 (OVERFL+HSW 2ND 36 ta r g e t : 7)

Sum 18 10 1 (OVERFL+HSW 2ND 18 ta r g e t :
10)

221 Sum 18 10 3 (OVERFL+HSW 2ND 18 ta r g e t :
10)

Sum 4 6 1 (OVERFL+HSW 2ND 4 ta rg e t : 6)
223 Sum 4 6 3 (OVERFL+HSW 2ND 4 ta rg e t : 6)

Sum 4 15 1 (OVERFL+HSW 2ND 4 ta rg e t : 15)
225 Sum 4 15 3 (OVERFL+HSW 2ND 4 ta rg e t : 15)

Sum 16 6 2 (HSW2 6 with 16)
227 Sum 19 6 2 (HSW2 6 with 19)

Sum 9 6 5 (SAME 6 with 9)
229 Sum 10 6 3 (BA2 6 with 10)

Sum 10 6 2 (HSW2 6 with 10)
231 Sum 8 6 5 (SAME 6 with 8)

Sum 11 6 2 (HSW2 6 with 11)
233 Sum 7 6 5 (SAME 6 with 7)

Sum 6 31 −8 (BTM REPULSION 6 with 7)
235 Sum 6 25 −8 (BTM REPULSION 6 with 7)

Sum 6 26 −8 (BTM REPULSION 6 with 7)
237 Sum 6 24 −8 (BTM REPULSION 6 with 7)

Sum 6 27 −8 (BTM REPULSION 6 with 7)
239 Sum 6 37 −8 (BTM REPULSION 6 with 7)

Sum 6 36 −8 (BTM REPULSION 6 with 7)
241 Sum 18 6 2 (HSW2 6 with 18)

Sum 19 16 3 (BA2 16 with 19)
243 Sum 19 16 2 (HSW2 16 with 19)

Sum 16 31 −8 (BTM REPULSION 16 with 19)
245 Sum 16 25 −8 (BTM REPULSION 16 with 19)

Sum 16 24 −8 (BTM REPULSION 16 with 19)
247 Sum 16 27 −8 (BTM REPULSION 16 with 19)

Sum 16 30 −8 (BTM REPULSION 16 with 19)
249 Sum 16 22 −8 (BTM REPULSION 16 with 19)

Sum 16 38 −8 (BTM REPULSION 16 with 19)
251 Sum 16 37 −8 (BTM REPULSION 16 with 19)

Sum 16 7 −8 (BTM REPULSION 16 with 19)
253 Sum 9 16 2 (HSW2 16 with 9)

Sum 10 16 2 (HSW2 16 with 10)
255 Sum 8 16 2 (HSW2 16 with 8)

Sum 11 16 5 (SAME 16 with 11)
257 Sum 18 16 3 (BA2 16 with 18)

Sum 18 16 2 (HSW2 16 with 18)
259 Sum 6 1 2 (HSW2 1 with 6)

Sum 16 1 5 (SAME 1 with 16)
261 Sum 17 1 2 (TA2 1 with 17)

Sum 17 1 2 (HSW2 1 with 17)
263 Sum 15 1 2 (HSW2 1 with 15)

Sum 19 1 2 (HSW2 1 with 19)
265 Sum 9 1 2 (HSW2 1 with 9)

Sum 10 1 2 (HSW2 1 with 10)
267 Sum 8 1 2 (HSW2 1 with 8)

Sum 11 1 5 (SAME 1 with 11)
269 Sum 14 1 5 (SAME 1 with 14)

Sum 7 1 2 (HSW2 1 with 7)
271 Sum 18 1 2 (HSW2 1 with 18)

Sum 4 1 2 (HSW2 1 with 4)
273 Sum 16 17 2 (TA2 17 with 16)

Sum 16 17 2 (HSW2 17 with 16)
275 Sum 19 17 2 (HSW2 17 with 19)

Sum 9 17 2 (HSW2 17 with 9)
277 Sum 10 17 2 (HSW2 17 with 10)

Sum 8 17 2 (HSW2 17 with 8)
279 Sum 11 17 2 (TA2 17 with 11)

Sum 11 17 2 (HSW2 17 with 11)
281 Sum 7 17 2 (HSW2 17 with 7)

Sum 18 17 2 (HSW2 17 with 18)
283 Sum 26 29 3 (BA2 29 with 26)

Sum 26 29 2 (HSW2 29 with 26)
285 Sum 27 29 3 (BA2 29 with 27)

Sum 27 29 2 (HSW2 29 with 27)
287 Sum 28 29 5 (SAME 29 with 28)

Sum 42 29 2 (TA2 29 with 42)
289 Sum 42 29 3 (BA2 29 with 42)

Sum 16 15 3 (BA2 15 with 16)
291 Sum 16 15 2 (HSW2 15 with 16)

Sum 15 31 −8 (BTM REPULSION 15 with 16)
293 Sum 15 6 −8 (BTM REPULSION 15 with 16)

Sum 15 25 −8 (BTM REPULSION 15 with 16)
295 Sum 15 26 −8 (BTM REPULSION 15 with 16)

Sum 15 24 −8 (BTM REPULSION 15 with 16)
297 Sum 15 12 −8 (BTM REPULSION 15 with 16)

Sum 15 22 −8 (BTM REPULSION 15 with 16)
299 Sum 15 37 −8 (BTM REPULSION 15 with 16)

Sum 15 36 −8 (BTM REPULSION 15 with 16)
301 Sum 19 15 3 (BA2 15 with 19)

Sum 19 15 2 (HSW2 15 with 19)
303 Sum 9 15 2 (HSW2 15 with 9)

Sum 10 15 2 (HSW2 15 with 10)
305 Sum 8 15 2 (HSW2 15 with 8)

Sum 11 15 3 (BA2 15 with 11)
307 Sum 11 15 2 (HSW2 15 with 11)

Sum 7 15 2 (HSW2 15 with 7)
309 Sum 18 15 3 (BA2 15 with 18)

Sum 18 15 2 (HSW2 15 with 18)
311 Sum 27 26 5 (SAME 26 with 27)

Sum 28 26 3 (BA2 26 with 28)
313 Sum 28 26 2 (HSW2 26 with 28)

Sum 42 26 3 (BA2 26 with 42)
315 Sum 28 27 3 (BA2 27 with 28)
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Sum 28 27 2 (HSW2 27 with 28)
317 Sum 42 27 3 (BA2 27 with 42)

Sum 40 39 5 (SAME 39 with 40)
319 Sum 39 25 −8 (BTM REPULSION 39 with 40)

Sum 39 41 −8 (BTM REPULSION 39 with 40)
321 Sum 39 28 −8 (BTM REPULSION 39 with 40)

Sum 39 42 −8 (BTM REPULSION 39 with 40)
323 Sum 9 19 2 (HSW2 19 with 9)

Sum 10 19 2 (HSW2 19 with 10)
325 Sum 11 19 3 (BA2 19 with 11)

Sum 11 19 2 (HSW2 19 with 11)
327 Sum 18 19 5 (SAME 19 with 18)

Sum 19 32 −8 (BTM REPULSION 19 with 18)
329 Sum 19 31 −8 (BTM REPULSION 19 with 18)

Sum 19 25 −8 (BTM REPULSION 19 with 18)
331 Sum 19 39 −8 (BTM REPULSION 19 with 18)

Sum 19 13 −8 (BTM REPULSION 19 with 18)
333 Sum 19 30 −8 (BTM REPULSION 19 with 18)

Sum 19 22 −8 (BTM REPULSION 19 with 18)
335 Sum 19 28 −8 (BTM REPULSION 19 with 18)

Sum 19 38 −8 (BTM REPULSION 19 with 18)
337 Sum 19 8 −8 (BTM REPULSION 19 with 18)

Sum 24 23 5 (SAME 23 with 24)
339 Sum 23 25 −8 (BTM REPULSION 23 with 24)

Sum 23 29 −8 (BTM REPULSION 23 with 24)
341 Sum 23 26 −8 (BTM REPULSION 23 with 24)

Sum 40 23 2 (HSW2 23 with 40)
343 Sum 10 9 3 (BA2 9 with 10)

Sum 10 9 2 (HSW2 9 with 10)
345 Sum 9 32 −8 (BTM REPULSION 9 with 10)

Sum 9 25 −8 (BTM REPULSION 9 with 10)
347 Sum 9 39 −8 (BTM REPULSION 9 with 10)

Sum 9 41 −8 (BTM REPULSION 9 with 10)
349 Sum 9 28 −8 (BTM REPULSION 9 with 10)

Sum 9 40 −8 (BTM REPULSION 9 with 10)
351 Sum 9 42 −8 (BTM REPULSION 9 with 10)

Sum 11 9 2 (HSW2 9 with 11)
353 Sum 13 30 5 (SAME 30 with 13)

Sum 30 32 −8 (BTM REPULSION 30 with 13)
355 Sum 30 31 −8 (BTM REPULSION 30 with 13)

Sum 30 25 −8 (BTM REPULSION 30 with 13)
357 Sum 30 24 −8 (BTM REPULSION 30 with 13)

Sum 30 27 −8 (BTM REPULSION 30 with 13)
359 Sum 30 39 −8 (BTM REPULSION 30 with 13)

Sum 30 28 −8 (BTM REPULSION 30 with 13)
361 Sum 30 38 −8 (BTM REPULSION 30 with 13)

Sum 30 8 −8 (BTM REPULSION 30 with 13)
363 Sum 30 37 −8 (BTM REPULSION 30 with 13)

Sum 30 7 −8 (BTM REPULSION 30 with 13)
365 Sum 39 34 2 (TA2 34 with 39)

Sum 38 34 2 (TA2 34 with 38)
367 Sum 38 34 2 (HSW2 34 with 38)

Sum 35 34 5 (SAME 34 with 35)
369 Sum 34 20 −8 (BTM REPULSION 34 with 35)

Sum 40 34 2 (TA2 34 with 40)
371 Sum 37 34 5 (SAME 34 with 37)

Sum 36 34 5 (SAME 34 with 36)
373 Sum 42 28 2 (TA2 28 with 42)

Sum 42 28 3 (BA2 28 with 42)
375 Sum 6 5 3 (BA2 5 with 6)

Sum 6 5 2 (HSW2 5 with 6)
377 Sum 16 5 2 (TA2 5 with 16)

Sum 16 5 2 (HSW2 5 with 16)
379 Sum 1 5 2 (TA2 5 with 1)

Sum 1 5 2 (HSW2 5 with 1)
381 Sum 17 5 2 (TA2 5 with 17)

Sum 17 5 2 (HSW2 5 with 17)
383 Sum 15 5 2 (HSW2 5 with 15)

Sum 19 5 2 (HSW2 5 with 19)
385 Sum 9 5 3 (BA2 5 with 9)

Sum 9 5 2 (HSW2 5 with 9)
387 Sum 10 5 3 (BA2 5 with 10)

Sum 10 5 2 (HSW2 5 with 10)
389 Sum 2 5 3 (BA2 5 with 2)

Sum 2 5 2 (HSW2 5 with 2)
391 Sum 5 31 −8 (BTM REPULSION 5 with 2)

Sum 5 33 −8 (BTM REPULSION 5 with 2)
393 Sum 8 5 3 (BA2 5 with 8)

Sum 8 5 2 (HSW2 5 with 8)
395 Sum 11 5 2 (TA2 5 with 11)

Sum 11 5 2 (HSW2 5 with 11)
397 Sum 14 5 2 (TA2 5 with 14)

Sum 14 5 2 (HSW2 5 with 14)
399 Sum 7 5 3 (BA2 5 with 7)

Sum 7 5 2 (HSW2 5 with 7)
401 Sum 18 5 2 (HSW2 5 with 18)

Sum 4 5 3 (BA2 5 with 4)
403 Sum 4 5 2 (HSW2 5 with 4)

Sum 39 38 2 (TA2 38 with 39)
405 Sum 39 38 3 (BA2 38 with 39)

Sum 38 25 −8 (BTM REPULSION 38 with 39)
407 Sum 38 27 −8 (BTM REPULSION 38 with 39)

Sum 38 28 −8 (BTM REPULSION 38 with 39)
409 Sum 40 38 2 (TA2 38 with 40)

Sum 40 38 3 (BA2 38 with 40)
411 Sum 39 35 2 (TA2 35 with 39)

Sum 38 35 2 (TA2 35 with 38)
413 Sum 38 35 2 (HSW2 35 with 38)

Sum 40 35 2 (TA2 35 with 40)
415 Sum 37 35 5 (SAME 35 with 37)

Sum 36 35 5 (SAME 35 with 36)
417 Sum 35 25 −8 (BTM REPULSION 35 with 36)

Sum 35 29 −8 (BTM REPULSION 35 with 36)
419 Sum 35 23 −8 (BTM REPULSION 35 with 36)

Sum 6 2 3 (BA2 2 with 6)
421 Sum 6 2 2 (HSW2 2 with 6)

Sum 16 2 2 (HSW2 2 with 16)
423 Sum 17 2 2 (HSW2 2 with 17)

Sum 15 2 2 (HSW2 2 with 15)
425 Sum 19 2 2 (HSW2 2 with 19)

Sum 13 2 2 (TA2 2 with 13)
427 Sum 9 2 3 (BA2 2 with 9)

Sum 9 2 2 (HSW2 2 with 9)
429 Sum 30 2 2 (TA2 2 with 30)

Sum 10 2 3 (BA2 2 with 10)
431 Sum 10 2 2 (HSW2 2 with 10)

Sum 12 2 2 (TA2 2 with 12)
433 Sum 8 2 3 (BA2 2 with 8)

Sum 8 2 2 (HSW2 2 with 8)
435 Sum 11 2 2 (HSW2 2 with 11)

Sum 14 2 2 (HSW2 2 with 14)
437 Sum 7 2 3 (BA2 2 with 7)

Sum 7 2 2 (HSW2 2 with 7)
439 Sum 18 2 2 (HSW2 2 with 18)
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Sum 4 2 3 (BA2 2 with 4)
441 Sum 4 2 2 (HSW2 2 with 4)

Sum 2 31 −8 (BTM REPULSION 2 with 4)
443 Sum 2 20 −8 (BTM REPULSION 2 with 4)

Sum 2 25 −8 (BTM REPULSION 2 with 4)
445 Sum 2 29 −8 (BTM REPULSION 2 with 4)

Sum 2 23 −8 (BTM REPULSION 2 with 4)
447 Sum 2 34 −8 (BTM REPULSION 2 with 4)

Sum 2 35 −8 (BTM REPULSION 2 with 4)
449 Sum 9 8 5 (SAME 8 with 9)

Sum 8 32 −8 (BTM REPULSION 8 with 9)
451 Sum 8 31 −8 (BTM REPULSION 8 with 9)

Sum 8 25 −8 (BTM REPULSION 8 with 9)
453 Sum 8 39 −8 (BTM REPULSION 8 with 9)

Sum 8 28 −8 (BTM REPULSION 8 with 9)
455 Sum 8 38 −8 (BTM REPULSION 8 with 9)

Sum 10 8 3 (BA2 8 with 10)
457 Sum 10 8 2 (HSW2 8 with 10)

Sum 11 8 2 (HSW2 8 with 11)
459 Sum 18 8 2 (HSW2 8 with 18)

Sum 6 14 2 (HSW2 14 with 6)
461 Sum 16 14 5 (SAME 14 with 16)

Sum 17 14 2 (TA2 14 with 17)
463 Sum 17 14 2 (HSW2 14 with 17)

Sum 15 14 3 (BA2 14 with 15)
465 Sum 15 14 2 (HSW2 14 with 15)

Sum 14 31 −8 (BTM REPULSION 14 with 15)
467 Sum 14 25 −8 (BTM REPULSION 14 with 15)

Sum 14 29 −8 (BTM REPULSION 14 with 15)
469 Sum 14 26 −8 (BTM REPULSION 14 with 15)

Sum 14 23 −8 (BTM REPULSION 14 with 15)
471 Sum 14 35 −8 (BTM REPULSION 14 with 15)

Sum 14 36 −8 (BTM REPULSION 14 with 15)
473 Sum 14 4 −8 (BTM REPULSION 14 with 15)

Sum 19 14 3 (BA2 14 with 19)
475 Sum 19 14 2 (HSW2 14 with 19)

Sum 9 14 2 (HSW2 14 with 9)
477 Sum 10 14 2 (HSW2 14 with 10)

Sum 8 14 2 (HSW2 14 with 8)
479 Sum 11 14 5 (SAME 14 with 11)

Sum 7 14 2 (HSW2 14 with 7)
481 Sum 18 14 3 (BA2 14 with 18)

Sum 18 14 2 (HSW2 14 with 18)
483 Sum 39 37 2 (TA2 37 with 39)

Sum 38 37 2 (TA2 37 with 38)
485 Sum 38 37 2 (HSW2 37 with 38)

Sum 40 37 2 (TA2 37 with 40)
487 Sum 19 7 2 (HSW2 7 with 19)

Sum 9 7 5 (SAME 7 with 9)
489 Sum 10 7 3 (BA2 7 with 10)

Sum 10 7 2 (HSW2 7 with 10)
491 Sum 8 7 5 (SAME 7 with 8)

Sum 7 31 −8 (BTM REPULSION 7 with 8)
493 Sum 7 25 −8 (BTM REPULSION 7 with 8)

Sum 7 24 −8 (BTM REPULSION 7 with 8)
495 Sum 7 27 −8 (BTM REPULSION 7 with 8)

Sum 7 38 −8 (BTM REPULSION 7 with 8)

497 Sum 7 37 −8 (BTM REPULSION 7 with 8)
Sum 11 7 2 (HSW2 7 with 11)

499 Sum 18 7 2 (HSW2 7 with 18)
Sum 39 33 2 (TA2 33 with 39)

501 Sum 39 33 3 (BA2 33 with 39)
Sum 34 33 2 (TA2 33 with 34)

503 Sum 34 33 2 (HSW2 33 with 34)
Sum 38 33 5 (SAME 33 with 38)

505 Sum 35 33 2 (TA2 33 with 35)
Sum 35 33 2 (HSW2 33 with 35)

507 Sum 40 33 2 (TA2 33 with 40)
Sum 40 33 3 (BA2 33 with 40)

509 Sum 37 33 2 (TA2 33 with 37)
Sum 37 33 2 (HSW2 33 with 37)

511 Sum 36 33 2 (TA2 33 with 36)
Sum 36 33 2 (HSW2 33 with 36)

513 Sum 39 36 2 (TA2 36 with 39)
Sum 38 36 2 (TA2 36 with 38)

515 Sum 38 36 2 (HSW2 36 with 38)
Sum 40 36 2 (TA2 36 with 40)

517 Sum 37 36 5 (SAME 36 with 37)
Sum 10 18 2 (HSW2 18 with 10)

519 Sum 11 18 3 (BA2 18 with 11)
Sum 11 18 2 (HSW2 18 with 11)

521 Sum 18 32 −8 (BTM REPULSION 18 with 11)
Sum 18 25 −8 (BTM REPULSION 18 with 11)

523 Sum 18 39 −8 (BTM REPULSION 18 with 11)
Sum 18 13 −8 (BTM REPULSION 18 with 11)

525 Sum 18 9 −8 (BTM REPULSION 18 with 11)
Sum 18 41 −8 (BTM REPULSION 18 with 11)

527 Sum 18 22 −8 (BTM REPULSION 18 with 11)
Sum 18 28 −8 (BTM REPULSION 18 with 11)

529 Sum 18 40 −8 (BTM REPULSION 18 with 11)
Sum 18 42 −8 (BTM REPULSION 18 with 11)

531 Sum 6 4 3 (BA2 4 with 6)
Sum 6 4 2 (HSW2 4 with 6)

533 Sum 4 31 −8 (BTM REPULSION 4 with 6)
Sum 4 25 −8 (BTM REPULSION 4 with 6)

535 Sum 4 29 −8 (BTM REPULSION 4 with 6)
Sum 4 26 −8 (BTM REPULSION 4 with 6)

537 Sum 4 23 −8 (BTM REPULSION 4 with 6)
Sum 4 35 −8 (BTM REPULSION 4 with 6)

539 Sum 4 36 −8 (BTM REPULSION 4 with 6)
Sum 16 4 2 (HSW2 4 with 16)

541 Sum 17 4 2 (HSW2 4 with 17)
Sum 15 4 2 (HSW2 4 with 15)

543 Sum 19 4 2 (HSW2 4 with 19)
Sum 9 4 3 (BA2 4 with 9)

545 Sum 9 4 2 (HSW2 4 with 9)
Sum 10 4 5 (SAME 4 with 10)

547 Sum 8 4 3 (BA2 4 with 8)
Sum 8 4 2 (HSW2 4 with 8)

549 Sum 11 4 2 (HSW2 4 with 11)
Sum 7 4 3 (BA2 4 with 7)

551 Sum 7 4 2 (HSW2 4 with 7)
Sum 18 4 2 (HSW2 4 with 18)

76



B.2 � Matrix reduction for CDS_10

B.2 Matrix reduction for CDS_10

In this listing, the Sum function is called only with the PROPAGATE reason. For its function-
ing, see B.1

Listing B.2. The rules applied for the
�le

Col l aps ing tab l e cy c l e
2
Consider 10 ( a r t : )

4 Attached 10 to 11
Sum 7 11 2 (PROPAGATE 7 , 11 , 2)

6 Sum 15 11 −1 (PROPAGATE 15 , 11 , −1)
Sum 16 11 −2 (PROPAGATE 16 , 11 , −2)

8
Consider 6 ( a r t : )

10 Skipping : too weak or not a t i t l e : 7 , 9 ,
t ex t

12 Consider 16 ( a r t : )
Skipping : too weak or not a t i t l e : 9 ,

16 , t i t l e
14

Consider 1 ( a r t : )
16 Attached 1 to 11

Sum 12 11 4 (PROPAGATE 12 , 11 , 4)
18 Sum 9 11 4 (PROPAGATE 9 , 11 , 4)

Sum 5 11 4 (PROPAGATE 5 , 11 , 4)
20 Sum 6 11 2 (PROPAGATE 6 , 11 , 2)

Sum 7 11 2 (PROPAGATE 7 , 11 , 2)
22 Sum 16 11 1 (PROPAGATE 16 , 11 , 1)
24 Consider 0 ( a r t : )

Consider 17 ( a r t : )
26 Consider 15 ( a r t : )

Skipping : too weak or not a t i t l e : 12 ,
16 , t i t l e

28 Consider 12 ( a r t : )
Consider 5 ( a r t : )

30 Skipping : too weak or not a t i t l e : 11 ,
17 , t i t l e

Consider 2 ( a r t : )
32 Consider 8 ( a r t : )

Consider 11 ( a r t : )
34

Consider 19 ( a r t : )
36 Attached 19 to 17

Sum 16 17 3 (PROPAGATE 16 , 17 , 3)
38 Sum 15 17 3 (PROPAGATE 15 , 17 , 3)

Sum 7 17 −1 (PROPAGATE 7 , 17 , −1)
40 Sum 5 17 −2 (PROPAGATE 5 , 17 , −2)

Sum 6 17 −10 (PROPAGATE 6 , 17 , −10)
42

Consider 13 ( a r t : )
44 Consider 14 ( a r t : )

Consider 7 ( a r t : )
46 Skipping : too weak or not a t i t l e : 11 ,

13 , t i t l e
Consider 3 ( a r t : )

48 Consider 18 ( a r t : )

Consider 9 ( a r t : )
50

Consider 4 ( a r t : )
52 Attached 4 to 2

Sum 15 2 6 (PROPAGATE 15 , 2 , 6)
54 Sum 16 2 6 (PROPAGATE 16 , 2 , 6)

Sum 5 2 −1 (PROPAGATE 5 , 2 , −1)
56 Sum 6 2 −2 (PROPAGATE 6 , 2 , −2)
58 Col l aps ing tab l e cy c l e
60 Consider 10 ( a r t : 11)

Consider 6 ( a r t : )
62 Skipping : too weak or not a t i t l e : 7 , 9 ,

t ex t
64 Consider 16 ( a r t : )

Attached 16 to 9
66 Sum 18 9 2 (PROPAGATE 18 , 9 , 2)

Sum 7 9 −2 (PROPAGATE 7 , 9 , −2)
68 Sum 6 9 −10 (PROPAGATE 6 , 9 , −10)
70 Consider 1 ( a r t : 11)

Consider 0 ( a r t : )
72 Consider 17 ( a r t : )
74 Consider 15 ( a r t : )

Attached 15 to 12
76 Sum 18 12 2 (PROPAGATE 18 , 12 , 2)

Sum 6 12 −1 (PROPAGATE 6 , 12 , −1)
78 Sum 7 12 −2 (PROPAGATE 7 , 12 , −2)
80 Consider 12 ( a r t : )
82 Consider 5 ( a r t : )

Attached 5 to 11
84 Sum 6 11 9 (PROPAGATE 6 , 11 , 9)

Sum 7 11 5 (PROPAGATE 7 , 11 , 5)
86 Sum 14 11 −8 (PROPAGATE 14 , 11 , −8)

Sum 13 11 −8 (PROPAGATE 13 , 11 , −8)
88

Consider 2 ( a r t : )
90 Consider 8 ( a r t : )

Consider 11 ( a r t : )
92 Consider 19 ( a r t : 17)

Consider 13 ( a r t : )
94 Consider 14 ( a r t : )

Consider 7 ( a r t : )
96 Attached 7 to 11

Consider 3 ( a r t : )
98 Consider 18 ( a r t : )

Consider 9 ( a r t : )
100 Consider 4 ( a r t : 2)

Co l l aps ing tab l e cy c l e
102 Consider 10 ( a r t : 11)
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Consider 6 ( a r t : )
104 Attached 6 to 11

Sum 18 11 −8 (PROPAGATE 18 , 11 , −8)
106 Consider 16 ( a r t : 9)

Consider 1 ( a r t : 11)
108 Consider 0 ( a r t : )

Consider 17 ( a r t : )
110 Consider 15 ( a r t : 12)

Consider 12 ( a r t : )
112 Consider 5 ( a r t : 11)

Consider 2 ( a r t : )

114 Consider 8 ( a r t : )
Consider 11 ( a r t : )

116 Consider 19 ( a r t : 17)
Consider 13 ( a r t : )

118 Consider 14 ( a r t : )
Consider 7 ( a r t : 11)

120 Consider 3 ( a r t : )
Consider 18 ( a r t : )

122 Consider 9 ( a r t : )
Consider 4 ( a r t : 2)

B.3 XML Input and output

The XML �le has been structured in order to be as simple as possible, yet retaining all the
data neccessary to the proper functioning of the system. Here is the RELAX NG grammar
of the XML �le.
<element name="blockPage" xmlns="http :// re laxng . org /ns/ s t r u c tu r e /1 .0"

datatypeLibrary="http ://www.w3 . org /2001/XMLSchema−datatypes">
<zeroOrMore>

<element name="block">
<a t t r i bu t e name="id">

<data type="nonNegat iveInteger"/>
</at t r i bu t e >
<a t t r i bu t e name=" l ">

<data type="nonNegat iveInteger"/>
</at t r i bu t e >
<a t t r i bu t e name="r">

<data type="nonNegat iveInteger"/>
</at t r i bu t e >
<a t t r i bu t e name="t">

<data type="nonNegat iveInteger"/>
</at t r i bu t e >
<a t t r i bu t e name="b">

<data type="nonNegat iveInteger"/>
</at t r i bu t e >
<a t t r i bu t e name="type">

<choice>
<value>text </value>
<value>graphic </value>
<value>t i t l e </value>

</choice>
</at t r i bu t e >

<element name="su c c e s s o r s">
<zeroOrMore>

<element name="suc c e s s o r">
<data type="nonNegat iveInteger"/>

</element>
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</zeroOrMore>
</element>

<element name="word f r equenc i e s">
<zeroOrMore>

<element name="word">
<a t t r i bu t e name="frequency">

<data type="nonNegat iveInteger"/>
</at t r i bu t e >
<text/>

</element>
</zeroOrMore>

</element>

<element name="text">
<text/>

</element>

</element>
</zeroOrMore>

</element>

This XML is suitable for both input and output: in the input �le, the article attribute
should be empty, and it is �lled in by NewsReader.
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