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Abstract 

Since the rise of the computer in business environments, information 
systems and workflow software have become an increasingly important type 
of software systems. Loosely defined, workflow is the automation of a 
business process. Especially the development of such workflow systems 
have taken off since the mid-nineties. A common type of such systems 
handle is focused on the document as a set of related attributes. This type 
can be found everywhere in modern society; an example is an information 
system for closing contracts for a mobile phone service. The contract is a 
document, containing customer and contract details (attributes), such as 
customer name, and the provided services.  
Such systems have certain characteristics that need to be considered for 
each individual implementation: set(s) of related data (the document), one 
or more workflows, a large user-base, various user-interfaces and a 
distributed application architecture. Furthermore, application may require 
or depend on the use of other components, possibly from a third party.  
Constructing such systems from scratch repeatedly can be difficult, and be a 
waste of resources, to say the least.  
Requirements of applications in the document domain include: easy and 
flexible definition of the common characteristics mentioned above, and the 
option of updating these definitions during runtime. Tools for this must be 
provided with both developers and end-users of the application in mind. 
This thesis presents an overview and a comparative analysis of existing 
efforts that can be used in the development of document-oriented, 
workflow-enabled applications. After recognizing that these efforts do not 
provide full support for our requirements, a new framework is proposed. 
This framework can be used as a foundation for applications in the 
document-oriented domain. A prototype implementation providing a proof 
of concept is also presented. The framework includes a scripting language 
called Lingua Tabellae (which is Latin for Document Language). Lingua 
Tabellae provides an easy to learn syntax for both developers and domain 
experts, that can be used to define the four recurring concepts: document 
structure (including access control), workflow, users (including 
organizational positions) and forms. The framework can reload a script 
dynamically, effectively supporting runtime changes after the application 
has been deployed. 
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1 Introduction 

When confronted by a difficult problem, you can solve it more easily by reducing it to 
the question, "How would the Lone Ranger handle this?" 
—David Brent 
—the Office 
 
During the last few decades, the computer has become more and more important 
in the office. After the sixties and seventies, when companies needed a special 
room for the (mostly single) computer (mainframe), the personal computer became 
hugely popular. More and more Knowledge Workers have become highly 
dependent on computers to do their job. Today, virtually every office worker has a 
pc and can do his1 work highly efficient when compared to the pre-computer era. 
Although business processes have been automated since (large) companies have 
had mainframe computers, the advent of workflow software really became popular 
during the nineties (Friedman 2005). Workflow can be defined as the automation 
of a business process, during which tasks or information are passed among 
different participants based on a set of rules. 
Since 1990, many commercial workflow systems have been developed, while 
academic research on workflow systems has taken off since the mid-nineties (zur 
Muehlen 2002).  

1.1 Research Context 
According to Medina-Mora and Winograd (Medina-Mora and Winograd 1993), 
processes in an organization can be categorized into three types: material processes, 
information processes and business processes. Material processes involve assembly 
of physical components to products. Information processes involve tasks 
performed by computers and humans, creating, processing and providing 
information. Business processes, then, are market-centered descriptions of the 
activities of a company. They are implemented either as a material process or as an 
information process. A business process is designed to fulfill a certain customer 
service or implement a business goal. The concept of a business process is therefore 
at a higher level. 
In this thesis, our focus will be on information processes. The concept of workflow 
is tightly related to this, and is a standard way to implement such processes.  
In the domain of information processes, there may be many different purposes to 
serve with such an information system. A common use of such systems is to report 
data to company management. During the execution of the business processes, 
information flows through such systems, for instance in a trade company. 

                                                     
1 Throughout this document, wherever we write ‘he’ or ‘his’, we mean to write ‘he or she’ and 
‘his or her’. This is to keep the document better readable. 
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Information about sales, stock and purchasing is processed, and results in profit 
numbers for management. 
Another type of system handles sets of related data. Examples can be found 
everywhere in society today, ranging from application forms for social benefit to a 
company application form to request for a holiday. We call these applications 
document-oriented, workflow-enabled applications. In this context, a document is 
a collection of data, often some meta-data about a report or other writing. This 
data is typically entered by the end-user of the application. Examples of such meta-
data are: the author of the report, the date on which the report was created, a 
summary of the report and so on. The complete set of information that is entered 
by all users of the application is called a document. Often, there are a number of 
people involved with a document; firstly, there is the document creator (who 
enters the initial values for the document attributes). Besides that, other people 
might have to review or edit the data. Such people, or participants, all work on the 
document, and each of them has certain access rights for the document. Usually, a 
workflow is defined, which states which participant has to do a certain task, and at 
which point that should be executed. 
The class of document-oriented, workflow-enabled applications on which we focus, 
thus share certain characteristics. These are: 

1. The application manages a set of data, called a document, which typically 
contains data entered and shared by different users. A single piece of 
information is called an attribute, and a document typically contains a set 
of attributes.  

2. The documents have a certain associated workflow, sometimes called a 
route. In order to implement such a workflow, the application typically 
uses a workflow engine, which is an external component. 

3. The application has a large user-base, typically all (or a subset of) the 
employees at a company. Different users have different authorizations, 
depending on the position of these users in the organization. In other 
words, the organizational structure has a certain relation to the access 
rights of users. This also implies that users need to log in, before using the 
application. 

4. The application has typically a variety of user-interfaces. Different users 
have different access rights, which dictate that users can be limited in 
which attributes of a document they can read or write. 

5. The application is distributed, which means that the user-interfaces 
described above are typically implemented, but not limited to, web pages. 

 
When building an information system, all these things must be considered. While 
on a conceptual level this is not overly complex, in practice a straightforward 
implementation proves to be difficult. Other constraints may also play a role, for 
instance the requirement of, or dependency on using certain components, possibly 
from a third party. 
One of the research disciplines at Ricoh’s software research center is document 
management systems. This discipline focuses on these document-oriented, 
workflow-enabled applications, and aims to develop state-of-the-art document 
management systems. In order to explore possible ways that can help reduce the 
costs of building such systems, a research project was conducted on this topic. 
This thesis reports on this project. 

1.2 An Introduction to Workflow 
Workflow has been a topic of much research, and throughout the years, a certain 
terminology has been developed. This terminology was standardized by an 
organization called the Workflow Management Coalition (WfMC 1999). In Figure 
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1-1, the left branch of the graph shows the definitions of a business process, and 
the relationships between the concepts on a conceptual level. The right side shows 
how these concepts are mapped to runtime entities. 

 
Figure 1-1: An overview of basic terminology in the workflow domain. 
 
In the end, any application in the workflow domain is created to support a certain 
business process. Companies typically have dozens of business processes, which 
define the sequences of steps that must be taken to run a company. A formal 
notation of a business process makes up a process definition. A process definition is 
composed of a number of steps, as was just mentioned, which are called activities. 
Either such an activity can be a manual activity, which must be executed by a 
human participant, or it is an automated activity. In the latter case, the activity is 
executed by software. 
A workflow management system is a software system that can execute and manage 
a business process. It can interpret the process definition, and create a process 
instance based on it. The process definition is the blueprint based on which any 
number of instances can be created. Just as a process definition consists of 
activities, a process instance consists of activity instances. Such an activity instance 
contains a number of work items or invoked applications. These represent the 
manual activities and automated activities mentioned earlier, respectively (see the 
left branch in the figure). A work item is a task that must be executed by an 
individual participant, while an invoked application can be any software system 
that is invoked by the workflow management system. 

1.3 The Workflow Management Coalition 
In the world of workflow, the WfMC is an important, non-profit organization. 
Founded in 1993, it is a coalition of more than 300 organizations, focusing on 
standardization in the field of workflow and business processes, in order to 
encourage interoperability. To that end, the WfMC defined a workflow reference 
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model, and the XML Process Definition Language (XPDL), of which the current 
version, 2.0, was defined in 2002. This section discusses these in more detail. 

1.3.1 A General Workflow System 
The WfMC constructed a general implementation model of a workflow system, 
shown in Figure 1-2. This model gives an overview of a typical application that 
uses a workflow engine. It defines four software components that are present in a 
typical system, listed in Table 1-1. 
 
Table 1-1:  Main components in WfMC's generic workflow system model 

Component Description 

Definition Tool A program or utility to create a process definition.  

Workflow Management Engine This component manages process definitions and controls 
instantiation and the sequencing of activities. 

Worklist Handler This is the workflow client application, the application that the end-
user interacts with to handle his work items (tasks). 

User Interface The component responsible for the look and feel of the local interface 
that the user interacts with.  Logically, it is a separate component, but 
in practice, this component can be easily combined with the worklist 
handler component. 

 
 
 

 
Figure 1-2: WfMC's Generic Workflow Product Structure 
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At the top of Figure 1-2 is a definition tool to define a process. This definition may 
refer to the organizational model (to specify who must execute the activities) and 
refer to external applications that may be invoked during execution of an activity. 
This process definition is interpreted by the workflow engine, which manages these 
process definitions and executes instances that are created based on them. The 
engine keeps track of all control data, and of the payload of workflow activities, the 
workflow relevant data. This is the business data that is entered and used by the 
workflow participants and possibly by the invoked applications. 
Invocation of external applications is managed by the engine as well. Workflow 
activities that are instantiated result in individual work items for the participants. 
These are accessed through a worklist handler. A conceptually separate, but often 
integrated user interface is used to execute these work items. Again, external 
applications may be invoked. 
Besides this usage of the workflow engine, there is also an administration side of 
the engine, which can be used by administrators to audit and control the processes 
that are running. A full discussion of this model can be found in (Hollingsworth 
1995). 

1.3.2 The WfMC Reference Model 
Based on the overall structure of a workflow system as shown in Figure 1-2, the 
WfMC defined a so-called reference model (Hollingsworth 1995), which is shown 
in Figure 1-3. 

 
Figure 1-3: The WfMC reference model 
 
The WfMC reference model shown above takes the important aspects shown in 
Figure 1-2, and defines five interfaces. Each interface focuses on a certain aspect of 
a workflow system. By separating the different aspects into different interfaces, 
workflow products can have a certain level of interoperability. For instance, certain 
products may only be interoperable with respect to interface 1. Together, the five 
interfaces are called the Workflow Application Programming Interface (WAPI). 
We shall now discuss each of these interfaces in brief. 
 
Interface 1—The first interface is called the process definition import/export 
interface. It defines a certain interchange format to support separation of the 
process modeling tool and the workflow runtime product. Furthermore, it offers 
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portability of process definitions; by having a standard format, process definitions 
can be deployed onto different workflow management systems.  
 
Interface 2—The second interface is called the workflow client application interface. 
This interface is used by a client-application that uses the workflow management 
system. The workflow management system becomes part of the application that 
supports a business process. A workflow management system is typically 
implemented as a service running on a server (typically in a distributed 
environment), or as a library that can be linked (dynamically or statically) to the 
client-application (typically in a non-distributed server environment). This 
interface supports operations to define a new process definition, create a process 
instance, start activities and complete work items. As such, this interface defines 
the typical operations to manage workflow in an application. 
 
Interface 3—The third interface is called the invoked applications interface, which 
defines a protocol for invoking external applications. A workflow management 
system may invoke external applications as part of executing an activity, or at 
certain points in the execution of a process instance. For instance, an application 
may need to be invoked when a certain activity is completed. 
 
Interface 4—The fourth interface defines a set of interoperability functions. The 
goal of this interface is to allow for interoperability of workflow engines of different 
vendors. In other words, parts of a process instance could be delegated to another 
workflow engine. By doing so, a process instance is executed on different engines. 
Different scenarios can be implemented. For instance, sub-processes may be 
chained, so that the first part is executed by engine A, while the other part is 
executed by engine B. Another scenario is to nest a sub-process. This occurs when 
during execution of a process on engine A, a part of the process is executed on 
engine B, after which control of execution resumes on engine A. 
 
Interface 5—The fifth interface provides a common interface for administration 
and monitoring functions. These functions allow users to inspect the status of 
process instances, and to do other ‘introspection’ of the workflow engine. 
Providing a common interface for these functions allows using a management 
application of one vendor with a workflow engine of another vendor. 

1.3.3 The WfMC Process Definition Meta Model 
Figure 1-4 shows the WfMC meta-model for process definitions2. This meta-model 
does indeed address many concepts of typical workflow applications, such as 
workflow data, activities and participants (see Section 1.1).  
Amongst others, it refers to the workflow process definition, workflow data, and 
workflow participants. In that view, the model as proposed by the WfMC is a good 
base. The WfMC also provides a so-called binding specification for most interfaces 
discussed in the previous section, which shows an implementation of the interfaces 
in a concrete technology. Programming interfaces have been defined in C, and later 
in the Interface Description Language (IDL). 
As was outlined in (Hollingsworth 2004), the reference model has a strong focus 
on workflow technology and standards. It specifically does not attempt to define 
standards in other, related areas. This is on purpose. It was felt that these related 
technologies were complementary. An obvious advantage of this is, of course, that 
no energy was spent on issues that were already addressed by other (existing) 
technologies and standards. 

                                                     
2 The WfMC also provides this figure using the UML, but it is not as clear and seems to lack 
some information. 
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A consequence of this, however, is that during implementation of a workflow 
system, practical issues arise needing a custom solution. For instance, there is the 
issue to manage the user-interfaces in a system. Access rights are not addressed in 
the model shown in Figure 1-4. Furthermore, although the model does address the 
issue of workflow data (the so-called workflow relevant data), there is no way to 
express relations between individual data elements; there is no support for 
documents, as a set of related data elements.  

 
Figure 1-4: WfMC Meta-model for Process definitions 

1.3.4 XPDL: XML Process Definition Language 
Throughout the years, numerous workflow languages have been proposed, some 
of which are discussed in (zur Muehlen and Becker 1999). In 1998, the WfMC 
published the Workflow Process Definition Language (WPDL), to provide a 
Lingua Franca for workflow products. During the same period, the XML became 
very popular, and a new, XML-based standard based on WPDL was published in 
2002, called the XML Process Definition Language (XPDL). XPDL is not just 
WPDL expressed using XML; some concepts were changed or added. Today, 
XPDL is used in about 70 products (WfMC 2007).  

1.4 Workflow in Perspective 
In the past ten years, the internet has grown spectacularly, and has become an 
important infrastructure for businesses. In the nineties, distributed computing has 
taken a rise, and applications have become more and more distributed.  
Since the turn of the century, a great deal of attention has gone out to Service 
Oriented Architecture (SOA), and in particular using web services to implement 
such a SOA. A big difference with the more classic client/server approach is that 
communicating systems are more loosely coupled. Research in this domain focuses 
on creating new services based on composition and choreography of existing 
services. A number of composition languages have been developed, such as 
Microsoft’s XLANG and IBM’s WSFL, which were integrated in a new 
specification called BPEL4WS (IBM et al. 2002). According to (van der Aalst 2003) 
these standards were developed without sufficient attention for existing research in 
the field of workflow. Most of these languages focus on the control flow, and not 
so much on the data or organizational model. In this context, the data refers to the 
workflow relevant data. The organizational model specifies the users and the 
relations between users and their authorizations. As we established in Section 1.1, 
all of these aspects must be considered when implementing a system. 
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Despite XPDL being used in many production systems, it used a set of common 
language constructs as a starting point. Lacking formal semantics, it is imprecise 
and therefore allows for different interpretations by different vendors (van der 
Aalst and ter Hofstede 2005). In (van der Aalst et al. 2004), it is claimed that XPDL 
has essentially failed as an accepted standard.  
Van der Aalst and Ter Hofstede (van der Aalst and ter Hofstede 2005) conducted a 
rigorous analysis of workflow management systems and workflow languages. One 
of their findings was that there is a lack of consensus on workflow specifications, 
and even on the most basic workflow control constructs, such as an XOR split3. 
They introduce workflow patterns, after the notion of Design Patterns as 
introduced by  (Gamma et al. 2002), as requirements for a workflow system. An 
overview of control-flow patterns is given in (Russell et al. 2006), while  (Russell et 
al. 2005) presents workflow data patterns. 
There is an extensive amount of research on workflow and its applications. Despite 
the useful attempts of the WfMC to create a uniform vocabulary in the workflow 
domain, no real standard is followed by all authors in this field. In order to prevent 
confusion, this section defines a number of important concepts that are necessary 
to avoid ambiguity throughout this report. They are listed in Table 1-2. Some of 
these definitions are based on the definitions given in (WfMC 1999).  
 
Table 1-2: Definitions of most important workflow concepts 

Concept Meaning 

Activity A logical step within a process. During such a step, one or more work items are 
assigned to human or machine resources. 

Automated activity An activity executed by a software component (a “machine resource”). 

Manual activity An activity executed by a human participant. 

Actor The generic term for a resource, that can be assigned an activity. It can be either 
a human participant or a “machine resource”. 

Participant See actor. In most contexts, a participant refers to a human participant. 

Process Definition A formal description of a business process, which can be interpreted by a 
workflow management system. Process instances are based on this. 

Process Schema Synonym for process definition. 

Process Synonym for workflow or business process. 

Process Instance An instance based on a process definition. 

Role An abstract type of participant. It is used to model an organizational position. It 
is typically used to assign authority to a participant, or to group people, by 
assigning the role to all members of the group. 

Task Synonym for activity. In some contexts, ‘task’ fits better than activity, for 
instance if the activity is already assigned to an actor. 

Work item A representation of the work to be processed. This is the smallest atomic piece of 
work that can be assigned to a participant. 

Workflow The automation of a business process, during which documents, information or 
tasks are passed from one participant to another for action. This is done 
according to a set of procedural rules. 

Workflow participant Synonym for actor. 
 

                                                     
3 The common semantics of an XOR (exclusive-or) split, is that from a group of activities, only 
one can be completed, effectively disabling the others. Sometimes this is referred to as an OR 
split, but this introduces ambiguity, as it does not explicitly specify the exclusiveness.  
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A workflow can be considered from different dimensions, or perspectives.  Wang 
and Kumar identified three perspectives (Wang and Kumar 2005): 

1. Process based perspective 
2. Information based perspective 
3. Organization perspective 

 
Van der Aalst and Ter Hofstede call the organization perspective the resource 
perspective, and they identified a fourth perspective  (van der Aalst and ter 
Hofstede 2005):  

4. operational perspective 
 
This describes the elementary actions as executed by tasks. Such actions map to 
other applications. The WfMC reference model embraces the first three 
perspectives. However, the view on the information model can be considered weak 
(Hollingsworth 2004). 

1.5 Research Questions and Contributions 
A change in one area (workflow, data, UI, org.) will trigger changes in other areas. 
This makes maintenance difficult, and can affect the quality of the software. In this 
thesis, we investigate on how to improve on this situation. We consider the 
following research questions: 

1. How can a workflow be defined in a portable way, such that the definition 
is independent from the workflow engine that manages instances of this 
workflow? 

2. What is an effective and flexible way to define the structure of a document? 
3. What is an easy and effective way to define access control rules on a 

document, and how can this be related to the application’s users? 
4. What is an efficient way to implement, manage and maintain the user-

interfaces of an application? 
5. In the document application domain, what aspects must be adaptable, and 

what is an effective way to implement this adaptability? 
 
This thesis is organized as follows. In Chapter 2, we discuss some academic and 
commercial systems. The academic systems introduce some interesting ideas for 
our problems and provide a proof of concept. The commercial systems discussed 
are showcases of how workflow systems are implemented in today’s production 
systems. At the end of the chapter, an overview of the features of the discussed 
systems is provided. 
Chapter 3 will introduce the ReProSitory case study, which will be used as a 
motivational example in our designs.  
In Chapter 4, the design of the proposed solution will be presented. Chapter 5 will 
present the Lingua Tabellae scripting language, which is part of the solution. 
Chapter 6 will discuss the implementation of a prototype system, and show how 
the case study from Chapter 3 fit in. Chapter 7, finally, will provide a summary, 
conclusion, and suggestions for future work. 
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2 Workflow Systems and Technology 

The secret of greatness is simple:  
do better work than any other man in your field - and keep on doing it. 
—Wilfred A. Peterson 
 
Workflow and related concepts has been a popular subject of research for several 
decades. A major milestone was the development of Petri Nets (1962) by Carl 
Adam Petri. This mathematical representation is very suitable to model workflows 
and for mathematical proofs.  
Besides all the attention on theoretical foundation from academics, workflow is 
also a very practical field. Since the time that increasingly more computers were 
used in enterprises, business processes have been automated. A huge amount of 
workflow systems has been developed. Figure 2-1 shows an overview of 
commercial workflow systems of the last two decades. It shows that from the early 
nineties, an increasing number of workflow systems have been developed.  
Giving a complete overview of all different systems, both academic and commercial, 
would not be feasible and is not the goal of this thesis. Instead, we focus on a small 
number of systems that present interesting solutions to some of the problems we 
introduced in Chapter 1.  
Sections 1 to 5 discuss some academic efforts. Each of them has a particular focus, 
and the proposed solutions vary greatly. Sections 6 to 8 discuss some real-world 
(commercial and open-source) solutions, varying from products to libraries. 
Section 9, finally, presents a comparison of features of each of the systems. The 
systems that are discussed in this chapter vary greatly, and it is therefore 
impractical to do a full comparison, or to implement a case study on each of them. 
Nevertheless, a number of important features have been identified in all of them. 
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Figure 2-1: An overview of commercial workflow systems (source: zur Muehlen, 
2002). 
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2.1 The WIDE Workflow Model 
WIDE is short for Workflow on Intelligent and Distributed database Environment. 
The WIDE project (Casati et al. 1996) had two main goals: firstly, to define an 
advanced conceptual model that describes a workflow, and the organization in 
which this workflow will be executed. In this context, special attention was given 
to specifying exceptional behavior during the workflow execution. The second 
main goal was to provide for technological support for workflow management in a 
distributed environment using long running transactions. 

2.1.1 The Organization and Process models 
One of the design decisions was to strictly separate the modeling of the 
organization from the modeling of the workflow process. This allows for re-use of 
the organizational model, while defining several different workflow processes. This 
approach also supports changes in the organizational model in isolation from the 
workflow processes that use that organizational model. This decoupling of the 
organizational and process model is shown in Figure 2-2.  
 

 
Figure 2-2: Decoupled organizational and process models in the WIDE workflow 
model 
 
In the process model, there are two main concepts: task/supertask and roles. In this 
model, a task is a single, atomic piece of work to be executed in the workflow. 
Multiple related tasks can be grouped into a supertask, which can be considered as 
one unit of work at a higher level of abstraction. Such a unit of work can be 
assigned to an agent, a concept discussed shortly. A role defines the ability to 
perform a task or supertask. It describes which entities can execute a certain task. 
The entities that execute a task or supertask are called agents. The WIDE model 
defines the following types of agents, listed in Table 2-1. 
The relation between the two models is established through a concept called 
authorization. An agent is permitted to execute a certain task once it is associated 
with a certain role. With respect to task assignment, where the coupling between 
the organizational model and the process model becomes concrete, there are two 
models: the push model and the pull model. 
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Table 2-1: Agent types in the WIDE model 

Agent Type Description 

Actors individual processing entities such as human beings or automated components 
such as software. 

Groups Indicate a number of actors that share certain characteristics. For instance, all 
group members work on the same project or are located in the same location. 

Organizational function An organizational function defines a certain function in the organization that can 
be performed by either a group or an individual actor. 

 
The push model means that the workflow engine assigns a task to a concrete actor, 
possibly based on a certain scheduling policy. In this model, actors behave 
passively.  
In the pull model, actors behave more actively; an actor can browse the set of tasks 
that is to be performed, and pull, or take a certain task. The workflow engine must 
take care of concurrent access control. 
It is assumed that the organizational and process models are defined at different 
times. The organizational structure can be changed at any moment. Furthermore, 
workflow definitions can be added, and existing ones can be changed. The 
authorization that is given to agents to perform a certain role can change at 
runtime. Summarizing, the essential aspect here is the decoupling of the 
organizational and process model. 
In the process model, WIDE supports temporal process modeling. For instance, 
tasks can be started at certain predefined moments or at certain intervals. 
Conditions can be added to these temporal specifications, which are then 
evaluated before starting a task. 

2.1.2 The information model 
There are three types of information in the WIDE model that can be used during 
execution of a process. Schema variables are variables that are defined in the 
process definition. They are local to the process instance and cannot be accessed 
outside of it. A shared database is shared among all actors and possibly by actors of 
other workflows. The third type of information is called a documentation type. The 
different documentation types available are listed in Table 2-2. 
 
Table 2-2: Documentation types in the WIDE model 

Documentation type Description 

Document A document is information not interpreted by the WIDE workflow engine. It 
is created by external tools. 

Form A form is a set of data that can be interpreted by the WIDE workflow 
engine. It can be used to enter and display data. Data can be associated 
with process schema variables and with fields in a shared database. 

Compound Document A structure to group a number of documentation items, such as a 
document, form or another compound document. This structure is fixed 
and cannot be changed. 

Dossier Similar to a compound document, except that the set of elements can 
change over time. A dossier can be used by tasks to put in documentation 
items that they produce and take elements that they need. 
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2.1.3 The WIDE Workflow Description Language 
The WIDE system provides a workflow description language (WFDL), with the 
following features. A workflow description contains two sections. First, there is a 
declaration section, in which workflow information items (see Section 2.1.2) and 
tasks are declared. The second section is the flow definition; it specifies the starting 
point, the sequence of the tasks and one or more end-points. Below is an example 
code snippet taken from (Casati et al. 1996) of the textual definition language (see 
Listing 2-1). Note that this example is not complete, and is only shown to get an 
idea of the syntax. The line numbers are not part of the script, but are shown for 
easy reference. 
 
1 PROCESS “Military enrollment” 
 ... 
2 DECLARATION 
   ... 
3   VARIABLES 
4     VAR “Physical Test Result” BOOLEAN NULL 
     ... 
5   TASKS 
6     TASK “Get and record data” 
7       ROLE AdministratorOfficer 
       ... 
8       IN 
9         NONE 
10       OUT 
11         FORM “Application” 
12     ENDTASK 
  
13     TASK “Physical Test” 
     ... 
14     ENDTASK 
     ... 
15 ENDDECLARATION 
  
16 TASK “Get and record data” 
17 IF TASK “Get and record data” THEN 
18   TASK “Physical Test” 
   ... 
19 END 
  

Listing 2-1: Example of the WIDE Workflow Description Language 

 
Line 1 declares a process schema named “Military enrollment”. The ellipses 
indicate that some statements have been left out of the example, to keep this 
example short. Line 2 then starts the declaration section, which can contain several 
sub-sections. Starting at line 3, schema variables can be declared. Lines 6 to 12 
define a task called “Get and record data”. Lines 13 to 14 define another task by 
name of “Physical Test”. Line 15 indicates the end of the declaration section. Lines 
16 to 18 define the flow of the process, starting with the task “Get and record data”. 
After that task, the next task is “Physical Test”. Finally, line 19 ends the process 
schema.   
In (Chan et al. 1998b), a different workflow language was specified for the WIDE 
workflow model. This language evolved into a language called Valmont, which will 
be discussed in Section 2.2. 

2.1.4 Evaluation 
The WIDE project resulted in a rich conceptual model for workflow management. 
A number of points on which the project was focused are: long-running 
transactions in a concurrent, distributed environment, how to link the 
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organizational model and the workflow model in a flexible way, and exception 
handling in workflow execution.  
Although very complete, the WIDE model does not address the concept of a 
document as a set of related attributes. Workflow relevant data are declared as 
individual variables. This is not an improvement over the WfMC reference model 
introduced in Chapter 1.  Although forms can be defined to do a certain grouping, 
the forms themselves are not containers for the actual data, but merely containers 
of references to individual data fields. 

2.2 Liaison: a workflow model for novel applications 
The Liaison workflow model (Chan et al. 1998a) descends from the WIDE 
workflow model discussed in Section 2.1. As such, it is an extension of the 
reference workflow model as proposed by the WfMC.  The workflow language for 
this workflow model is called Valmont, which was briefly mentioned in the 
previous section, and is discussed in more detail in Section 2.2.2. 

2.2.1 The Liaison Workflow Model 
Figure 2-3 shows the UML diagram representing the important concepts in 
the Liaison workflow model. This figure was reconstructed from the model 
description in (Chan et al. 1998a); it was not provided by the creators of the 
Liaison model. 
 

 
Figure 2-3: Overview of the Liaison workflow meta-model 
 
The process model is the central concept in the Liaison workflow model. It ties 
organization, data and form models to the activities of the process model. 
The organizational model consists of positions, which may be hierarchical (hence 
the association with itself) and teams. Teams consist of staff members, which have 
one or more organizational positions.  
A form model contains a number of form definitions, each of which contains a 
number of fields through which the user can interact with variables defined in the 
data model. 
Besides variable definitions, the data model defines entities. These represent 
external data sources, and they can have a number of associated operations, for 
instance “edit”, “read” and “print”. 
The process model, finally, defines a number of tasks, each of which consists of a 
number of base tasks. Tasks and base tasks can be compared with the supertask 
and task concepts respectively, introduced in the WIDE workflow model. Base 
tasks can specify a form that is shown to the user when the task is executed. Both 
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tasks and base tasks have transitions to control the flow of the process, and each 
transition can have an associated condition.  

2.2.2 Valmont: A Language for Workflow Programming 
Valmont is the workflow language that is based on the Liaison workflow model. 
This subsection will show some examples of this language. A more extensive 
discussion can be found in (Chan and Leung 1998), (Chan 1999) and (Chan et al. 
1998a). Each of the four sub-models (organization, information, form and process) 
will be illustrated with the appropriate syntax. All examples are taken from (Chan 
and Leung 1998), and simplified for this discussion. 

Organization Model 
The organization model consists of teams and positions, as shown in Figure 
2-3. The syntax for this reflects that fact, as the example in Listing 2-2 shows.  
 
1 ORGANISATION_MODEL Software_Services 
  
2   STAFF HAS 
3     LIST OF STRING: skills; 
4     STRING: degree; 
5   END_STAFF; 
  
6   POSITION Design_Engineer SUPERIOR Project_Leader 
7    … 
8   END_POSITION; 
  
9   POSITION Project_Leader 
10    … 
11   END_POSITION; 
  
12   TEAM Project_Team HAS 
13    … 
14   END_TEAM; 
15 END_MODEL 
  
16 REGISTER STAFF IN Software_Services 
17   (SELF,DEPUTY, skills, degree) 
18   [(Andy,[Billy],[“databases”, “software engineering”], 
19   “Ph.D”), … ]; 
  
20 REGISTER POSITION Design_Engineer IN Software_Services 
21   (SELF,SUPERIOR) 
22   [(Andy,Edward), (Billy, Edward), …]; 
  
23 REGISTER TEAM Project_Team IN Software_Services 
24   (LEADER,MEMBERS) 
25   (Edward,[Andy,Bob,Chris,David AS Software_Engineer]); 
  

Listing 2-2: Example of the Valmont language to define an organization model 
 
Line 1 declares the organization model named as Software_Services. Lines 2 
through 5 declare the attributes that staff members have, in this case a list of skills 
and a degree. All attributes are of type string. Lines 6-8 and 9-11 define two 
positions. The first is called Design_Engineer, which has a superior known as 
Project_Leader. The second position defines this project leader position. Then, 
lines 12-14 define a team called Project_Team. Both positions and teams can have 
user-defined attributes, which are not discussed here. Line 15 indicates the end of 
the organization model.  
The second part in the listing starts at line 16. First, a number of actual persons are 
registered as staff members in the organization model Software_Services.  Then, 
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the position Design_Engineer is assigned to Andy and Billy; both have Edward as 
their superior. Lines 23-25, finally, define that Edward, Andy, Bob, Chris and 
David are members of the project team, led by Edward. 

Form Specification 
Listing 2-3 shows a form model definition called Software_Services, 
containing two form definitions. 
  
1 FORM_MODEL Software_Services 
2   FORM Design_Change_Form 
3     HEADING “DESIGN CHANGE FORM”; 
4     LABEL “Software Design” LINKS ENTITY: design; 
5     LABEL “New Requirements” LINKS TEXT: req_change; 
6   END_FORM; 
  
7   DERIVED_FORM First_Design_Change_Form 
8     DERIVED_FROM Design_Change_Form 
9     ONLY READ FOR req_change; 
10   END_FORM; 
  
11 END_MODEL 
  

Listing 2-3: Example of a form specification in Valmont 
 
The first form is defined in lines 2 through 6. The form is named 
Design_Change_Form. After declaring a heading (line 3), there are two form 
elements; the first is called Software Design (line 4), which is connected to the 
entity design, and the second is called New Requirements (line 5), which is linked to 
the field req_change. The fields that are linked to are discussed next, when 
discussing the information model.  
The second form definition (lines 7-10) is derived from the first form called 
Design_Change_form, and is called First_Design_Change_Form. It inherits all fields 
from its parent form, but in doing so, it makes the field req_change read only, as 
stated in line 9. Finally, line 11 ends the form model definition. 

Information Model 
Listing 2-4 shows the information model. Line 1 declares this using the name 
Software_Services. 
 
1 DATA_MODEL Software_Services 
2   ENTITY design “~ss/ispw6/design.txt” 
3     HAS 
4     edit “emacs $design”; 
5     print “lpr $design”;  
6   END_ENTITY; 
  
7   VARIABLE 
8     STRING: fix_design; 
9     BOOLEAN: fix_code; 
10     TIME: test_unit_start; 
11     TEXT: req_change; 
12 END_MODEL; 
  

Listing 2-4: Example of a data specification in Valmont 
 
Lines 2-6 define an entity by name of design, and is a reference to a text file (line 2). 
Lines 3-5 state that it has two associated operations. The first is edit, which means 
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the file is opened with the Emacs editor. The second operation is print, which 
sends the text file to the printer using the Unix/Linux lpr command. 
Lines 7 through 11 define a number of variables. Line 8 defines a string variable 
called fix_design, line 9 a Boolean variable called fix_code, and so on. 

Process Model 
The last model which connects everything together is the process model. An 
example is shown in Listing 2-5. The first line declares a workflow model 
called ISPW-6. Lines 2-4 import the organization model, form model and 
data model, respectively, which were defined in earlier paragraphs. 
 
1 WORKFLOW_MODEL ISPW-6 
  
2 USES ORGANISATION_MODEL Software_Services; 
3      FORM_MODEL Software_Services; 
4      DATA_MODEL Software_Services; 
  
5 CONTROL 
6   START Schedule_Task; 
7   Schedule_Task ENABLES Perform_Change; 
8   END Perform_Change; 
  
9 EXCEPTION 
10   Test_Unit_Delayed 
     … 
  
11 TASK Perform_Change 
   … 
12 END_TASK; 
  
13 BASE_TASK Schedule_Task 
14   VIEW 
15     Schedule_Form(test_unit_start, test_unit_length); 
   … 
16   ROLE 
17     STAFF Project_Team.LEADER; 
18 END_TASK; 
 … 
19 END_MODEL; 
  

Listing 2-5: Example of a process specification in Valmont 
 
Lines 5 to 8 declare the flow of the process that is defined here. The workflow 
starts with the activity Schedule_Task. Once completed, the activity 
Perform_Change becomes available (it is enabled), which is the last activity in this 
workflow, according to line 8. Lines 11-12 define the task (or supertask, in terms of 
the WIDE model) Perform_Change. A base task called Schedule_Task is defined in 
lines 13 through 18. Lines 14-15 declare that for this task the form Schedule_Form 
is used. It gets two parameters that are used to initialize its fields with values. This 
task is to be executed by the leader of the Project_Team team (line 17).  

2.2.3 Evaluation 
The Liaison workflow model, based on the WIDE model discussed in Section 2.1, 
provides a rich workflow meta-model that addresses many of the important issues 
when constructing a workflow-enabled application. A high-level domain specific 
language called Valmont is provided with an easy to use syntax that can be used by 
domain experts, as opposed to (, but not excluding) developers.  
Two important issues were not addressed. The first one is that workflow relevant 
data are just individual variables; there is not a concept of a document, acting as a 
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container to group related data. Secondly, no details are disclosed about runtime 
changes. Although making changes in an application would not be difficult, as 
many details are specified in Valmont, the papers presenting Liaison do not 
address this issue. 

2.3 Placeless Documents 
Researchers at Xerox’ Palo Alto Research Center (PARC) introduced a concept 
they call Active Documents. The prototype implementation of this concept is called 
Placeless Documents. It is a document management system based on document 
properties, as opposed to a system that is based on document locations, hence 
placeless documents (Dourish et al. 2000ab; Dourish et al. 2000ba). The system is 
based on an earlier prototype system called Presto (Dourish et al. 1999). 
In the Placeless Documents system, documents are decorated with user-specific, 
active properties. It should be noted that the word document in the context of this 
system refers to a file in the classic sense of the word.  
Different users can add different properties that are relevant to them, and besides 
storing static information, properties can also store the behavior of a document. 
For instance, a document can be provided with a backup property, which contains 
executable code that takes care of creating a backup of the document. 
Instead of finding documents by their location, users can find a document through 
queries. A query is done on the document properties, which yields a set of 
documents that the user is looking for. Documents in Placeless are not content 
containers; they merely store the properties that are added to them by the system 
(automatic, universal properties, such as file size) and users (private properties). 
The contents of a document can be accessed through a content provider interface 
(a core operation, discussed next). 

2.3.1 Behavioral properties 
The most interesting aspect of the Placeless system is the ability to store the 
behavior of the document as a property. First, though, we shall discuss the core 
operations of documents. 
A document in the Placeless system has a set of core operations, which are listed in 
Table 2-3. Besides the column listing these core operations, the table shows three 
other columns, titled verify, perform and notify. These are the names of the three 
phases of an execution of a core operation. Users can define active properties that 
must be executed in a certain phase. This phased execution of active properties is 
shown in Figure 2-4.  

 
Figure 2-4: Phased execution of active property code in the Placeless Documents 
system. The arrow indicates the execution path. 
 
When an operation is invoked, first all active properties that are added to the list of 
verifiers are executed. Then, the list of performers is executed, after which all 
notifying active properties are executed. The order in which the active properties of 
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a certain phase are executed is defined by a numerical ordering, defined by the user. 
As these properties are inserted in the execution path of an operation, these 
properties are called inline active properties. Not all core operations support active 
properties to be inserted at each phase. Table 2-3 defines which core operations 
support inline active properties for which phase. 
 
Table 2-3: Operations and active properties in the Placeless Document system. 
A “+” in a column indicates that the core operation supports inline active 
properties for the phase denoted by that column title. 

Operation Verify Perform Notify 

AddProperty + – + 

DeleteProperty + – + 

AddMember + – + 

GetMembers + + + 

RemoveMember + – + 

GetPropertyValue + – + 

SetPropertyValue + – + 

SetQuery + + + 

DeleteDocument + + – 

ReadContent + + + 

WriteContent + + + 

CloseOutputStream – – + 

GetDelegateFor + – + 
 
The phased execution model allows for more fine-grained control over an 
operation. For instance, an active property can be added to the verify phase that 
will make sure the user has the appropriate credentials to execute that operation. 
Any active property in the verify phase can cancel the execution of the whole 
operation. 
Besides providing a core set of operations, users can extend the behavior of a 
document using delegates. Although similar, it should not be confused with 
delegation as an object-oriented design pattern.  
Using delegates, new operations can be added to the document. In order to access 
the new operations, a delegate object should be retrieved that implements the new 
operation(s). This is done through the GetDelegateFor core operation. That 
operation takes an interface as an argument, and returns an object that implements 
that interface, if there is such an object. The retrieved delegate object then 
represents the document, and offers the new functionality. 
Summarizing, the Placeless Documents system is a property-based document 
management system, which allows for customized document behavior by changing 
the provided core operations (using inline active properties), and for extensible 
document behavior by providing delegates. 

2.3.2 Workflow applications in Placeless 
So far, the emphasis was mainly on document management as a task, using an 
alternative approach than a hierarchical file system. However, using the 
programming model that Placeless provides, all sorts of applications can be built 
on this basis. One area which is particularly interesting for us is the domain of 
workflow.  
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Figure 2-5: A snapshot of Vista, a Presto interface.  
 
Consider a scenario where a document represents a user-interface with a number 
of fields. Users can edit the content of the document through this form. Using 
inline active properties for the read and write core operations, the code of these 
properties can connect to a workflow engine and update the state of the running 
workflow process. 

2.3.3 Evaluation 
The Placeless Documents system presented in this section has a strong focus on 
files, as opposed to documents as we defined in Chapter 1. Instead of a workflow 
management system supporting documents, it is more a file management system. It 
is a new way to manage files, with additional support for actions (executable code) 
that are executed when certain events (operations) are triggered.  Using this 
extensible infrastructure, a workflow system could be built on top of it.  Document 
properties can be considered data fields, which in Placeless Documents really are 
implemented as meta-data. It is not disclosed whether these data fields can be 
grouped, to form a document in our definition. 
The Placeless Documents system provides a graphical user interface, more or less 
the equivalent of the desktop in well-known operating systems. A snapshot of this 
user interface, called Vista, is shown in Figure 2-5. 

2.4 A Framework for Document-Driven Workflow Systems 
Wang and Kumar took an information-based approach of modeling a workflow 
system (Wang and Kumar 2005). They based their approach on the WIDE model, 
which we discussed in Section 2.1, which stated that workflow systems must be 
able to respond to all sorts of events. This idea is taken to an extreme, by 
implementing a complete workflow system inside a database system. 
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In their paper, Wang and Kumar motivate their approach on the fact that a data 
flow dependency results in a certain workflow. A data dependency occurs when 
there are two activities, where one activity produces the data that is needed 
(consumed) by the other activity. This data dependency dictates the order of 
activities. For instance, an online book shop cannot ship a book to a customer 
before the order was received. Besides such data dependencies, a company may 
have a certain business policy that defines that a certain activity should occur 
before another. For instance, the same online book shop might have the policy not 
to ship books to a customer before they received the payment. Wang and Kumar 
call data dependency constraints hard constraints, while a business policy is called 
a soft constraint. Soft constraints may vary among organizations, while hard 
constraints apply to all organizations. 

2.4.1 Architecture 
A four-layer architecture for their document-driven workflow is presented, which is 
shown in Figure 2-6. The schema layer at the top contains the definitions, 
consisting of a process definition consisting of tasks, documents and resources. 
The runtime layer shows that runtime instances of the processes and their tasks are 
created, activated and terminated. The scheduling layer, then, defines algorithms 
that provide a task with the required resources so it can be executed. The 
application layer, finally, shows how application data can be linked to the 
workflow system. 
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Figure 2-6: The four-layer architecture of the document-driven workflow by 
Wang and Kumar. 

2.4.2 Document Meta-Model 
Now that the overall architecture was introduced, we will focus on the document 
model in this system. The document meta-model is shown in Figure 2-7.  
A document is defined as a set of DocElements. A DocElement is a set of related 
DataFields. For instance, the address DocElement can consist of DataField 

elements for street number, street, city and zip code. Besides this, two classes 
(DocLockState and DocCopyState) are concerned with concurrent access to a 
document. This is discussed in the paper extensively, and will not be discussed 
here. The EventAdapter will be discussed in more detail in the next paragraph. 
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Figure 2-7: Document meta-model by Wang and Kumar 
 

2.4.3 Event Meta-Model 
Figure 2-8 shows the event meta-model. All entities in the workflow system such as 
a process, task and document, communicate by raising and handling events. An 
event adapter registers itself with an event listener. If an event occurs, the event 
adapter checks whether all constraints are satisfied. If so, its event actions are 
executed. 
 

 
 
Figure 2-8: EventAdapter and Constraint meta-model by Wang and Kumar 

2.4.4 Evaluation 
The basis of the work presented by Wang and Kumar is an event-based workflow 
system. As such, they implemented a complete workflow system inside a database 
system, which provides the event mechanism infrastructure. The analysis of the 
data dependencies can automatically result in the document definitions. The 
document meta-model is flexible enough to define document templates, and the 
event mechanism allows for defining event handlers. The presented system does 
not consider the interface through which participants will execute a workflow. 
According to the referred paper, definitions are written in XML format and then 
loaded into the database. Finally, participants and the related document access 
constraints are not addressed in this system. 
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2.5 XDoC-WFMS: A Document Centric WFMS Framework 
In (Krishnan et al. 2002) a Workflow Management System (WFMS) that supports 
document integration within a workflow. Documents are stored using the XML, 
under the assumption that many organizations are adopting XML as a document 
definition language. 

2.5.1 Concepts 
Krishnan et al. introduce a number of concepts that must be explained in order to 
understand the architecture of their system. The main concepts are discussed 
briefly in Table 2-4. 
 
Table 2-4: Important concepts introduced in the XDoC-WMFS system. 

Term Description 

Template A collection of logically related data in a workflow. It is represented by 
instances of a class named Template. 

Read Unit (RU) A collection of non-modifiable information. The collection can contain 
elements from different templates. It is implemented as an instance of the 
class Read_Element. 

Smallest Concurrency Unit 
(SCU) 

An atomic updatable unit of a document. At any one time, only a single 
user can update a certain piece of the document represented by a SCU. Like 
a Read Unit, a SCU can be defined over different templates. 

View A collection of SCUs and RUs to display the data of a document (or 
documents). The view is used to execute an activity in the workflow. For 
each Agent Role in the XDoC-WMFS, a view is defined. 

Workflow A description of the business process. It contains a start and end state, and 
a number of error and exception states. 

External Agent A human or software agent that executes an activity and works on the 
information stored in the workflow documents. 

Micro Agent Internal agents in the XDoC-WFMS system which perform process 
independent activities that support the workflow system as a whole. For 
instance, retrieving data from a database, handling events and exceptions 
and selecting the external agent that should execute a certain activity. 

Agent Role An abstraction that is used to specify a set of permissions and capabilities. 
A group of similar agents is then assigned such a role. 

Administrator A special external agent who has pre-defined capabilities. He has mainly 
two tasks: implementing the business process in the XDoC-WFMS system, 
and intervening in case of failures in the WFMS.  

 
In Figure 2-9 the concepts from Table 2-4 are shown and their relationships are 
shown. This figure was inferred from the description given in (Krishnan et al. 
2002), and is therefore somewhat simplified. The figure does not consider any 
runtime components, such as the workflow engine and micro agents; its focus is on 
the process model. 
Starting at the left of the figure, a workflow contains sub-workflows, each of which 
consists of a number of activities. An activity is assigned to an external agent, 
which can have a number of agent roles. A view is defined for each agent role. A 
view contains a number of SCUs for data input and Read Elements (RE) for data 
output. Both SCUs and REs contain a number of child elements, and the complete 
set of these elements make up a document template.  
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Figure 2-9: Domain model of the XDoC-WFMS system. 

2.5.2 Architecture 
Figure 2-10 shows the architecture of the XDoC-WMFS system. The Document 
Specification Language Processor allows the administrator to specify the 
templates, SCUs and RUs. The Workflow Decomposer is used to decompose 
the workflow into sub-workflows and activities. This is discussed in more 
detail in Krishnan’s paper and will not be further mentioned here.  
 

 
Figure 2-10: Architecture of XDoC-WMFS (taken from the paper by Krishnan and 
Munaga) 
 
The View Specification Processor associates the activities with their views, and 
outputs a view-agent-activity mapping (see also the relationship of these entities in 
Figure 2-9). The Workflow Generator takes the view-agent-activity mappings and 
creates a workflow graph. Together with the Micro Agent (MA) manager, the order 
in which the views are accessed is determined. The MA manager generates the 
different MAs required by the workflow. The Workflow Coordinator takes the 
workflow graph from the workflow generator and executes the workflow during 
runtime.  The last two components are the Activity Log manager and the Recovery 
manager. These handle logging and recovering of exceptions, respectively. 
During execution of a workflow, events are raised on certain occasions, for 
instance, when an activity has been completed. So-called Event-Condition-Action 
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rules (ECA) can be defined; an ECA rule defines that, when a certain Event is 
raised, and the specified Condition is true, then some Action is executed. 

2.5.3 Evaluation 
As a whole, the XDoC-WMFS focuses on a number of aspects that are important 
for a document-oriented workflow management system. It implements document-
centric business processes, by integrating the document flow and workflow. 
Documents, consisting of logically related data, are defined as templates, and 
stored as XML, taking advantage of the structure inherent to XML. SCUs and RUs 
can be defined, providing a clean mechanism to allow for concurrent updates to 
documents, and a way to aggregate data from different documents. Views provide 
access to documents that are needed by workflow participants (agents) and types 
of workflow participants (agent roles), effectively implementing access restrictions. 
Micro agents handle workflow management tasks, such as document storage and 
retrieval, events and exceptions. 
However, a number of issues are not addressed. The system does not allow for a 
flexible document structure (template). The presented implementation could not 
easily be updated to allow for this, as templates are represented as C++ objects. 
Workflows, as well as all other specifications (SCUs, RUs, ECA rules, etc) must be 
defined by an administrator, thus making runtime changes to a workflow 
impossible, and not accessible for end-users. Furthermore, no details are disclosed 
about participants in an organizational environment. 

2.6 Microsoft Windows Workflow Foundation 
The new release of the Microsoft Windows operating system, Windows Vista, 
includes a new version of the .Net framework, version 3.0. This framework 
contains four new components. Microsoft has acknowledged the importance of 
workflow in applications; one of the four new framework components is called 
Windows Workflow Foundations (WF). Besides a new API for programming 
workflow in .Net applications, a new XML-based language was introduced, called 
Extensible Application Markup Language (XAML). It is a declarative language to 
describe objects and their attributes, and can be used by Windows Presentation 
Foundation, another component provided in the .Net framework 3.0, to describe a 
user interface (UI). Besides describing UIs, XAML also supports workflow 
definitions. 
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Figure 2-11: Graphical workflow editor in Microsoft Visual Studio 2005. 
 
Moreover, code can be embedded in the XAML file instead of providing it in a 
separate file. 
In Microsoft’s 2005 release of Visual Studio, a graphical workflow editor is 
provided that can be used to ‘draw’ a workflow. This editor can also be embedded 
in a client-application. This allows application users to define or change a 
workflow. Figure 2-11 shows a snapshot of a workflow definition in the mentioned 
workflow editor. 
Besides activity-based workflows, WF also supports state-based workflows. The 
workflow can then be considered a finite state machine. 

2.6.1 Evaluation 
Being a Microsoft technology the Workflow Foundation is only available for the 
Windows platform4. The WF provides a very complete infrastructure to build 
workflow applications. The integration with the rest of the .Net platform makes 
defining and changing a workflow very easy. 
There is no built-in support for documents as we defined them in the introduction. 
Of course, as WF allows for very flexible integration with application code, this 
can be programmed by the application developer. In that case, code for a flexible 
document infrastructure must be written. 

                                                     
4 The Mono project is an open source implementation of the .Net platform for Linux. Although 
a promising project, only parts of .Net 3.0 have been implemented. The Windows Workflow 
Foundation is in pre-alpha state (The Mono Project 2007). 
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2.7 IBM Lotus Notes 
IBM Lotus Notes is a collaborative application with a long history, described in 
detail in (IBM 2007). It is typically used in organizations as an email client, but it 
has additional features for ‘desktop workers’. A screenshot of the default home 
screen is shown in Figure 2-12. It also allows users to write applications using the 
built-in scripting languages. Besides the two most important ones, Formula and 
LotusScript (a Visual Basic clone), it also supports Java and JavaScript. Extensions 
can be written using C++.  
 

 
Figure 2-12: Default Home screen of IBM Lotus Notes 8. 
 
For our problem domain, LotusScript is the most interesting. Using this scripting 
language, users can create forms. A form is a user-interface that contains a number 
of elements, such as text fields, selection fields and buttons. The data model is 
defined by the form definition; that is, the user-defined form becomes a container 
for the variables that are represented by the individual form elements. The form 
becomes a template for the document5. Using LotusScript, an application can also 
be programmed to implement a workflow.  
LotusScript (and the other available languages) allow users with programming 
experience to create embedded applications within the Lotus runtime environment. 
The support for Java and C++ extensions can be used to create useful applications. 
However, a number of issues must be considered. 
Firstly, creating applications cannot be done by typical desk workers; only 
programmers have enough expertise to use the supported programming languages. 
Secondly, applications are dependent on their host environment, Lotus Notes, 
which has consequences for the portability. Once significant investments have 
been done in an environment such as Lotus Notes, it is necessary to maintain such 
environment, as support for older versions will stop at some point. Switching to a 
different environment would be costly, as all embedded applications would need to 
be rewritten. 
                                                     
5 For the sake of this discussion, this description of forms and their relation to the data being 
stored is somewhat simplified. 



 
30      |     Chapter 2:  Workflow Systems and Technology 

Another issue with the document model in Lotus Notes is that the system is not 
flexible. It is difficult for end-users to make changes, as they typically have no 
knowledge of programming. Furthermore, runtime changes are not supported. 

2.7.1 Evaluation 
Lotus Notes is popular groupware, and used in many organizations for handling 
mail and internal applications, as described above. Its programming model 
provides enough flexibility for developers to create new functionality that is then 
available from the Lotus Notes desktop. However, a number of issues must be 
considered. Firstly, the application platform that Lotus Notes offers limits the 
portability of applications and increases the dependency on its host environment. 
Applications written in LotusScript cannot easily be ported, as they use Lotus 
Notes specific libraries or components. Secondly, forms and documents are unified 
in this system; a form represents the set of data, data sets (documents) are not 
defined separately from their user-interface. This means that these documents 
cannot be re-used easily in other applications, without writing software wrappers 
and/or converters. 
There are more issues; the programming environment is meant for developers, not 
for end-users; runtime changes are not supported (for instance, adding a new data 
field during execution of a “workflow”). 

2.8 JBoss jBPM 
JBoss is an open source, community-driven project. It provides a Java Enterprise 
middleware platform that offers a great number of components that can be used 
when creating applications. JBoss jBPM is a workflow and business process 
management (BPM) engine, which can be programmed through its API. 
Furthermore, a process definition language is provided, called jBPM Process 
Description Language (jPDL). The language is distributed with the jBPM engine, 
including all necessary components to run it. An overview of this jPDL Suite is 
show in Figure 2-13.  
 

 
Figure 2-13: Overview of the jPDL components 
 
Central in the figure above is the jPDL library. This library contains the 
components to manage process definitions and run the process instances. It uses a 
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database to store process definitions, instances, and the history of running and 
completed process instances.  
A web console application is used to interact with tasks generated by the process 
executions, and to provide an interface for administrative purposes (these are 
interfaces 2 and 5 of the WfMC reference model combined). 
A graphical design editor is included, which is implemented as a plug-in for the 
Java Eclipse IDE (see Figure 2-14). 

2.8.1 Evaluation 
JBoss jBPM is a promising product with many features needed in a typical 
workflow application. A great advantage of the system is that it is open source, and 
can be freely used without any licensing costs. Being open source software written 
by a community can have negative consequences; certain features may be in 
experimental state, because there is no ‘deadline’ for their implementation. 
Nevertheless, the current state of JBoss jBPM is a good alternative to commercial 
products. 
 

 
Figure 2-14: JBoss' graphical process editor plug-in for Eclipse 

 
Although a graphical process editor is provided, it is implemented as a plug-in for 
the Eclipse IDE, which makes it inaccessible to end-users.  
Furthermore, workflow relevant data is defined by declaring individual variables. 
No real ‘document’ structure can be defined. The documentation does not disclose 
any details on data and activity access rights, except for read/write permissions 
that can be set on a variable. Little is disclosed about user management and related 
access policies.  
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2.9 Comparative Analysis 
From the numerous available systems and prototypes, both commercial and 
academic, we discussed a handful of them. Now we shall summarize our findings, 
and highlight the common shortcomings. An overview of the interesting features is 
presented in Table 2-5. The following abbreviations are used: 
 

FW:   Framework 
DB:  Database 
Appl.:  a complete application, or host environment.  
API:  an application programming interface or a library. 
n/a:  not applicable 
n/s:  not specified 

 
Table 2-5: Overview of features for the discussed systems6. 

Feature WIDE Liaison Placeless DDWFS XDoC MSWF Lotus JBoss  

System type FW FW Appl. DB FW API Appl. API 

Document as an 
entity 

No No Yes, but 
different 

Yes Yes No No No 

Workflow 
language 

WFDL Valmont n/a XML 
Based 

n/s XAML Lotus 
Script 

JPDL 

End-user Oriented 
tools 

No No Yes No No No No Yes 

Support for 
runtime  changes 

No No Yes Yes No Available No Yes 

User-interface 
management 

Yes Yes n/a No Yes No Yes Yes 

 
Some remarks can be made about the values in the table. The first row indicates 
the type of system, or its deployment style. A framework is often just a library that 
can be linked to, but conceptually not much different from an API. Placeless and 
Lotus Notes are applications, in the sense that they can be used without any 
further programming. They are host environments in which programmers and 
possibly end-users can deploy custom embedded applications. 
The second row indicates whether the system supports the concept of a document 
as we defined it in Chapter 1, that is, a logical set of data that belongs together can 
be managed as such.  
Next is the workflow language. This is not applicable for the Placeless system, and 
not specified for the XDoC-WFMS system. Although the entry for Lotus Notes 
indicates LotusScript, it must be noted that this is not really a workflow language, 
but a “workflow” can be implemented with it. 
Not all tools are end-user oriented. For instance, the Valmont language in Liaison 
is not supposed to be used by end-users. Lotus Notes is a special case, because 
end-users are able to create their own applications, but they must have 
programming experience to be able to do so. JBoss offers user-friendly tools that 
can be used by end-users. 
Most systems consider user-interfaces; others, such as Microsoft’s Workflow 
Foundations, are libraries, with which a user-interface can be built, but this must 
be programmed by a developer. In Placeless, it is not applicable, as this system is 

                                                     
6 DDWFS is short for: A Framework for Document-Driven Workflow Systems; 
XDoC is short for XDoC-WFMS; MSWF is short for Microsoft Workflow Foundations.  
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more a file management system that looks like a common desktop system, such as 
found in Microsoft Windows. 
A great deal of research has been done already in the field of workflow systems. 
Over the years, many commercial systems have been implemented as well. This 
chapter presented only a small fraction of academic and commercial systems. Each 
of the presented academic approaches contains interesting aspects that are relevant 
for our problem domain.  
The WIDE system (Section 2.1) presents a feature-rich framework and an 
associated language to express these features, but lacks a focus on structured 
documents, which means a developer needs to handle related data manually. 
Furthermore, the system does not provide customization options by end-users, and 
runtime changes are not supported. 
The Liaison system (Section 2.2) is based on the WIDE system. Although it differs 
from it, in view of our research it has the same lacking features as the WIDE model. 
The Placeless Documents system (Section 2.3) takes a different approach. It 
presents a file management system to make handling and finding files easy, by 
attaching properties to these files. It introduces the novel idea of attaching 
executable code as properties. This allows for implementing applications within 
the Placeless system. A workflow management application would be an example. 
However, as its focus is on files rather than documents as a set of attributes, it 
lacks other features, such as letting end-users define user-interfaces or specifying 
the organization structure. Although the system introduces some novel concepts, it 
would not be suitable for implementing applications in this thesis’ research focus. 
The framework for document-driven workflow systems (Section 2.4) was also 
based on the WIDE model. It is entirely event-based, and as such is implemented 
completely within a database management system. The framework provides a 
flexible document structure, and changing this and its related workflow is a matter 
of update queries. However, the framework would not suffice as a basis for a 
typical application in our research domain, as it does not address defining user-
interfaces, nor does it provide the tools for an end-user to make changes during 
runtime. 
The XDoC-WFMS system (Section 2.5) specifies document structures as templates, 
and provides a mechanism for concurrent access. These are improvements over the 
first two approaches based on the WIDE model. The workflow is inferred from the 
specification of activities in relation to their views (user-interfaces). The system 
also provides for exceptional paths during workflow execution. No workflow 
language is specified, and no details are disclosed on support for runtime changes 
of a document structure or workflow, let alone the tools for end-users to make 
them. 
Microsoft’s WF (Section 2.6) is a main component of the .NET framework version 
3.0 which is included in new editions of Microsoft’s Windows operating system. 
As such, it has both the advantage of being available on many systems, and the 
disadvantage of non-portability. This component is distributed as a library that can 
be used by programmers to build workflow applications. It does not have a built-in 
mechanism to handle documents (as a set of related data), user-interfaces or 
organization structures and associated document access rights. All these aspects 
must be programmed separately by the programmer. Although the library offers an 
advanced workflow model, including both activity-based and state-based 
workflows, it is a general-purpose component. As such, it does not provide 
additional benefits compared to any other workflow engine, which are typically 
distributed as a library as well. 
IBM Lotus Notes (Section 2.7) is a so-called groupware product, which already 
offers a features complete product. Using the supported programming tools, expert 
users (with programming experience) can build workflow applications. The user-
interfaces define the structure of a document, but no built-in concept of a 
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document as a related set of attributes is available. Applications are therefore 
limited to the environment offered by Lotus Notes. Runtime changes are not 
supported, and more importantly, the Lotus Notes environment itself is needed to 
run any applications, thereby limiting the scope and portability of applications. 
JBoss jBPM (Section 2.8) is an open source workflow library, offering many 
features, such as end-user oriented tools to define a workflow, workflow data and 
it includes management functions for user-interfaces. It is suitable to build 
workflow-applications of all types. However, although workflow data can be easily 
defined, there is no built-in support for related sets of data, nor is there any 
support for actively enforced access rules on this data. 
 
None of the presented alternatives is an ideal candidate to solve our problems. 
Although it is quite likely that our problems can be solved by using, for instance, 
Microsoft’s Workflow Foundations, still a lot of features must be programmed on 
top of that framework. Therefore, we take a different approach, and design a new 
framework that provides the exact functionality we need. This framework takes the 
four basic aspects of workflow, document, user-interfaces and organization 
structure, including access control rules. A scripting language called Lingua 
Tabellae is provided, which offers an easy to learn syntax, suitable for domain 
experts. The language can define the important aspects of an application and as 
such, exactly defines which parts of the application can be changed. Such changes 
can be done during runtime, after the application has been deployed.  
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3 Scenarios 

But what... is it good for? 
—Engineer at the Advanced Computing Systems Division of IBM, 1968,           
commenting on the microchip. 

3.1 Introducing the ReProSitory System 
In Chapter 1, the document domain was introduced. For the discussion of 
scenarios in this chapter, and the design in Chapter 4, we now introduce a case 
study which will illustrate how the concepts of a workflow and activities, a 
document and its attributes, an organization and participants, and user-interfaces 
fit together in an application. 
The setting for the case study is a fast growing subsidiary software research and 
development company called Ricardoh, where researchers are encouraged to 
submit proposals for future research. There are five research groups at the 
company, counting fifty researchers in total. The management layer of this 
company consists of the company president, a vice-president on the administrative 
department, a vice-president on the R&D department (also called the R&D 
director) and five group leaders. The organization chart of this company is shown 
in Figure 3-1. 

 
Figure 3-1: Organization chart of Ricardoh 
 
All fifty employees are rather intelligent people, with many ideas for future 
research. Furthermore, while the researchers are enthusiastic, management does 
recognize the need to respond to their proposals on a short notice, as to prevent 
decreasing the researchers’ enthusiasm. However, all research projects must be 
approved by both the company president and the R&D director. This means that, 
while they are already quite busy doing their normal management tasks, they also 
have to look into the research proposals. Researchers should submit their 
proposals by email to their group leader. The group leaders, however, have many 
reporting tasks, all by email, and thus proposals sometimes get ‘lost’ in the email, 
or forgotten so that the proposing researcher might become impatient. To 
overcome the problems of forgotten research proposals, management bottlenecks 
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and to provide storage for the proposals in a more structured way, management 
decides a support system must be developed that can be used for handling research 
proposals. The system is a Research Proposal repository system, which is given the 
little-imaginary name ReProSitory. Management would like to have this system 
operational as soon as possible. The development project of this system is assigned 
to one group in the company, which comes up with the requirements, some of 
which are listed in Table 3-1. 
 
Table 3-1: Requirements for the ReProSitory system 

No Requirement Description 

R1 All researchers in the company can use the system to submit a research project proposal. 

R2 During an application, the user enters the details of the proposal. These details include at least the 
following: title, abstract, motives for the proposal, proposal details, estimated project duration, 
estimate on needed technologies. 

R3 If the applier feels that she must specify more information, it must be possible to update the 
“application document” to provide storage for the extra information. The user-interface must be 
updated accordingly, in order to be able to display this extra data.  

R4 After submission of the application, it must be reviewed by the applicant’s group leader. If the 
application is rejected, it is sent back to the researcher, who can update it and resubmit it. The Group 
Leader is not able to make any changes to the proposal, but he can add a comment about why he 
rejected the proposal. 

R5 After approval of the group leader, the proposal is sent to the R&D director and company president. 
Both of them must approve the proposal. If either of them rejects it, the proposal is sent back to the 
researcher, who can then make appropriate changes, and restart the process. If the proposal is 
accepted, the proposal is stored in the proposal repository. 

R6 The R&D director and the company president can add comments and notes to the project proposal. In 
case of a rejection, this can help the researcher to rephrase or refocus and resubmit the proposal. In 
case of an accepted proposal, the remarks may contain conditions on which the proposal was 
accepted (for instance, a shorter project schedule). 

R7 If the applier feels that the workflow for a particular research proposal must be changed, then she 
must be able to do so. For instance, she might feel the need to ask her peers for a review of her 
proposal, before having it reviewed by her group leader.  

 
The requirements contain the description of the workflow of the system.  
Figure 3-2 shows this workflow expressed as a UML activity diagram. 
 

 
Figure 3-2: Workflow of the ReProSitory system 
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The first activity in the diagram is called “Apply Research Project”, which is 
assigned to a researcher. During this task, the researcher can fill out the details of 
the research proposal. After submission, the researcher’s group leader should 
review the proposal. The group leader can either reject the proposal or approve it, 
after which it is to be approved by both the R&D director and the company 
president. If either of them rejects the proposal, it is sent back to the researcher. If 
both approve, the proposal is stored in a repository, after which the planning 
department can schedule the project. For this scenario, this last step is outside the 
scope of the ReProSitory system. 

3.2 Scenarios 
The introduced case study is a typical example of a simple document-oriented 
workflow-enabled application. We shall now discuss a number of scenarios that 
will highlight the relevant concerns of building such an application. 

3.2.1 Scenario 1: Building the system 
Management would like to have the ReProSitory to be operational as soon as 
possible, but also allow for a flexible system, in which changes can be easily made. 
The team responsible for this project must therefore take into account the potential 
parts of the system that might be changed, and consider these possible changes in 
their design. 

3.2.2 Scenario 2: Changing the application 
According to the requirements, besides changing the structure of a research 
proposal (requirement R3), also the user-interfaces and workflow are subject to 
change (requirements R3, R7 respectively). The team must provide some sort of 
template infrastructure to provide for changeability by users.  

3.2.3 Scenario 3: Re-use of functionality 
There are occasions that desire re-use of existing functionality. Re-use in this 
context is a rather broad statement. There are several options. For instance, a new 
workflow may be associated with an existing document type. Re-use of the 
document is desirable. Another option is to use the document objects in a new 
application. For instance, in the current description of the ReProSitory system, 
rejected research proposals are discarded. At a later point, it might be decided that 
rejected research proposals can be re-assessed by a department at head quarters, to 
find out whether these ideas are useful in any way. Such a system can then easily 
re-use existing documents, and possibly the user-interfaces. 
 
 
 





 

 
39 

4 Design of the Proposed Solution  

This is my answer to the gap between ideas and action - I will write it out. 
—Hortense Calisher 

4.1 The Domain Ontology 
In the introduction, some characteristics of our domain applications were 
discussed briefly. In short, the main concepts are: a document, a workflow, a large 
user-base with different levels of authorization, and a set of user-interfaces. That 
description is a small, but essential basis from which the whole domain model, or 
ontology, can be inferred. This model represents an abstraction of the entities in the 
document domain. It is shown in Figure 4-1. 
 

 
Figure 4-1: Domain model of a document-oriented, workflow-enabled 
application. 
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Firstly, there is the application developer, who defines a workflow and the 
document structure. Then, the developer writes the application, which manages 
these documents and runs the workflow using a workflow engine. The workflow 
consists of a number of activities. During execution of an activity, certain 
application functionality can be invoked, for instance, an email can be sent, or 
some data can be printed. 
Each of the workflow activities is assigned to one or more participants, which are 
the end-users of the application. Such an end-user has one or more positions in the 
organization, and all positions together make up the organization, at least from the 
perspective of the application. Associated with an organizational position is a set of 
authorizations. A position that is higher in the organizational hierarchy usually has 
more or higher authorizations than a lower position. This level of authorization is 
related to the access control rules that are related to a document or document’s 
attributes. For instance, a company president can have full access control, while an 
‘ordinary’ office administrator only has access to documents that are relevant to his 
work. 
A document consists of a number of attributes, where an attribute represents a 
single piece of information. The scope of an access control rule can be a single 
attribute or a whole document, which implies that all attributes inherit this access 
control rule from the document to which they belong. 
 
Table 4-1: Overview of the entities in the document domain. 

Entity Description 

document A container, or aggregate, to manage a set of attributes. 
attribute An individual piece of data, which has a type and access control rule(s). 
form A single user-interface “page”, through which the end-user interacts with 

the application. A form typically has a title, a set of data elements and 
one or more control elements. 

form element An element to interact with document data or to interact with the 
application code. A data element can be used to enter and show data, a 
control element (typically a button) can be used to execute some business 
logic or to execute some application function. 

workflow A definition of a “business process”, which is a set of activities that need 
to be executed in a certain order. 

activity An individual task in a workflow. During an activity, several participants 
can be assigned some task (which is called a work item). 

participant An end-user of the application. A user typically has a certain position in 
the organization. 

organizational 
position 

A position in the organization occupied by a person. A position comes 
with authorizations (among others), which say what the person in this 
position can and cannot do. Another word is role. 

organization The collection of organizational roles and their relationships. 
access rule A statement that says something about which person(s) or roles can 

access a certain resource, and which operations can be executed on that 
resource. 

 
An end-user typically interacts with the application through forms. We use the 
word form here to indicate a user-interface, which in our type of (distributed) 
applications usually is implemented as a web form. A form contains data and 
control elements. A data element, such as a text field, is used for data input and 
output, enabling end-users to enter and read document data. Control elements are 
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elements such as a button, which can be used to invoke a certain piece of 
functionality in the application.  
To summarize, an application in our domain typically has a number of entities that 
need attention during development. These are listed in Table 4-1. 

4.2 Stakeholders and Concerns 
Several stakeholders are involved when building a typical document-oriented 
application. Let us consider them next. 

4.2.1 End-User 
End-users are the people who use the final application. They are not interested in 
implementation details; they do not care whether an application is built from 
scratch or that it is built by means of a framework. Their main concern is the ease 
of use of the system as a whole. Other considerations are system stability and 
performance. 

4.2.2 Application Developer 
The application developer will develop the application that is using the framework. 
He has several concerns. Firstly, the level of abstraction he has to deal with. 
Obviously, it is much more convenient to build an application on a framework that 
offers a high level of abstraction, than building an application from scratch. A more 
general concern, which includes the level of abstraction criterion, is ease of 
implementation of the application. Also, the level of extensibility is important. If 
the framework does not provide sufficient ways to extend its functionality, the 
framework might be too limited to be of any use. As a user of the framework, he is 
interested in ease of use, stability, extensibility, performance and the framework’s 
documentation. 

4.2.3 Framework Implementer  
The framework implementer is concerned about the ease of implementation of the 
framework, and providing an easy to use, stable and well-performing product. 

4.2.4 Framework Maintainer 
The framework maintainer is concerned with the implementation details. A rather 
general term for this is maintainability. Another concern is the quality of the 
provided documentation. 

4.2.5 Company Management 
A very important type of stakeholders is the people that take decisions in a 
company, and who invest in the products being developed. Obviously, company 
management is most interested in the costs and time-to-market of a product. It is 
their goal to deliver high-quality, innovative products at competitive costs. 
Therefore, management is very much interested in finding innovative ways to 
create applications. 

4.3 Key Design Drivers 
Designing a framework that is generic enough for applications in our domain, but 
at the same time containing enough concrete features to solve concrete problems is 
not an easy task. Many details need to be taken into account, and at points, 
different design decisions must be considered.  
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In order to be able to make the right decisions, we define a small number of main 
principles. In software architecture jargon, these main principles are commonly 
known as key design drivers, or key drivers for short. For the application framework, 
the following key drivers are defined: usability, extensibility and maintainability. 

4.3.1 Usability 
Usability is of paramount concern; the framework must be easy to use. One of the 
main goals for the framework to solve is to make it easier for developers to build 
applications. Providing a framework that is difficult or too complex to user would 
not fulfill that goal. 

4.3.2 Extensibility 
A framework by definition limits the scope and functionality of an application, 
because it provides a set of ‘standard’ functionality. Obviously, it is important to 
provide as much low-level functionality, while at the same time providing an easy 
way to add external functionality. By providing ways for the application developer 
to easily integrate external functionality with the framework, the limitations 
inherent to frameworks in general can be limited. 

4.3.3 Maintainability 
The third key driver is maintainability. As more and more applications are built 
using the framework, it is important that the quality of the framework 
implementation is as high as possible. A single defect in the framework can 
potentially affect many different applications. Moreover, the framework itself 
depends on external components, such as a workflow engine. It is important to 
make it possible to plug in a different workflow engine. Adding new features must 
also be possible, which puts more weight on the architecture. 

4.4 Design Overview 
The application framework that is proposed is a library that offers functionality to 
the application. It ‘glues’ several types of functionality together, effectively 
integrating the different concepts we discussed at the beginning of this chapter. 
Without the framework, this integration must be done in the application itself. 
When using the framework, on the other hand, this integration is already taken 
care of. This integration will be discussed in more detail, later in this chapter. 
Figure 4-2 shows the framework in a typical application context. The application is 
built using the framework, which itself depends on functionality offered by a 
workflow engine, and possibly a number of external components. 
 

 
Figure 4-2: The framework in a typical application context. 
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We focus on the framework component. The top-level architecture of the 
framework is shown in Figure 4-3. The framework component consists of a 
number of sub-components: a central component called the Document Virtual 
Machine, a User Interface (UI) manager, a process manager, a document manager 
and an organization manager. These are discussed next. 
 

 
Figure 4-3: Overview of the framework subsystems. 
 

4.5 Framework Components 
The framework consists of a number of main components (see Figure 4-3). Each of 
these components will now be discussed in more detail. 

4.5.1 Document Virtual Machine 
The main component is called the Document Virtual Machine (DVM). Just as the 
Java Virtual Machine (JVM) provides general-purpose operations, such as 
arithmetic and object-related instructions, the DVM provides high-level, domain-
specific operations. In our framework, the document is the central concept, and all 
other concepts are related to the document in one way or the other. 
A typical operation is to load the appropriate form (user-interface) for some user, 
who wants to execute a certain task that was assigned to him. This operation 
involves the user, the user’s task (workflow activity), the user-interface (form) that 
is to be used for executing the task, and the document data that is processed. The 
DVM can combine all these pieces of information so that the right form is loaded, 
which presents the document data. This operation is typical, because it involves all 
major subsystems, and the DVM ‘glues’ the functionality of these subsystems 
together to provide the service. 
Just as the JVM has the Java language 7  to program it, the DVM can be 
programmed using a special-purpose, domain-specific scripting language. This 
scripting language will be discussed in Section 4.9 and in more detail in Chapter 5. 

4.5.2 UI Manager 
The UI (user-interface) manager is responsible for managing forms and rendering 
them into some format that can be presented to the user, such as HTML. By 

                                                     
7 Although there are many languages available for the JVM, the JVM was built to host the Java 
language. 
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isolating user-interface management into a separate component, the rest of the 
code can be kept clean; in other words, the presentation is separated from the 
contents. On the other hand, one could argue the presentation is the responsibility 
of the object (we use the word ‘object’ in a broad sense here, not limited to the 
object-oriented paradigm), but this presents us with the problem of which object, 
then, would be responsible. The user-interface is used to execute a certain task (a 
user task, as opposed to a system task, more on that in Section 5.3), implying that 
the user-interface is the presentation of a workflow activity. However, the user-
interface is also responsible for providing an interface to the document data, which 
implies the user-interface is the presentation of a document. 
In order to provide a flexible solution, in which the user-interface is not tightly 
coupled to either the task or the document, forms are independent entities, which 
are managed by the form manager. The relation of the form to a task, as well as the 
relation of the form to the document data it presents, can be specified in the 
previously mentioned scripting language. 

4.5.3 Process Manager 
The process manager is responsible for workflow definitions, and acts as an 
interface to the workflow engine, on which instances of the workflow definitions 
are ‘run’. These instances are better known in literature as ‘process instances’, 
hence the name ‘Process Manager’. The process instance data is stored in a so-
called ‘Process Context’ object. This is the topic of Section 4.6.  
According to the Workflow Management Coalition, a workflow engine manages 
workflow definitions and process instances. In that view, the process manager is 
not different. However, there are two reasons for not using a certain workflow 
engine’s interface directly. Firstly, programming against a workflow engine’s API 
directly makes the rest of the framework dependent on that particular workflow 
engine. Obviously, this violates the third key driver, maintainability. By creating a 
proxy component to access the workflow engine, we can isolate the code that 
needs to be changed when a different workflow engine must be used. Surely, 
different workflow engines can have different interfaces. As we have seen, the 
WfMC defines a standard interface for workflow engines. For the design of our 
framework, we assume that workflow engines must implement this interface, 
making a shift from one engine to another easier. 
The second reason for providing the process manager as a proxy component for a 
workflow engine is that the process manager can easily provide more services, and 
make integration in the framework easier. 

4.5.4 Document Manager 
The Document Manager manages document definitions, but not, despite what its 
name implies, the actual document instances (document objects). Document 
instances are the runtime representations of the workflow data, and are managed 
by Process Context objects, which were mentioned briefly in Section 4.5.3, and 
will be discussed later in this chapter. 
Document definitions are expressed in the scripting language, and are compiled 
into meta-document objects. A meta-document describes the structure of a 
document object. Given the name of a meta-document, or document type, the 
document manager can create a new document instance, which is then used in a 
process instance to store the data entered during the execution of a process 
instance. 

4.5.5 Organization Manager 
The organization manager represents the repository that stores organizational data. 
It knows about participants and which organizational positions each participant 
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has. Applications in our domain are typically used by many different people in an 
organization, and users typically have to log in to use the application. 
Organizational data is often stored by dedicated services, such as a Lightweight 
Directory Access Protocol (LDAP) server. Of course, there are many different 
organizational repository implementations, and the framework should not be 
dependent on a specific repository type. Therefore, the organization manager can 
be considered as a proxy component for the actual organizational repository. 

4.6 The Process Context 
In a typical workflow engine, where we assume it to be based on the WfMC 
reference model, an execution of a workflow definition is called a process instance. 
This process instance represents the state of a workflow instantiation. It can be 
compared with a process that runs on a normal computer, which is managed by 
the operating system (OS). A big difference between an OS process and a workflow 
process instance is that a process instance typically is long-lived. It is also rather 
passive. The process data is usually stored in some persistent storage repository, 
such as a database. This means that a process instance can be run for a while, and 
then paused again, and the intervals between the periods that it is running may be 
long (days, weeks, months, even years). An OS process, on the other hand, is 
running continuously; if it is not running, the process is stopped8. 
The process instance keeps track of which participant of the workflow has a task 
pending; it creates a so-called work item for each participant that is assigned to a 
certain activity. Moreover, the process instance can store the workflow data. This 
data is entered during the execution of the process. For the design of our 
framework, a process instance is not isolated. Rather, as we have seen before, a 
process activity is also related to its user-interface. In summary, the following 
issues must be solved: 
 

1. Where must this link of process activity to its user-interface be stored?  
2. Different workflow engines have different storage capacities for the 

workflow data. A workflow engine may impose a limit on the number of 
data fields that can be stored as part of a process instance. Moreover, the 
interface to store and load the data may be different per workflow engine. 
How can the storage of a document be implemented in a portable and 
flexible way? 

3. It is often useful to be able to see which participants changed which part of 
a document. For instance, who provided values for which document 
attribute, and who changed the structure of a certain document? So, how 
to provide access to a document’s, and with that, a process’ history? 

 
We introduce the concept of a Process Context. Its place in the framework is shown 
in Figure 4-4. 
 
 

                                                     
8 For this discussion, we ignore the fact that an operating system may be able to go into 
hibernated state, allowing a process to persist over different computer sessions. 
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Figure 4-4: The ProcessContext as the glue in the Document Virtual Machine. 
 
The figure shows three layers of functionality, which correspond to the different 
levels shown in the figures that showed the context and design overview of the 
framework.  Figure 4-2 shows the layers as application, framework and component 
level.  Figure 4-3 shows the two layers of the design of the framework: a lower layer 
containing components that have a specific responsibility, and an upper level 
containing the Document Virtual Machine component that glues these together. 
At the top layer in Figure 4-4 is the client application using the services provided by 
the framework through its interface component: the document virtual machine. 
The latter resides in its own layer, as it has access to all services provided by the 
different managing components below it. It combines the different pieces of data 
and as such, provides high-level services to the client. 
Below the DVM level are the different pieces that make up the application, 
managed by different components. At the left are the process definition and a 
process instance, which itself consists of activities. As the process context has a 
reference to the process instance’s definition, it knows which form is used for 
which task. During execution of an activity, the form specified in the process 
definition is rendered when an activity is started. These are managed by the form 
manager. Document data is loaded from and stored in a document instance. 

4.7 The DVM Services  
We will now see how the DVM provides the services to a client application, by 
controlling the different managing components. Table 4-2 shows an (incomplete) 
overview of the most critical services provided by the framework. Each row in the 
table presents a service, and per component, it shows what that component does to 
implement that service. The DVM provides the interface to invoke the service, and 



 
The Lingua Tabellae Scripting Language    |     47 

the DVM invokes the other components. From that point of view, the DVM can be 
considered a façade.  
 
Table 4-2: DVM services and tasks per service, per component. 

Service DVM UI Manager Document 
Manager 

Organization 
Manager 

Process 
Manager 

Start a process Create a new 
process 
context   

n/a Create a new 
document 
instance 

n/a Create and 
start a new 
process 
instance 

Start an activity Retrieve the 
form for this 
activity and 
render it 

Return the 
requested 
form 

n/a n/a Start the 
activity 

Complete an 
activity 

Store the 
values entered 
by the user in 
the document 

n/a n/a n/a Complete 
the activity 

Load a script Invoke the 
script compiler 
and deploy the 
script 

Store the form 
definitions 

Store the 
document 
definitions 

Store the 
participant and 
role  
definitions 

Store the 
process 
definitions 

 
For instance, when the client application invokes the framework API procedure to 
start a process (specifying the name of the process definition), the DVM will create 
a new process context object that stores everything for that process instance. The 
UI manager is not involved in this service (indicated by n/a). The document 
manager is asked to create a new instance of each document type that is used in the 
process. The organization manager does not have any task for this service. The 
process manager will interact with the actual workflow engine and start a new 
process instance and return some reference to it to the DVM, which is then stored 
in the process context object. 

4.8 Events 
Whenever certain interesting things have happened, users may want to be 
informed, or something else must be done. These interesting things are called 
events, and whenever they are raised, an event handler is invoked. The DVM has a 
built-in event mechanism, which allows the client application to be notified. These 
event-handlers can be defined using the scripting language that will be discussed 
later.  
Examples of events are: a new process instance is created, a document definition is 
changed or an activity has been completed. The event system is extensible, in the 
sense that it supports custom defined event types, added by the application 
programmer.  

4.9 The Lingua Tabellae Scripting Language 
The framework is designed to be a library that can be used by the client-application. 
The client-application can then use the services provided by the framework. As 
usual, a library offers services through its application programming interface (API). 
Some services offered by the framework are: define a document, workflow, user-
interfaces and the organizational structure. However, by just providing an API 
through which this can be done is not sufficient for users of our framework, as the 
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definitions are fixed at compile time. For instance, once a document structure is 
defined through a library API call and this code is compiled, the document 
structure becomes fixed. When the structure has to be changed, the API call needs 
to be changed, and the application needs to be recompiled. Obviously, this is not 
suitable for changes during runtime. Other requirements are:  

1. Both application developers and application end-users must be able to 
define the structure of a document, workflow and user-interfaces. This 
implies that there must be an easy way to express these definitions. 

2. Application developers must be able to model the organizational structure. 
3. Entity definitions must be changeable during runtime. For instance, it must 

be possible to add a document attribute to a document after the document 
instance was created. This implies that the definitions must somehow be 
processed during runtime. 

 
For these reasons, the document virtual machine is provided with a domain-
specific scripting language, called Lingua Tabellae, which is Latin for Document 
Language. In further references, this shall be abbreviated to as Tabellae. A 
definition of a domain-specific language is hard to formalize, as many people 
disagree. In (Black 2007), a line is drawn between a Domain Specific Language and 
Domain Specific Language (note the missing article a). Some general-purpose 
languages (notably Ruby) provide a flexible syntax that can be used to develop a 
new syntax without developing a new runtime environment. Despite the recent 
discussions on this topic (see (Fowler 2007) for an overview), we introduce 
Tabellae as a domain-specific language. 
Tabellae can be used by domain experts to express their domain knowledge 
through an easy to learn syntax. The language was designed to be a description 
language. This means that it is not a language executed from top to bottom, but it 
describes the entities in our application, and also the actions that must be executed 
at certain points (the event-handlers). Furthermore, the language was designed to 
read as a (simple) natural language, to make it easier for non-programmers to use. 
Lingua Tabellae is described in much detail in Chapter 5. 

4.9.1 The Script Compiler 
Scripting languages are often said to be interpreted languages, as opposed to being 
compiled. Although these languages are not run by a hardware processor but by a 
virtual processor, many of the well-known scripting languages (Perl, Python, Ruby, 
PHP, JavaScript, etc.) are in fact compiled and interpreted. The source code is 
compiled to an intermediate format, often referred to as bytecode. This bytecode 
representation is then interpreted by a virtual machine, which itself is a processor 
implemented in software. Although Tabellae is a descriptive language rather than a 
procedural language, scripts still must be transformed into a format that can be 
understood by the framework classes. 
Before discussing the language itself, we shall have a closer look at the compiler 
that must process a script. The loading process of a script is discussed in Section 
4.9.2. The compilation is a two-phase process, shown below in Figure 4-5. 
 

 
 
Figure 4-5: Overview of the compilation process 
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Although the picture shows three data transformations, there are in fact two 
sequential phases. The lexical analyzer (lexer) and syntactical analyzer (parser) 
work together as one data transformation, which is called the parsing phase; the 
source is read character by character in the lexer, which creates token objects. 
Every time the parser needs a new token, it invokes the lexer. During the parsing 
phase, an Abstract Syntax Tree (AST) is built, which is a tree data structure 
representing the script.  
The second phase is the semantic analyzer. This phase checks the processed script 
for consistency. Amongst others, the following items must be checked: 
 

 Check for duplicate entity definitions. This also includes checking for 
duplicate properties, such as document attributes, event-handlers for 
participants, form fields, etc. 

 Check whether all referred forms are defined. 
 Check whether referred document attributes and form fields (in load and 

store statements) are actually defined in those documents and forms, 
respectively. 

 Check whether all referred participants and roles are defined. 
 Check whether the loading and storing of document attributes is consistent 

with the access rights of the participants; in other words, do the 
participants/roles have access to the document attributes that are to be 
loaded or stored? 

 
One of the great advantages of having this domain-specific language is that it can 
be used to specify large parts of the application. This is in contrast with 
implementing an application completely in a general purpose programming 
language. The compiler can do all these consistency checks, which would be 
impossible on a manually written application (without a scripting language). 
After the model checking phase, the abstract syntax tree is returned to the 
Document Virtual Machine, which then deploys the data stored in the AST. This 
means that all definitions are stored, or updated, in case they were already defined. 

4.9.2 Script Lifecycle 
The initial script that contains the required definitions for an application is written 
during development time, when the rest of the application is written. This is 
typically done by a developer or a domain expert. Then, during runtime, the script 
is loaded, and possibly changed. If any changes are made, the script is reloaded. 
This process is shown in Figure 4-6. 
 

 
Figure 4-6: Writing, loading and changing the script 
 
When the application is run for the first time, the script must be compiled and 
deployed in the application. Every other time, the application can load the state 
that was saved earlier from disk, and continue where it left off. This sequence is 
shown in Figure 4-7. 
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Check for Saved State

Load script

Load state from disk

Run

[No] 

[Yes] 

Save State
 

Figure 4-7: Loading of a script 
 
Note that applications in our domain are typically long-running, as it needs to 
serve many users. An application is usually deployed as a server, and clients 
connect to it through a local network or the internet. Therefore, starting and 
stopping the server happens rather seldom. 
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5 The Lingua Tabellae Scripting Language 

Grasp the subject, the words will follow. 
—Cato the Elder (234 B.C. – 149 B.C.) 

5.1 Language Overview 
Lingua Tabellae is a language to describe the four aspects that are important for 
document-oriented, workflow-enabled applications: the structure of a document, 
the workflow, the participants of the workflow and their organizational positions, 
and the user-interfaces. Besides these four aspects, the language also can define 
document access control (as a part of a document definition) and event-handlers 
(as part of a participant definition).  
In Chapter 4 we established the relationships between the different entities. In 
order to implement this domain model in our framework, Tabellae must be able to 
express these relationships. Tabellae is designed in such a way, that it can express 
the entities and their mutual relationships.  
This chapter will discuss the basic syntax and semantics of Tabellae by example. 
For each different part of the language, we will focus on a certain subset of the 
domain model, which was introduced in Chapter 4. Not all details will be 
discussed; a complete formal grammar specification using extended Backus Naur 
Form (BNF) notation is provided in Appendix A. 

5.2 Defining Documents 
The main entity in our framework is the document. The meta-model of the 
document is shown in Figure 5-1. The figure shows the entities that must be 
considered when defining a document: organizational position, authorization, 
access rule, attribute and document. The structure of a basic document definition, 
then, is as follows:  
 

document research_proposal # access rules 
# attributes 
end 
 

The definition starts with the keyword document, then the document’s name 
(research_proposal, in this case). Then, access rules can follow, after which the 
document’s attributes can be listed. 
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Figure 5-1: Domain model for a document 
 
Access rules define who in an organization can access the document. These rules 
can be defined on a document as a whole, in which case its attributes will inherit 
them, or they can be defined on an individual attribute. In the latter case, any 
access rules defined for the document are overridden. Participants of the 
organization are discussed in Section 5.5. 
Attributes have a data type that defines the type of data that can be stored. Data in 
documents in our domain are in practice always limited to a small set of different 
types. The available data types are listed in Table 5-1. 
 
Table 5-1: Available data types for document attributes 

Data type Description Examples 
String Used to store  string data  “Hello World”, ‘Rock’ 
Number Used to store numeric data  42, 3.14 
Date Used to store a date value  31/12/2007, 1/1/2008 
Time Used to store a time value  23:59:59, 1:01:59 

 
The following is an updated definition of the research_proposal document, which 
now includes the attributes specified in the requirements of our case study system 
(see Table 3-1 for the requirements of the ReProSitory system): 
 

document research_proposal 
  string proposal_author 
  string title 
  string abstract 
  string motives 
  string details 
  string estimated_duration 
  string used_technologies 
  date   proposal_date 
  string approval_comments 
end 

 
This definition of research_proposal states that the first attribute is of type string 
and is named proposal_author.  

5.2.1 Access Control Rules 
Access rules are defined by a user’s authorization level. The level of clearance 
depends on the person’s position in the organization and on the individual person. 
So, it is possible to assign access rights to certain positions in the organization and 
to certain individual persons. If, at some point, a position (role) in the organization 
is filled by a different person, he will receive all the associated authorization. 
However, unlike access rights acquired through a position, access rights assigned to 
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individuals cannot be transferred. This model is known as Role-Based Access 
Control (RBAC) (Chaari et al. 2004). 
There are three types of access rights: read, write and edit. Read access means the 
participant can only read the contents of the document or attribute. Write access 
indicates that the participant can change the value, and it implies read access. Edit 
access means that the participant can change the meta-data of the document or 
attribute. Changes include removing, adding, changing the type, name or access 
rules. Edit access implies write and read access. 
In the ReProSitory case study a number of positions, which we shall call roles from 
now on, were identified. These, together with their access rights for the research 
proposal document, are listed in Table 5-2.  
 
Table 5-2: Roles and their access rights for the proposal document 

Document Attribute (Vice-)President Group Leader Researcher 
proposal_author read read write 
title read read write 
abstract read read write 
motives read read write 
details read read write 
estimated_duration read read write 
used_technologies read read write 
proposal_date read read write 
approval_comments write n/a read 

 
In the table, it can be read that the field title can be read by the (vice) president 
and group leaders, and only researchers can change its value. 
The following code snippet show how the access rights as defined in the 
requirements in Table 3-1, and the information in Table 5-2 can be expressed using 
the scripting language. 
 

document research_proposal edit by researcher,  
                           read by RDdirector  
                                or CompanyPresident 
                                or GroupLeader 
  string proposal_author      
  string title 
  string abstract 
  string motives 
  string details 
  string estimated_duration 
  string used_technologies 
  date   proposal_date 
  string approval_comments write by RDdirector  
                                 or CompanyPresident, 
                           read  by researcher                                           
end 

 
This definition states that the research_proposal document structure can be edited 
by all researchers (requirement 3 in Table 3-1). Furthermore, (most of) the 
document attributes can be read by the R&D director, the company president and 
all group leaders. The access rules defined on the document are inherited by all 
attributes, but as was mentioned before, the access rule can be overridden for an 
attribute, which is done for the attribute approval_comments. According to the 
declaration above, this attribute can be written by the R&D director and the 
company president, and it can be read by all researchers. Note that group leader 
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was not mentioned here, and that the access rule for this attribute matches the last 
row in Table 5-2 exactly. 

5.3 Defining a Workflow 
The meta-model for a workflow is shown in Figure 5-2. 
 

 
Figure 5-2: Meta-model for workflows 
 
The following defines the workflow from the ReProSitory case study: 
 

workflow applyReviewApprove 
… 
end 
 

The workflow defined here is named applyReviewApprove. A workflow definition 
consists of mainly two parts: a list of activities that make up the workflow, and the 
sequence in which these activities must be executed. Both of them are discussed 
next.  

5.3.1 Workflow Activities 
An activity definition looks as follows: 
 

user task apply 
   researcher uses form applyForm 
end 

 
The keyword user states that the activity is a user task, as opposed to a system task. 
A user task is different from a system task in that it is to be executed by a 
participant, and not automatically by the system.  
The task defined here is named apply, and the next line states that some actor 
called researcher will use the form (user-interface) known as applyForm.  In other 
words, when the participant executes this task, the user-interface defined as 
applyForm will be rendered by the framework. The participant to which the task is 
assigned can be either a role, or a real person. The script compiler will check 
whether all referenced roles and persons are defined. This is one of the checks done 
by the script compiler. 
If an activity is assigned to a role, then the decision to which actual (human) 
participant the task is assigned can be postponed. A task scheduler can assign the 
task to a particular participant, based on the information the scheduler has. For 
instance, the scheduler can keep track of how many tasks all registered participants 
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have, and pick the participant that has the least activities, thus implementing a 
form of load balancing. Of course, only participants that have the appropriate 
access rights needed for executing the task must be considered by the scheduler as 
candidate task assignees. Such a task scheduler was not considered to be 
innovating and was therefore left out of the design. 
 
An activity can be assigned to multiple participants, which can be expressed in the 
script by writing a line such as: 
 

researcher uses form applyForm 
 
for each participant (obviously, each line must refer to a different actor; only one 
form can be assigned to a participant). 
It is common in many a workflow to have one activity during which a participant 
enters data, which is then reviewed during another activity by another participant. 
For this purpose, the scripting language provides special instructions to load and 
store data of document attributes. The instruction to load the value of an attribute 
is executed when the form is rendered, while the instruction to store the data is 
executed if the activity (for which the form is used) is completed. This is all 
handled by the framework.  
In order to have the data, entered during the first activity, stored in the document, 
the following script must be written (the relevant statements are printed in bold): 
 

user task apply 
  applier uses form applyForm 

store author in research_proposal.proposal_author 
store title  in research_proposal.title 
… 

end 
 
If the task apply is completed, the data in the field author on the form applyForm is 
stored in the attribute proposal_author of the document research_proposal.  The 
same goes for the field title.  
The definition for the second activity, called review, can then look as follows: 
 

user task review 
  reviewer uses form reviewForm 

load research_proposal.proposal_author in author 
load research_proposal.title in title 
… 

end 
 
These lines state that, when the activity review is to be executed, the form 
reviewForm is rendered, and the data of the document research_proposal is loaded 
into the form fields author and title. The form fields have indeed the same names 
as the fields of the form applyForm.  
The loading instructions complement the storing instruction in the script language, 
which makes handling data rather straightforward. This relieves the developer 
from the burden of writing code for data storing and retrieving. Although such 
code is rather trivial, it becomes error prone in applications that handle more than 
20 items per form. 
The last task to be executed by a participant is approve, which is similar to the 
previously defined tasks, and is therefore not discussed here. After the approve task, 
Figure 3-2 shows that the last activity is storeProposal, which is a so-called system 
task, mentioned briefly earlier in this section. What is meant here is that this is an 
automated task, which is executed automatically by a software component. Instead 
of a participant who needs to intervene by entering data and clicking buttons, a 
software component executes and finishes the task it automatically. The 
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component that is to execute this task is referred to in the declaration, which can 
look as follows: 
 

auto task storeProposal by DataSaver 
end 
 

This task declaration looks similar to a user task, but besides the different keyword 
auto (instead of user), there are two main differences. Firstly, there is a “by” 
specification, which specifies the name of the component that is to execute the task, 
and secondly, there are no assignment statements referring to users and forms. The 
keyword end is still there for consistency, and may prove useful for future 
extensions. 
The component DataSaver which is referred to here must implement a certain 
interface, so that it can be loaded and invoked by the framework. 

5.3.2 Activity Flow 
Once the workflow activities have been defined, they must be organized into a 
certain sequence, by adding transitions from activity to activity. In (Russell et al. 
2006), a great number of workflow patterns have been defined. However, in our 
system we will focus on only the most basic workflow patterns that are most 
important. It is not a goal for this framework to support an extensive range of 
workflow patterns. The relevant transition types listed in Table 5-3. 
 
Table 5-3: Relevant transition types 

Transition type Syntax Description 

sequential A enables B After activity A was completed, activity B is 
enabled. 

AND split A enables (B and C) After activity A was completed, activities B and C 
are enabled. 

AND join (A and B) enables C After both activities A and B are completed, 
activity C is enabled. 

XOR split A enables (B xor C) After activity A was completed, activities B and C 
are enabled. If activity B is executed, activity C is 
disabled. 

XOR join (A xor B) enables C After completing either activity A or activity B, 
activity C is enabled. 

 
Besides these sequence statements, it is needed to indicate which activity is the first 
activity, and which is the last activity in the workflow. For this purpose, there are 
two special keywords, shown in Table 5-4. 
 
Table 5-4: Usage of the start and final keywords 

Expression Description 

start apply Mark ‘apply’ as the first activity. When a process instance is started, 
this is the first task to be executed. 

final storeProposal Mark ‘storeProposal’ as the last activity. When this task has been 
completed, the process is completed. 

 
The following code snippet implements the sequence of activities in the 
RePrository case study. 
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start apply 
apply enables review 
review enables (apply xor approve) 
approve enables (apply xor storeProposal) 
final storeProposal 
 

To summarize, the first task is apply, and when completed, the task review is 
enabled. Then, after completing review, both apply and approve are enabled, but 
once either is started, the other can no longer be activated. This is expressed by the 
“(mutual) exclusive or” operator. If the activity approve is activated and completed, 
the activity storeProposal is enabled, which is also the final activity in the 
workflow. 

5.4 Defining Forms 
The user-interface of an application consists of a number of forms. The word form 
comes from the web domain, in which a HTML page often contains a so-called 
form element. The form element nests a number of form elements, such as a text 
area element, a button element, and so on. The meta-model for the user-interface is 
shown in Figure 5-3. 
 

 
Figure 5-3: Meta-model for user-interfaces 
 
The template to define a form is as shown below. Table 5-5 lists the different form 
elements that can be used to make up a form. 
Form elements can be used for entering data or for displaying data. If the element 
is used for displaying data only, the user should not be able to change the 
presented data. Therefore, when specifying form elements, an element must be 
preceded with either the keyword read or the word write. 
The following is an example that defines the form applyForm, which is to be used 
for the activity apply defined in Section 5.3. The form definition starts with the 
keyword form and the name of the form. Then, a form title and a cascade style 
sheet (CSS) are specified, which may be used to improve the rendering of the form.  

 
form applyForm 
  title “Apply for Research Project Proposal” 
  stylesheet “http://www.richardoh.com/style.css”   
  write string author 
  write string title 
  write text   abstract 
  write text   motives 
  write string duration 
  write text   technology 
  button submit invokes apply 
  button cancel invokes discard 
end 
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Table 5-5: Form elements and their name in the script language 

Form element Script name Description 

Text input  
(single line) 

string An element used for a single line of input. 

Text area 
(multiple lines) 

text An element used for multiple line of input, for instance, the 
abstract of a document. 

Text area with syntax 
highlighting 

script A text area element that supports syntax highlighting. The 
supported syntax that is highlighted is the framework script 
language. This element can be used to allow the end-user to 
make changes to entities, using the script language. 

Text input for secret 
information (single 
line) 

secret A text input element that will hide the user input with a 
special character, such as “*”. This can be used for log-in 
forms. 

File upload element file A text input element that can be used to specify a filename 
which must be uploaded to the application. 

Check box element 
(yes/no element) 

checkbox A checkbox element, which can be either selected or 
deselected. 

List selection list An element from which only a single option can be selected. 
The selected item is shown. 

Radio button radio A radio button typically belongs to a group of at least 2 radio 
buttons; only a single radio button can be selected. 

Button button A ‘standard’ button, to execute some action. This can be used 
to invoke a method in the client application. 

Hyperlink element hyperlink A hyperlink as it is known from the internet. It can be used to 
invoke a method in the client-application.  

 
 
Applications in the document domain typically need many different user-interfaces, 
one for each activity in a workflow, and for each type of a user, a different set of 
forms. As an application can have many different but similar forms, the scripting 
language supports a basic form of inheritance, in the object-oriented sense of the 
word. However, this inheritance is merely a notational convenience; there is no 
polymorphism involved in this type of inheritance. This mechanism encourages 
form re-use and enhances the overall maintainability of an application, one of the 
key drivers that were defined in Section 4.3. 
 
The form applyForm (see above) is an example of a form that can be used for the 
apply task, introduced earlier when workflow definitions were discussed. During 
the task review, the entered data will be reviewed; in other words, the form 
reviewForm will look very similar to applyForm. Therefore, the notational 
inheritance can be applied here, as shown next: 

 
form reviewForm isa applyForm 
  title “Review Research Proposal” 
end 

 
These three lines define a form based on applyForm; it inherits all elements defined 
in its parent form (including the style sheet). The new form definition, however, 
does override the form title. In Section 5.3 it was mentioned that the forms 
applyForm and reviewForm have the same form fields; the reason for this is that 
reviewForm is an applyForm. 
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Sometimes, forms and their elements exist solely for displaying a certain value or 
entity definition. For instance, users can edit a document definition using a form; 
after submitting the new definition, the document meta object is updated. Form 
elements that always show the same information can be bound to a certain entity. 
The scripting language provides a special notation for this, an example of which is 
shown next: 
 

form editDocument 
  write text prop_def shows research_proposal 
  … 
end 

 
This form definition defines a form named editDocument, which contains a text 
area element named prop_def. When the form is rendered, the field prop_def will 
contain the definition of the entity research_proposal. No special code needs to be 
written by the client application developer; it is handled automatically. 
 
Besides data elements, a form can have control elements. There are two types of 
control elements: buttons and hyperlinks. Both can be used to invoke a subroutine 
in the application. The following line comes from the form applyForm: 
 

button submit invokes apply 
 
This states the form contains a button named “submit”, and when clicked, it 
invokes a method named “apply”. Details about the invocation will be discussed in 
Chapter 6.  

5.5 Modeling the Organization 
In the scripting language, an organization is modeled by participants and 
organizational positions, known as roles. The meta-model for the organization is 
shown below (see Figure 5-4). 
 

 
Figure 5-4: Meta-model for the organization 
  
The presented meta-model is extraordinary simple, considering that even simple 
companies or organizations have rather complex organizational structures. The 
model presented here, however, does provide enough means to express even these 
complex structures. We will show that this will work for at least two typical 
organizational patterns: the hierarchical organization and a matrix-structured 
organizational structure (see Section 5.5.1).  
First, we will present the syntax and semantics of the organizational model. The 
model is based on two concepts: the participant and the role. As discussed earlier, a 
role should be considered as an organizational position, or the metaphorical hat a 
person is wearing. However, it is a somewhat more flexible concept, in that roles 
can be composed of other roles, resulting in a stack of these hats. Each role that is 
composed into another role adds another authorization. 
The basic syntax for defining participants and roles is shown below: 
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participant George 
# body; to be discussed 
end 
 
role CompanyPresident 
… 
end 
 

First a participant is declared, whose name is George. Then, a role 
CompanyPresident is defined. The details in the ‘body’ of the participant and role 
definitions will be discussed later.  
Assigning the role of CompanyPresident to participant George is expressed as 
follows, using the same isa keyword that was used in form inheritance: 

 
participant George isa CompanyPresident 
… 
end 

 
When assigning multiple roles to a participant, the role names must be comma-
separated. 
The body of a participant or role can contain event-handlers. Event-handlers are 
complex enough to warrant them a separate section. They are discussed in Section 
5.6. 

5.5.1 Common Organizational Structures 
Now we show how to implement two common organizational structures using the 
organizational meta-model we propose. There are only two basic entities: 
participants and roles. While others have introduced concepts such as “team” or 
“department” (Chan et al. 1998a), our model can use roles to achieve the same. 
First, we discuss how to implement the classic hierarchical organizational structure, 
then how to implement a matrix-oriented organizational structure. 

A Hierarchical Organization 

Consider the organization chart from the Ricardoh case study, in Figure 3-1. Each 
type of position can be mapped onto a role: 
 

role CompanyPresident  … end 
role RDdirector   … end 
role AdminDirector   … end 
role GroupLeader   … end 

 
In our model, there is no need to express any hierarchical relationship between 
these roles; the roles are merely used when assigning resource access. So, if we 
want to express that a company president has read access for all documents, and a 
group leader can only read certain documents, such as a research_proposal, we 
need to list the CompanyPresident in the access rules of all document definitions, 
while only listing GroupLeader in the access rule for the research_proposal 
document definition. 
If we want to give all members of a group the same access rights, we define a role 
for that group: 
 

role Group1 … end 
 

Obviously, all members in group one must be assigned this role. By doing so, we 
can define a team or department, so that no special syntax is needed for this. 
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A Matrix Organization 

Figure 5-5 shows a typical matrix structure organization. 
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Figure 5-5: A matrix structure organization 
 
It is actually similar to a hierarchical organization, except that the organizational 
relations become two-dimensional. All staff that belongs in a certain functional 
unit managed by a functional manager (vertically in the figure), can also be ‘teamed 
up’ in a project team, managed by a project manager (horizontally in the figure). 
 
This organization can be easily modeled using the meta-model presented in this 
section.  
 

role fun_unit_1 … end 
role fun_unit_2 … end 
role fun_unit_3 … end 
role proj_unit  … end 
 
role project_1 … end 
role project_2 … end 
role project_3 … end 

 
The first four role definitions define the roles for each of the functional units, and 
the three following role definitions define the roles to be assigned to member of the 
different project teams. 
The following is the definition of a participant Richard in functional unit 1 and 
project 3: 
 

participant Richard isa fun_unit_1, project_3 
… 
end 

 
By defining a role for each set (in a mathematical sense) of people, it is 
straightforward to model many types of organizational structures. 

5.6 Event-Handling 
An event-handler is a block of statements that is executed by the framework after 
the specified event was raised. The template for defining an event-handler is as 
follows: 
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on object property action  
# statements; to be discussed later 
end 

 
There are three keys that make up the type of event that this event-handler reacts 
on: object, property and action. Table 5-6 lists some important event types that 
must be supported (note that it is not a complete list). 
 
Table 5-6: Some of the most important event types 

Object Property Action Description 
document attribute added Raised when an attribute has been added to 

a document. 
document attribute changed Raised when the value of an attribute has 

been changed. 
document instance created Raised when a document instance was 

created. 
process instance started Raised when a process instance has been 

started. 
process  task completed Raised when a process task has been 

completed. 
participant role added Raised when a new role has been assigned 

to a participant. 
 
An example of an event-handler is shown below: 
 

on document instance created 
# body 
end 

 
This event-handler will be invoked by the document virtual machine every time a 
document instance is created. Using the same syntax, application developers can 
define new types of events. External components can raise events of the new type 
and the DVM will automatically try to invoke the appropriate event-handlers. 
The body of an event-handler can contain statements. These statements allow the 
script writer to invoke methods in external components. This improves the 
extensibility of the framework. 
Statements can be unconditional or conditional. In the former case, statements are 
always executed, while in the latter case statements are executed only if the 
condition evaluates to true. 
In order to keep the script language simple and easy to use, the statements are only 
a gateway to external functionality; in other words, statements can only be 
function invocations; no arithmetic operations are available. An example function 
invocation is shown below: 
 

print(‘Hello World’) 
 
This statement calls a function called print, and its single argument is the string 
literal “Hello World”. The print function, which prints something to the console 
screen, is rather useless for a production system, but this is example is merely to 
illustrate the syntax. 
Conditional statements allow for more control over whether the statement must be 
executed. For instance, the script writer might decide an email should be sent as 
soon as a new attribute is added to a document, but only if the document’s name is 
“research_proposal”. This can be expressed as follows: 
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if document.name == “research_proposal” then 
  sendEmail(‘george@ricardoh.org’) 
end 

 
The framework provides a set of built-in functions, which can be considered a 
standard library of routines that are always available. It is also possible for the 
script author to import new functions. 

5.7 Importing functions 
Using the import statement the script writer can load modules with new functions. 
The modules are classes that must implement a certain interface, so that the 
framework can load them and import the functions into the environment.  
Import statements must appear at the top of the script, and the syntax is 
straightforward: 
 

import “Utilities” 
 
This statement will tell the framework to look for a compiled class with the name 
“Utilities”. All functions in that class are then available in the script. 
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6 Prototype Implementation 

In theory there is no difference between theory and practice. 
In practice there is. 
—Yogi Berra 
 
Chapters 4 and 5 discussed the overall design of the framework and the scripting 
language provided with it, respectively. A prototype was implemented based on 
these designs, together with a basic client application. The framework prototype 
and client application were built using the Java Enterprise Edition 5 platform. The 
whole prototype system consists of approximately 8,000 lines of code. 

6.1 Implementation Overview 
In Figure 6-1, the top-level organization of a typical application using the 
framework is shown. At the right is the framework, being used by a client 
application at the right, ProtoClient in this case. The prototype implementation 
also provides a base-class for the client application named FrameworkClientServlet, 
which implements some basic functions that make it easier to communicate with 
the framework. In this prototype, we use HTTP request parameters to send values 
from the client to the server. For instance, when clicking a button “submit”, a 
certain function must be invoked in the ProtoClient class, which is passed as such 
a request parameter. 
 

 
Figure 6-1: Top-level organization of an application using the framework. 
 
Figure 6-2 shows the deployment of the prototype system. The framework library, 
the workflow engine and the client servlet class are all deployed on a server. A web 
browser connects with this server over a HTTP connection. 
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Figure 6-2: Deployment of the prototype system 
 
The rest of this chapter will focus on the implementation details of the framework. 
Figure 6-3 shows the main components of the framework. As the figure shows, all 
managing classes, including the Document Virtual Machine (DVM) are 
implemented as singletons. Other modules are shown as sub-systems, each of 
which consists of a number of classes. 
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Figure 6-3: The framework consists of a number of subsystems. 
 
The central component in the top layer is the Document Virtual Machine (DVM). 
This singleton instance is used by a client application to use the framework. It has 
references to two compiler sub-systems: the script compiler, which processes the 
scripts that define documents, forms and so on, and the Workflow Query 
Language (WQL) compiler. The latter can process queries on the workflow engine. 
This will be discussed extensively in Section 6.3. Suffice it to say, that queries that 
the DVM must do on the workflow engine can be expressed using the WQL, thus 
reducing the complexity of the implementation of the DVM.  

6.2 Tabellae Scripting Language Implementation 
The scripting language provided with the framework is processed by a compiler. 
The rest of this section discusses the implementation details of this compiler. 
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6.2.1 Lexical and Syntactical Analysis 
The compiler is designed as a two-pass compiler. The first pass is done by the 
lexical analyzer (lexer) and the syntactical analyzer (parser). Both were written by 
hand, as opposed to being generated by compiler generator tools, such as Lex and 
Yacc.  The reasons for this are three-fold: 

1. During implementation, the language was still evolving, as the language 
had to be extended several times to provide the necessary expressiveness. 
The initial implementation was very simple and could be implemented by 
hand in a straightforward fashion. As new constructs were introduced,  

2. It was a choice between learning to use a new parser generator tool 
(suitable for the Java programming language) and spending that time on 
the implementation directly. It was felt that a direct implementation was 
easier. 

3. A hand-written implementation is easier to maintain with respect to 
language evolution of Java. Either, if code generated by a tool uses certain 
features that are deprecated in a future version of Java, a new version of the 
generator must be used to update, or if this is unavailable, a new (up to 
date) tool must be used. 

 
The hand-written parser is constructed as a recursive-descent parser, and the 
grammar belongs to the LL(1) class of grammars. This means that at any given 
point during the parse, only one look-ahead token is needed to decide how to 
continue.  
In a recursive-descent parser, the abstract syntax tree is constructed starting at the 
top-level non-terminal in the grammar. This is the opposite of a bottom-up parsing 
technique, which constructs the parse tree from the bottom up. Generated parsers 
are often of this type. A well known parser generator that does this is Yacc (Yet 
Another Compiler Compiler), targeting the C language. 

6.2.2 Abstract Syntax Tree 
The parse phase constructs an abstract syntax tree (AST), a tree data structure that 
contains all information of the script except the script’s notational details such as 
keywords; hence, it is called an abstract syntax tree. 
The abstract syntax tree consists of objects that represent the different entity 
definitions. So, the top-level AST node is a script object, which contains a list of 
meta-document objects, each representing a document definition. 

6.2.3 Model Checker 
The model checker walks the AST and keeps an administration to do the 
consistency checks, such as whether referred entities are defined, and duplicate 
definitions (see Section 4.9.1). It uses a symbol table to keep track of defined 
symbols. The objects representing the definitions have methods to query about the 
internals, so that membership of attributes etc. can be checked. 

6.3 The Workflow Query Language 
A great deal of functionality uses the workflow engine, which means information 
must be retrieved from the engine. The engine that was used for the prototype 
implementation of the framework is the Ridoc Document Flow (RDF) workflow 
engine. In RDF, which uses a database for persistency, the way to retrieve 
information about process definitions and instances is to use a so-called Filter 
object. This is an abstraction used to hide the details of the database queries. A 
filter object is constructed as a query tree, and for each type of query, a new filter 
must be constructed. Once constructed, the filter can be given to the workflow 
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engine to retrieve the information. At that point, an SQL query string is generated 
which is passed on to the database. In a non-trivial application, there may be tens 
of different query types. There are three issues involved with this way to retrieve 
information of the workflow engine. 

1. For each different type of query, a different filter must be constructed. A 
typical query will result in a query tree of several nodes, and the total 
number of lines of code for one query tree can increase rapidly. A simple 
query tree is created in as much as 50 lines of code. Not only is this a lot of 
code to write, the code can become hard to read and maintain. 

2. Filters are specific for the RDF engine that is used. While it does abstract 
away the implementation details of the RDF engine, when a different 
workflow engine is to be used, the filter construction code must be 
replaced by code that retrieves information from the new engine. So, the 
use of filters increases the dependency on the RDF workflow engine, 
which negatively affects maintainability, one of our key design drivers. 

3. Being constructed during development time, query trees (filter objects) are 
static: they cannot be changed at runtime. Of course, the filters can take 
parameters to be able to insert runtime values, but the structure of the 
query cannot be changed. Obviously, if the script language is to be 
extended to provide for workflow engine introspection, this approach is 
not sufficient. 

 
For these reasons, the Workflow Query Language (WQL) was implemented. This 
language is an easy to use query language that can be used to construct queries on 
a workflow engine. The WQL compiler input is a query, and its back-end can be 
workflow engine specific. In case of the RDF engine, a Filter object should be 
constructed.  The compilation process of a WQL query string is shown in Figure 
6-4. 
 

WQL Query String Abstract Syntax Tree RDF Filter SQL Query

 
Figure 6-4: Overview of a WQL query transformation during its compilation. 
 
The WQL was supposed to be integrated with the framework scripting language, 
but due to time constraints, this was not done. Having the WQL integrated with 
the scripting language would have allowed end-users to define their own queries, 
resulting in data that could then be shown on forms that they defined their selves.  

6.3.1 A Workflow Query Example 
We now discuss an example query using the WQL. Although rather simple, the 
query is a real-world example that is used in the implementation of the DVM. The 
result of the query will contain the names of the work items and their unique Ids 
for the specified user. Only work items that have a state “not started” or “started” 
are returned. In other words, all current work items for a certain user are retrieved. 
The WQL query is shown below. Note that the syntax is based on SQL, the de 
facto language for databases. 
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select workItem.id, workItem.name where  
workItem.participant_id == userId 
and 
(workItem.state == StateType.NOT_STARTED 

or workItem.state == StateType.STARTED ); 
 
This query is translated into an abstract syntax tree, shown in Figure 6-5. 
 

 : WorkflowQuery

 : java.lang.List  : AndQueryCondition

 : EqualsCondition

 : OrQueryCondition : EqualsCondition

 : EqualsCondition

 : WorkflowObject

 : WorkflowObject

 : WorkflowObject

 : WorkflowObject : WorkflowObject

 : java.lang.String

 : java.lang.String : java.lang.String

 
Figure 6-5: Abstract Syntax Tree for the example workflow engine query. Note that 
this figure only shows the structure, not the actual values of the query. 
 
From this AST, a filter object can be created, by traversing the tree structure and 
transforming each node into the equivalent filter nodes. The reason that the filter 
object is not created from the WQL query directly, is, that this intermediate step 
makes changing and porting the workflow query language to another workflow 
engine easier. Moreover, more operations can be done on the intermediate AST, 
such as consistency checks. 

6.4 Forms and the Form Manager 
The form manager is the component that manages user-interfaces. Given the name 
of the form definition, the form manager will return the form definition object. A 
form object has a method called toHTML, which generates the HTML code to show 
the form in a web browser. 
After requesting a form of the form manager, the DVM will check the loading 
specification of the form definition. 
Once the appropriate values are set in the form object, the toHTML method is 
invoked, which renders the form as a HTML string. This HTML can then be sent 
to the client browser. Note that it is not necessary to have a form instance for each 
rendering; the form manager stores only the form definitions; the generated HTML 
strings are not stored anywhere. A possible performance improvement could be to 
cache the generated strings. 
Forms are rendered as HTML, targeting the XHTML standard (W3C 2002). Each 
element can generate the HTML snippet to display itself. 
For the text area elements with syntax highlighting a free library was used named 
CodePress (Fernando and Hurni 2007). All keywords of the DVM scripting 
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language are rendered in a different color, as will literal constants (strings and 
numbers). The library also supports a basic auto-complete function. Appendix C 
contains some screenshots. 

6.5 Documents and the Document Manager 
Figure 6-6 shows the class diagram for documents and attributes. A document 
definition is represented by a MetaDocument object. An attribute definition is 
represented by an AttributeInfo object, which keeps track of the attribute name 
and type. The data type representation was implemented as an enumeration, to 
prevent an explosion of sub-classes.  
During runtime, document instances, together with their attributes, are 
represented by objects of the class Document and Attribute, respectively. A 
document instance keeps a reference to its document definition object (a 
MetaDocument object). The document instances have a collection of Attribute 
objects, which extend the information stored in AttributeInfo with the actual 
attribute value9. 
Both MetaDocument and AttributeInfo are specializations of Resource, an abstract 
class that can be used as a base class for future resource types. Any resource can 
have an associated access control object.  
All classes representing a document or attribute inherit from the abstract class 
Definition. This class is the base class for all entities that can be defined (hence 
the name ‘Definition’) in the script. Although only a meta-document can be 
defined, as a document object is a runtime instance of a meta-document, both 
Document and MetaDocument inherit from Definition. This allows invoking 
common operations on both the meta-document and a runtime document instance. 
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Attribute Document
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has
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parent

+DATE_TYPE
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+STRING_TYPE

«enumeration»
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Figure 6-6: Class diagram for documents and attributes 
 

6.5.1 Runtime Document Changes 
A document definition can be updated in several ways. For instance, attributes can 
be added or removed or access control rules can be changed. In all cases, in a 
production system, it is important that users make consistent changes. If a user 
makes changes that can have great impact on the system, he should be warned 
about this. Consider for instance the case in which a user removes the editing 

                                                     
9  Instead of using inheritance, the class Attribute could also have a reference to an 
AttributeInfo object, just as a document instance has a reference to its meta-document. 
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access rights for him self. Obviously, this change would be his last one. The 
framework should detect such changes and inform the user of such big-impact 
changes. The semantic analyzer component in the script compiler could do that. 
That being said, the prototype implementation does not implement such 
consistency checks, due to fixed time constraints.  
The user must be able to change a single document instance, or a whole class of 
documents, so that all instances are affected. The first case is straightforward, 
while the second case is more troublesome. In a production system with possibly 
tens of thousands document instances, it is not feasible to change each single 
instance separately. 
The separation of the document implementation into the two classes Document and 
MetaDocument provides enough flexibility to solve this problem. We will illustrate 
the solution with an example. Consider the following document definition: 
 

document report 
  string author 
  string title 
end 

 
Furthermore, let us assume there are three instance of this document. The runtime 
object model for this scenario is shown in Figure 6-7 below. Note that the 
representation of attributes is simplified, to keep the object diagrams simple; in the 
actual implementation, attributes are represented as objects as well. All three 
instances of the document have a link to the meta-document instance that defines 
the structure of the report document, as was shown in the class diagram (see 
Figure 6-6). Whenever a document is asked for the value of a certain attribute, it 
will delegate this request to its meta-document. 
 

 
Figure 6-7: Three instances of the report document. 
 
When a user a new attribute “abstract” should be added to the report document 
definition application-wide, that is, all instances should get the new attribute, then 
only the meta-document for the report document needs updating. After adding the 
new attribute to the meta-document, the object model looks as shown in Figure 
6-8. 
 

 
Figure 6-8: The updated meta-document. 
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However, when a user decides that only a single instance should be updated in an 
ad-hoc fashion, a new meta-document is created for that document instance. The 
new meta-document will become an anonymous document class. Its name will be 
set to the meta-document object’s memory address. The new object model is 
shown in Figure 6-9. 
 

 
Figure 6-9: The new object model after changing only a single document instance. 
The new instance has a new, anonymous meta-document. 
 
In this example, we discuss changing a document by adding an attribute. Any 
change to a document for that matter is handled in the same way. 

6.5.2 Changing a Document Definition 
The previous section described the data structures involved in documents and how 
they are manipulated when documents are changed. Now let us consider the 
dynamics of such a change. Figure 6-10 shows the sequence diagram of a 
document definition update. 
The easiest way to change a document definition is by editing its structure using 
the Tabellae scripting language. Once the updated script is compiled (this process 
is not shown in the figure), the DVM will deploy it, by requesting the current meta-
document for the document that is being updated. Then, the redefineDocument 
method is invoked on that meta-document.  
The new document definition is compared with the current definition; if there is a 
new attribute, it is added to the current meta-document. This will trigger a 
DocumentAttributeAdded event, which will be handled by the event dispatcher.  
Likewise, any attribute that the new meta-document is missing, will be removed 
from the current meta-document, which triggers a DocumentAtttributeRemoved 
event for each attribute that is removed. 
Note that in this discussion, access rules are ignored; before changing the current 
meta-document, a resource access check is done, to make sure the user has ‘edit’ 
access. 
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For each new
attribute

For each 
Removed attr.

DVM MetaDocument EventDispatcher Participant

redefineDocument()

addAttribute()

raiseEvent()

notify()

removeAttribute()

notify()

raiseEvent()

 
Figure 6-10: Sequence diagram for updating a document definition. 
 

6.6 Organization Model 
Chapter 5 introduced the meta-model of participants and roles. It also illustrated 
how common organizational structures could be modeled using this rather simple 
model.  
Figure 6-11 shows the classes that represent the organizational entities that can be 
defined in the scripting language. The class Role is drawn as the basis of the 
organization; a role can have a list of other roles, as was discussed in the previous 
chapter. A role is an abstract type of user; participants and software agents are 
concrete actors in the system that have the same behavior as roles, except that they 
do not represent a class of actors, but rather a particular actor. Both Participant 
and SoftwareActor descend from Actor, which contains common functionality.  
The figure also shows that a role (and thus all its descendents) can have attributes. 
Although the domain model does allow for this, this was not implemented in the 
scripting language. This could be a future extension. 
 



 
74      |     Chapter 6:  Prototype Implementation 

Definition

EventHandler Role

Actor

Participant SoftwareActor

has

defines

Attribute

has

This is not 
implemented
currently.

 
Figure 6-11: Class diagram of the organization entities 
 

6.7 Workflow 
Figure 6-12 shows the class diagram for the workflow classes. The central class is 
WorkflowDefinition. It has a number of Tasks (user or auto tasks), and a single 
task can be assigned to one or more assignees. Besides the name of a form that is 
used by an assignee (not shown in the figure), each assignee can have FormMapping 
objects to load and store data in and of the form. The loading and storing of data 
was discussed in Section 5.3.1. 
 

WorkflowDefinition

TaskTransition
NodeList +XOR_LIST

+AND_LIST

«enumeration»
NodeListType

Task

has targets

has sources

«interface»
Scriptable

+SEQUENTIAL
+XOR_SPLIT
+XOR_JOIN
+AND_SPLIT
+AND_JOIN

«enumeration»
TaskTransitionType

Definition

AutoTask UserTask

contains
TaskAssignee

LoadFormMapping

StoreFormMapping

assigned to

 
Figure 6-12: Class diagram of the workflow classes. 
 
Besides a list of tasks, a workflow definition has a list of task transitions. Each 
transition has a list of one or more source tasks and a list of one or more target 
tasks. Although this organization allows for having a task transition with multiple 
source tasks and multiple target tasks, the scripting language will not allow this; a 
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transition either has multiple source tasks (a join transition) or multiple targets 
(split transition). The transition type is encoded as an enumeration, so that adding 
more types in the future does not result in an exploding number of transition 
subclasses. The lists of tasks are represented by NodeList objects, which encode 
what type of split or join transition it is (“and” or “xor”). All classes implement the 
Scriptable interface, either directly or indirectly by inheriting the Definition class. 
This means that a complete workflow definition can be transformed back to its 
script representation, so that it can be edited. 

6.8 The Event Subsystem 
The event subsystem is responsible for registering and handling raised events. This 
section will discuss the implementation of registering event-handlers as listeners 
(Section 6.8.1), raising events. The event meta-model is shown below in Figure 
6-13. 
 

EventHandlerAction

ConditionalAction

«interface»
Expression

has a condition

«interface»
Expression

has arguments

has block of actions

 
Figure 6-13: Meta-model of the event system. 
 
An event handler is invoked when an event is raised to which it is subscribed. Its 
body contains a number of actions, an object with an interface function called 
execute. A ‘normal’ action is a function call, but it may also be a conditional action. 
A conditional action has an overridden execute method; first, the conditional 
expression is evaluated. If the result is true, the body of the conditional statement 
is executed, which may contain any number of actions. 

6.8.1 Registering Event Listeners 
Event-handlers are defined in the body of a participant or role definition. When the 
script compiler processes the event-handlers, it automatically registers the 
participant that defines the event-handler as a listener. In other words, if a 
participant defines an event-handler, it is automatically registered for that event 
type. This is shown in Figure 6-14. 
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DVM ScriptCompiler EventDispatcher

compileScript()

deployScript()

registerListeners()

 
Figure 6-14: Sequence diagram for registering event listeners. 
 
Event types are identified by three keys: object, property and action. For each type 
of event (based on these keys), the event dispatcher keeps a list of participants that 
must be notified. 

6.8.2 Raising Events and Event-handler invocation 
The event dispatcher is implemented as a singleton, which makes it easy for the rest 
of the framework, or external components, to access it. Any code in the client 
application can get create a new event object, and send it to the event subsystem 
through by invoking the method raise. 
The event subsystem keeps an administration about which participants and roles 
are registered to which event-handlers. When an event is raised, it will extract the 
event name from the event object, and use the three keys that make up the name of 
the event to look for the registered participants. Then, by calling the notify 
method, the event subsystem notifies each participant that is registered. 

6.8.3 Event-handler execution 
An event-handler contains of a list of statements; on invocation, the list of actions 
in the event-handler is traversed and each action is executed. As discussed in 
Section 5.6, a statement can be either a plain function call, or a conditional action.  
Execution of a plain function call is straightforward. Actions are represented by 
objects of the class Action. The class defines a method execute, which is called on 
the object if the event-handler is executed. The sequence diagram for invoking 
event-handlers is shown in Figure 6-15. 
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For each 
event 

listener

Manager EventDispatcher Participant

raiseEvent()

notify()

For each
action

EventHandler Action

execute()

execute()

 
Figure 6-15: Sequence diagram for event-handler invocation. 
 
A conditional action has a condition that is evaluated first. Only if the condition 
evaluates to true, the action is executed. The scripting language is currently very 
limited, in that conditions can only contain constant values. Again, this was due to 
time constraints. It does show, however, a proof of concept, in how this condition 
evaluation can be implemented. Consider the following simple (rather useless) 
event-handler: 
 

on process task completed 
  if 42 < 43 then 

print(‘ok’) 
  end 
end 

 
The script compiler turns this piece of script into an abstract syntax tree, shown in 
Figure 6-16. The event-handler has one conditional action, represented by an 
object of the class ConditionalAction. This class overrides the method execute, 
which first evaluates the condition. Based on the result, the action is either 
executed or skipped. 
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 : EventHandler

 : ConditionalAction

 : LessThanExpression

value = "ok"
 : Expression

value = 43
 : Expression

value = 42
 : Expression

name = print
 : Action

 
Figure 6-16: Abstract Syntax Tree for the example event handler 
 

6.8.4 Adding New Functions 
In Section 5.7 we briefly discussed the syntax to import modules that contain new 
functions. In order to load a new module into a script, the following line can be 
written: 
 

import “my_module” 
 
The name of the module is the name of a Java class (without the .class extension) 
that contains the new functions. After the compiler has parsed the script, it will 
make sure that all imported modules exist, by loading the specified class. 
New modules must extend from the built-in class Module, provided with the 
framework. This class defines some basic utility methods that are needed to load 
the class. Notably, when loading a module, the module manager will ask the 
module which functions the module defines. It will import these functions into a 
global namespace, so that the functions become available in the script. When 
invoking any function, the module manager knows in which module that function 
was defined, and can do the actual invocation.  
 
All functions provided in a module must have the following signature: 
 

public void foo(Object ... args) 
 
This indicates that the function foo takes a variable number of arguments, a new 
feature of the Java language. This is to prevent any runtime exceptions due to a 
mismatch of parameters and arguments. The programmer that defines the new 
function must make sure that provided arguments are handled appropriately. 

6.9 Runtime Model Changes 
Every entity in the system that can be defined in the scripting language can also be 
changed during runtime. However, as was shown, the script is compiled into a 
data structure, which then is deployed into the framework. The different managing 
components, such as the document and form managers, take care of document and 
form entities, respectively. If anybody wants make a change in the script then there 
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must be a script. After compilation, there is only a data structure representing the 
script. 
In order to provide for this, all classes that are used to represent the script must 
implement the Scriptable interface. This interface defines a single method called 
toScript. A class that implements this interface is expected to be able to generate a 
script representation of it self. This means that a script snippet can be converted 
into the corresponding abstract syntax tree (object model), and that this AST can 
be converted back to a script snippet. 

6.10 Document Access Control 
In order to prevent all users of the application to access or change a document, the 
document definition can be secured using access control rules. This section will 
discuss the implementation of the enforcement of these access rules.  
Figure 6-17 shows the sequence diagram of the operation to read an attribute value. 
The request is done on the DVM, which has access to all document instances. 
Firstly, a check is done if the document has the attribute; this is checked with the 
MetaDocument object, which describes the document instance. If so, either the 
attribute’s or the document’s resource access object is queried. By checking the 
attribute first, the document’s access rules are effectively overridden. If the 
attribute does not have any access rules, then the document is checked.  
If the specified user does have access to the requested attribute value, then the 
value is returned. If not, a runtime exception is thrown (not shown in the figure). 
 

If the attr. has no resource access object

alt

DVM Document MetaDocument Attribute ResourceAccess

getAttrValue()

hasAttr()

canRead()

canRead()

canRead()

canRead()

if the attribute
has a resource
access object
of itself, then
that is evaluated

{return value if canRead==true
else throw NoAccessException}

 
Figure 6-17: Sequence diagram for reading an attribute value 
 
Let us again consider the document definition from Chapter 4, which is (partially) 
repeated here for ease of reference. 
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document research_proposal edit by researcher,  
                           read by RDdirector  
                                or CompanyPresident 
                                or GroupLeader 
 
  string proposal_author # inherits document access     
  … 
  string approval_comments write by RDdirector  
                                 or CompanyPresident, 
                           read  by researcher                                           
end 

 
The script is transformed into an abstract syntax tree (AST). Besides the AST nodes 
for the document attributes, a document AST node has a reference to a 
ResourceAccess object, which is the root of the AST for the access control rules. 
The AST for the (partial) document structure shown above is shown in Figure 6-18. 
The class diagram of the access control related classes can be found in Appendix B. 
 

 : ResourceAccess

 : EditAccessControl  : ReadAccessControl

 : OrAccessControl
actor = researcher
 : BasicAccessControl

actor = RDdirector
 : BasicAccessControl

actor = CompanyPresident
 : BasicAccessControl

actor = GroupLeader
 : BasicAccessControl

 : MetaDocument

name = approval_comments
 : Attribute

 : WriteAccessControl  : ReadAccessControl

actor = researcher
 : BasicAccessControl

actor = RDdirector
 : BasicAccessControl

actor = CompanyPresident
 : BasicAccessControl

 : ResourceAccess

 
Figure 6-18: (Partial) AST for the research_proposal document definition. ASTs 
for the access control rules are boxed for clarity. 
   
The figure shows the AST nodes for the meta-document for the research_proposal 
document definition, and for one attribute named approval_comments. This 
attribute is the only attribute that has a special access control statement, and 
therefore a separate resource access object. The other attributes do not specify a 
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different access control rule, so that they inherit this from the document. The ASTs 
for the access control rules are boxed in this figure. 
When an operation on the document object is executed, the currently logged-in 
user is evaluated in the AST that represents the access control rules. For instance, 
consider the case where a certain researcher, say, Tom, tries to read the value of the 
attribute title of a research proposal document. This attribute does not have a 
separate access control rule, so the access control rule of the document is evaluated. 
As this is a read access, the sub-tree under the ReadAccessControl node is traversed 
with “Tom” as argument. This sub-tree contains an “or” operator, which returns 
true if and only if at least one of its leaves returns true. Likewise, the “and” 
operator returns true iff all operands return true. The evaluation of the leaves of the 
tree is summarized in pseudo-code, shown in Listing 6-1. 
 
1 class BasicAccessControl { 
2   String actor; 
3  
4   Boolean evaluate(currentUser) { 
5     if (actor is a role) { 
6       if (currentUser has role actor) { 
7         return true; 
8       } 
9       else { 
10         return false; 
11       } 
12     } 
13     else if (actor equals currentUser) { 
14       return true; 
15     } 
16     else { 
17       return false; 
18     } 
19 } 

Listing 6-1: Pseudo-code for the evaluation algorithm of a leaf in the access- control 
expression tree, represented by a BasicAccessControl node. 
 
The first child node of the “or” operator gives access to an actor named RDdirector. 
The DVM will check if this actor is a role, and if so, check whether Tom has the 
role of RDdirector. As Tom is a researcher, the result of this first evaluation will be 
false, so the next children of the “or” operator are evaluated. As it turns out, 
evaluation of the other leafs also returns false (Tom is neither a company president 
nor a group leader). Evaluation does not stop there, as Tom might have write or 
edit authorization. As was mentioned before, write or edit access implies read 
access. The ResourceAccess object of the document does not have any write access 
nodes, so evaluation continues with the edit access node. There is exactly one edit 
access statement, which states that “researcher” can edit (and thus, also write and 
read) the document. Again, the algorithm in Listing 6-1 is executed, and as Tom 
does indeed have the role researcher, he is granted read access. 

6.11 Data Persistency 
Each managing component in the framework is responsible for its own persistency. 
An alternative approach would be to put the responsibility of the framework 
persistency with the central component, the Document Virtual Machine. However, 
making each of the components responsible for their own state makes the 
implementation of each of the components less dependent on the rest of the system. 
We used the open source library XStream (The Codehaus Open source software 
community 2007) for implementing persistency in the framework. This library can 
serialize an object to an XML string. Each of the components implements an 
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interface for storing and loading its state.  Figure 6-19 shows the sequence diagram 
for saving the framework’s state. 
 

 
Figure 6-19: Sequence diagram for saving the data in the framework. 
 
The implementation of saving and restoring the framework’s state is 
straightforward. When the DVM is requested to save the current state (for instance, 
after updating a document or workflow definition), it will delegate this to each of 
the managing components.  

6.12 Scenarios Revisited 
Chapter 3 introduced three scenarios. Summarized, these were: building the 
system, changing the application and re-use of functionality. Each of these 
scenarios shall now be revisited.  

6.12.1 Scenario 1: Building the system 
The first scenario is using the framework to build an application. The framework 
can be incorporated into the application as a library. The Tabellae language is used 
to define the basic entities, such as the document structure (which is shown in 
Section 5.2.1), the workflow, user-interfaces and to define the organization 
structure. Currently there is no feature to connect to an organizational repository, 
such as an LDAP (Lightweight Directory Access Protocol) server. 
As the framework defines a base class for a client-application (which itself inherits 
from the HttpServlet class) containing common functionality, such as loading and 
displaying a form, it is only a matter of adding methods. An application typically 
has a certain page flow, which defines the relationship between the different forms 
that are shown to the user. All this can be defined in Tabellae, as forms have 
support for both buttons and links. Both of them can invoke a method on the 
application, which can then load the appropriate form.  
If necessary, it is possible to generate a script during runtime, compile and deploy 
it. This can be useful for showing a form that contains a variable number of items, 
for instance the work items for a particular user. 
After writing the functionality, the application can be deployed. 

6.12.2 Scenario 2: Changing the application 
In this context, changes refer to the entities that are defined using Tabellae. So, 
consider the case where a document definition must be defined. If the end-user is 
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supposed to be able to do so, then the application programmer should have 
defined a form to enable the end-user load and change the document definition. 
Obviously, there are cases in which this is not desirable; in such cases, the 
application programmer simply does not provide such ‘editing’ forms. 
This way, documents, workflow, participants and their assigned roles, and the 
user-interfaces can be changed by editing the script that defines them. This is an 
improvement over an application that defines all these entities in, for instance, Java 
code. In that case, the updated Java code needs to be recompiled and redeployed. 
Moreover, this cannot be done by end-users or, for that matter, during runtime; 
the application must be stopped. 

6.12.3 Scenario 3: Re-using functionality 
Re-using functionality is simply a matter of loading the same or new entity 
definitions into a different application. For instance, consider the case where a new 
workflow is associated with a certain type of document. In this case, the document 
structure can be re-used. The same effect can be achieved by deploying a new 
application specifically for the new workflow, but loading the same document 
definition. 
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7 Conclusion and Outlook 

Now this is not the end.  
It is not even the beginning of the end.  
But it is, perhaps, the end of the beginning. 
—Winston Churchill 
 

7.1 Summary and Contribution 
This thesis investigated the domain of document-oriented, workflow-enabled 
applications. This is a common type of applications, where typically a large user-
base interacts with an application, based on a certain workflow and handling a set 
of related attributes known as a document. On a conceptual level, these 
applications are not very complex. The complexity comes when all details must be 
combined, as many aspects are interrelated.  
Research in the field of Information Systems (IS) generally leads to one of three 
types of contributions (Hevner et al. 2004). The first type is a design artifact, which 
enables a solution to a heretofore unsolved problem. This also includes applying 
existing knowledge in a new and innovative way. The second type of contribution 
is a creative development of novel, appropriately evaluated constructs, models, 
methods or improving existing foundations. The third type is a methodology, and 
includes development of evaluation methods and metrics. 
The contribution of this thesis is twofold. Firstly, Chapter 2 gave an overview of 
both some academic and commercial (including open-source) efforts in the field of 
workflow systems that can be used in the domain of document-oriented 
applications. A comparative analysis of all presented systems concluded the 
chapter. Secondly, in order to find a solution to our posed problem, Chapter 1 
defined some research questions, which are reviewed shortly. In terms of IS 
research, this contribution can be categorized as a design artifact (first type of IS 
contribution). A framework is designed, and a prototype implementation was 
created as a proof of concept. The framework can be used as a foundation to 
construct document-oriented, workflow-enabled applications. It includes a 
scripting language to define the adaptable parts of such applications, which targets 
an audience of application developers, domain experts and application end-users. 
 
The rest of this section reviews the research questions from Chapter 1. 
 

1. How can a workflow be defined in a portable way, such that the definition 
is independent from the workflow engine that manages instances of this 
workflow? 
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In Chapter 1 the domain of workflow and business processes was introduced. 
The efforts by the Workflow Management Coalition (WfMC) were 
summarized. The WfMC already recognized the need for standards in this 
field, and defined a reference model for workflow and workflow engines. A 
workflow definition language was introduced, and later an extended, XML-
based reincarnation followed. Other approaches in the domain of business 
processes and web-services also focus on description or orchestration 
languages, usually XML based. Chapter 2 introduced several systems, mostly 
workflow engines or libraries which typically provide a workflow language.  
A workflow language offers portability, as the language compiler or interpreter 
can have different back-ends. Of course, the features of the workflow engine 
that will be running the process instances must be considered. Workflow 
engines differ in the number of workflow constructs (workflow patterns, as 
they are called) they can support.  
A special-purpose, domain-specific language is a proven method to define a 
workflow. 
 
2. What is an effective and flexible way to define the structure of a document? 
 
Documents play a central role in the type of systems on which the focus of this 
thesis’ research lies. It must be easy to define and change a document’s 
structure. Except from the underlying semantics, a document structure does 
not differ much from a workflow structure. Therefore, it is convenient to 
define a document in a similar way, using a special-purpose, domain-specific 
language.  
 
3. What is an easy and effective way to define access control rules on a 

document, and how can this be related to the application’s users? 
 
Access rules define who can read, write or change the structure of a document. 
The scope of such rules is either a whole document definition or a single 
attribute, in which case any rules defined on the document level are 
overridden. Document definitions are created using the Lingua Tabellae 
scripting language, and so it makes perfect sense to express access rules 
together with the document definition. 
As participants and their organizational positions (roles) are defined using the 
Lingua Tabellae scripting, they can be referenced by their identifier. Using 
special keywords for each type of access (read, write and edit), and by means 
of logical operators ‘and’ and ‘or’, it is easy to write rules which participants 
and which roles can read, write or edit a document. 
 
4. What is an efficient way to implement, manage and maintain the user-

interfaces of an application? 
 
The user-interface aspect is very important in the domain of document 
workflow applications.  Each activity in the workflow typically has a uniquely 
associated user-interface for data input or output. Even simple applications 
with a small number of different users, and a small number of activities, this 
can result in a large numbers of user-interfaces that need to be implemented 
and maintained. It is common to have similar user-interfaces that differ only in 
small details.  
In a distributed application environment, user-interfaces are typically 
implemented as web-forms, which are built using HTML. Although easy to 
use, creating and maintaining user-interfaces by writing HTML directly is 
cumbersome and inefficient.  
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The Lingua Tabellae supports form definitions, which can be rendered as 
HTML. The current implementation targets the XHTML 1.0 standard. 
Tabellae form definitions also support a simple form of inheritance, which is 
particularly convenient for defining similar, yet not entirely equal user-
interfaces. As user-interfaces are part of the Tabellae language, it is 
straightforward to link document data to individual form elements. 
 
5. In the document application domain, what aspects of the application must 

be adaptable, and what is an effective way to implement this adaptability? 
 
In Chapter 1, common properties of document-oriented applications are 
discussed. As it turns out, each of the four basic entities (document, workflow, 
user-interfaces and organization) are suitable to express by means of a special-
purpose scripting language. For that goal, the Lingua Tabellae scripting 
language was designed and implemented. This language allows the domain 
expert and the application developer to specify exactly the details that matter. 
In other words, the language defines exactly the parts of an application that 
are adaptable. Should further research point out that more details must be 
adaptable, then the language can be extended accordingly.  
Adaptability of the application is therefore implemented by providing the 
Lingua Tabellae scripting language, which clearly defines the adaptable parts 
of the application.  

7.2 Limitations and Future Work 
The presented work in this thesis is the output of a six month research project. 
Due to this limited period, a number of issues have not been addressed in sufficient 
detail. This section outlines these issues, and provides suggestions for further 
research. 

7.2.1 Scope of Access control rules 
Access control rules are only applicable to documents, or the ‘data model’. This 
could be extended to other entities as well, such as the form, workflow and 
organizational definitions. 

7.2.2 Access control and Runtime variables 
Access control rules can only be defined on (static) pre-defined participants and 
roles, but not on (dynamic) variable entities that are defined during runtime. For 
instance, a variable entity is the creator of a document. This is a variable, as it is 
not known until runtime who exactly creates a document. An example of a rule 
involving such a dynamic entity could be that a document creator has access to all 
documents he created. In order to provide for this functionality, information about 
these runtime roles and the operations executed by them should be tracked. The 
scripting language would additional syntactical constructs to specify these runtime 
entities. Then, when the access control rules are evaluated, these runtime variables 
can be assigned a value, based on the information of, for instance, document 
creation. 

7.2.3 Runtime variables 
Viewing the previous limitation more broadly, Tabellae does not support runtime 
variables. It was felt that this would make the language too complicated for its 
initial purpose. Whether this decision is correct, must be re-evaluated when 
designing systems using a framework such as the one presented in this thesis. 
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7.2.4 Temporal specifications 
Lingua Tabellae does not support temporal specifications, to start a task at a 
certain time or time interval. This feature is helpful, if a workflow needs to be 
started at a certain interval. For instance, the process to report the weekly activities 
could be started automatically each Friday afternoon. In order to support this, the 
scripting language should be extended with syntactical constructs that specify that 
a certain task or workflow should be started at a certain moment or interval. An 
additional framework scheduler component that keeps track of the system time 
can then evaluate these rules, and act appropriately. 

7.2.5 Thread safety and concurrency 
The framework prototype is not thread safe. This makes it unsuitable for real-
world applications, where many users connect simultaneously. Making it thread 
safe is a matter of adding so-called mutex locks on shared resources (using the 
synchronized keyword in Java). For the purpose of the framework prototype, it 
was felt that this was not a high priority. 

7.2.6 The process context and documents 
The process context object, which represents a process instance and keeps track of 
all related documents, can only handle a single instance of each document type. So, 
consider there is a document type report, then each process instance can have only 
one instance of this report document. This was done for ease of implementation. 

7.2.7 Conditional workflow transitions 
Workflow transitions do not support conditional expressions. Transitions from 
one task to the next are unconditional once they are activated (‘enabled’). In order 
to support this, Tabellae should be extended with syntactical constructs that 
express workflow control modifying expressions. Consider the case of “A enables 
B”, then activity B is enabled once activity A has been completed. An additional 
conditional expression could look as follows: “A enables B if expression “. 

7.2.8 Linking to an organizational repository 
The framework does not support linking to an organizational repository, such as 
an LDAP server, which is typically used for this purpose. Currently, all participants 
and organizational positions (roles) must be defined manually. Mechanisms to 
connect to such a repository and import the data in a format that can be used in 
Lingua Tabellae, is a topic for further research. 
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Appendix A Specification of Lingua Tabellae 

This appendix contains the full specification of the grammar of the Lingua Tabellae 
scripting language provided with the framework. The specification is in Extended 
Backus Naur Form (EBNF). The meta-syntax used here is shown in Table A-1. 
 
Table A-1: Meta-syntax for EBNF in this appendix 

Notation Semantics 
{definition} Zero or more instances of “definition” 
“import” The literal “import” (without the quotes) 
name Represents a token  
[access-policy] Optional access-rules 
script A normal non-terminal 
task | transition Either a task or a transition 
(“and” name)+ At least one occurrence of the set of tokens “and” and name 

 

Lexical Conventions 

Comments 
The lexical analyzer will skip all comments in the script. Comments start with a 
“#” symbol, and run to the end of the line. 

Keywords and Identifiers 
An identifier is a sequence of letters, underscores and digits, but not starting with a 
digit. In the grammar, identifiers are represented by the name token. 
 
The script compiler defines a large number of keywords. Keywords are reserved 
identifiers, and can therefore not be used as normal identifiers. The keywords are 
listed below. 
 
Keywords marked with an asterisk (*) are currently not used, but are reserved for 
future use. 
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and  enables invokes requirement task 
auto end is role text 
bool* event* isa rows* then 
button file list save this 
by final load script title 
checkbox form not secret uses 
choose from number select* user 
columns* goto on shows where* 
contains hyperlink or start workflow 
date if participant string write  
document import radio stylesheet xor 
edit in read   
 
The script language has four basic data types. These are: string, number, date and 
time, which are discussed in more detail below. 

String constants 
String constants are delimited by either single quotes or double quotes. In the 
grammar, string constants are represented by the string token. In a Boolean 
context, a string is considered true if its length is larger than 0 characters. 

Number constants 
Number constants are currently limited to positive integer values; this is done to 
keep the implementation of the framework as a whole simple. A future 
improvement may extend this to allow for negative and floating point numbers. In 
the grammar, number constants are represented by the number token. In a Boolean 
context, all non-zero numbers are evaluated as true. 

Date constants 
A date constant is formatted as follows: 
 
D[D] ‘/’ D[D] ‘/’ DDDD 
 
where ‘D’ denotes a digit. The first one or two digits denote the month, the middle 
digit(s) denote(s) the day and the last four digits denote the year. Note that allowed 
values for the first digits are in the range of <1, 12>, the middle digits have a range 
of <1, 31>. There is no limit set on the last four digits. In the grammar, a date 
constant is represented by the date token. In a Boolean context, a date is always 
true. 

Time constants 
A time constant is formatted as follows: 
 
D[D] ‘:’ DD ‘:’ DD 
 
where the first one or two digits indicate the hour, the second pair of digits 
indicates the minutes, and the last pair of digits indicates the seconds. In the 
grammar, a time constant is represented by the time token. In a Boolean context, a 
time value is always true. 
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Language Grammar 
script ::= {import-statement} {definition} 

   

import-statement ::= “import” string 

   

definition ::= 

| 

| 

| 

| 

workflow-definition 

participant-definition 

document-definition 

role-definition 

form-definition 

   

document-definition ::= “document” name [access-policy] 
{attribute} 

“end” 

   

access-policy ::= operation “by” actor-conditions 

   

operation ::= “read” | “write” | “edit 

   

actor-conditions ::= actor-condition {“,” actor-condition} 

   

actor-condition ::= or-access 

   

or-access ::= and-access {“or” and-access} 

   

and-access ::= basic-access {“and” basic-access} 

   

basic-access ::= 

| 

name 
“(“ actor-condition “)” 

   

attribute ::= data-type name [access-policy] 

   

data-type ::= “string” | “number” | “date” | “time” 

   

role-definition ::= “role” name [role-list] 
{event-handler} 

“end” 

   

role-list ::= “isa” name {“,” name} 

   

participant-definition ::= “participant” name [role-list] 

{event-handler} 

“end” 
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event-handler ::= “on” object property verb 

{action} 

“end” 

   

object ::= name 

   

property ::= name 

   

verb ::= name 

   

action ::= 

| 

conditional-action 

unconditional-action 

   

conditional-action ::= “if” condition “then” 

{action} 

“end” 

   

unconditional-action ::= name “(“ arguments “)” 

   

condition ::= term [operator term] 

   

term ::= number | date | string | time 

   

operator ::= “<” | “<=” | “==” | “!=” | “>=” | “>” 

   

arguments ::= term {“,” term} 

   

form-definition ::= “form” name [“isa” name] 
[“title” string] 
[“stylesheet” string] 
{form-field} 

“end” 

   

form-field ::= data-field | button | hyperlink 

   

data-field ::= mode field-type name [initializer] 

   

mode ::= 

| 

“write” [“required”] 

“read” 
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field-type ::= 

| 

| 

| 

|
| 

|
| 

“string” 

“text” [size] 

“script” [size] 

“secret” 

“file” 

“checkbox” 

“list” choices-list 

“radio” choices-list 

   

size ::= “(“ number “,” number “)” 

   

choices-list ::= “choose” “from” choices “end” 

   

choices ::= string {“,” string} “is” 

   

initializer ::= “shows” data-object 

   

data-object ::= name [“.” name] 

button ::= “button” string “invokes” name 

   

hyperlink  ::= “hyperlink” string “invokes” name 

   

workflow-definition ::= “workflow” name  

{task | transition} 

“end” 

   

task ::= user-task | auto-task 

   

user-task ::= “user” “task” name 

{task-assignee} 

“end” 

   

auto-task ::= “auto” “task” name “by” name 
“end” 

   

task-assignee ::= name “uses” “form” name {form-mapping} 

   

form-mapping ::= load-mapping | store-mapping 

   

load-mapping ::= “load” document-attribute “in” name 

   

store-mapping ::= “store” name “in” document-attribute 

   

document-attribute ::=  name “.” name 
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transition ::= 

| 

| 

| 

| 

name “enables” list 
list “enables” name 
name “enables” name 
“start” name 
“final” name 

   

list ::= “(“ xor-list | and-list “)” 

   

xor-list ::= name (“xor” name)+ 

   

and-list ::= name (“and” name)+ 
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Appendix B Framework Class Diagrams 

This appendix contains all class diagrams that were not shown in the chapters that 
discussed them.  

Abstract Syntax Tree Classes 
The figure below shows the main classes that are used to construct abstract syntax 
trees. Central concept here is the Script class, which has any number of the other 
classes. A ModuleImport object represents an import statement, while the other 
classes all represent definitions of the equally named entities. All classes inherit 
from Definition, and all implement the Scriptable interface, so that all objects 
can generate a script representation of themselves. 
 

 

Workflow Query Language 
The figure below shows the class diagram of the classes representing a workflow 
query. The top-level class WorkflowQuery represents the query as a whole. It has a 
list of WorkflowObject objects, which represent the selected fields that will be 
returned by the query. The workflow query has a QueryCondition object that will 
filter the results. This is in fact an interface, which is implemented by several other 
classes. The SimpleQueryCondition class represents simple comparison operators, 
such as the equality operator. The NotQueryCondition takes one operand, which is 
another query condition, so that the condition can be inverted. The 
CompoundQueryCondition can be used to build queries that are more complex, 
introducing the “and” and “or” operators. 
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Access Control 
The classes related to access control are shown below. Central in this figure is the 
interface AccessControl, which defines methods to check whether a certain user 
has reading, writing or editing access. A ResourceAccess object is typically owned 
by a resource, and it keeps a list of AccessControl objects. Each access control rule 
is represented by such an object. An AccessControl object can be a simple 
BasicAccessControl object, which grants access to a certain user or role, or a 
CompoundAccessControl object, which allows for rules that are more complicated, 
that use the “and” and “or” operators. 
All object implement the Scriptable interface, which means that all objects can be 
transformed back into the script through which they were defined in the first place. 
This allows them to be loaded into a script editor so that users or administrators 
can change them. 

OrAccessControl

BasicAccessControl

ReadAccessControl

WriteAccessControl

EditAccessControl

AndAccessControl

CompoundAccessControl

«interface»
AccessControl

AbstractAccessControl

«implements»

has a control tree

ResourceAccess

1

*

has edit,write,read access nodes

«interface»
Scriptable

«implements»

«implements»

1

*

has operands

«implements»

«implements»
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Expressions 
Expressions are used as conditions in conditional statements. The class diagram of 
the expression classes are shown below. All classes implement the Expression 
interface, which defines a method evaluate, which returns true if the expression is 
true and false otherwise. The current design only considers Boolean expressions. 
There are two types of expression: simple expressions, which currently can only be 
represented by constant values (literals). Binary expressions, on the other hand, 
represent a certain comparison operator, such as equality, and it takes two 
operands. 
A constant value can be any value of the data types that are supported (discussed 
in Chapter 5). The ConstantValue class implements the FormFieldValue interface, 
which defines a method to retrieve the value. This is used by the form loading 
process; this way, data can be loaded into a form. 
Currently, there is no support for variables. This was to keep the language simple. 
Future work could include adding such support; that class should be a sibling of 
the ConstantValue class, also implementing the FormFieldValue interface, so that 
the variable’s value can be loaded into a form field. By making it a sibling of 
ConstantValue, variables can also be used in simple or binary expressions. 
 

 

Form Elements 
The figure below shows the classes representing forms and form elements, such as 
buttons, text fields, etc. All classes inherit from Definition, as all can be ‘defined’, 
and as such, they are scriptable, meaning they can generate a script representation 
of themselves. Form elements can have an associated FormFieldValue object, which 
represents an associated object (value) with it. This was discussed in Chapter 5.  
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ButtonElement

FormField

CheckboxElement

ChoiceListElement

FileUploadElement

Form

HyperLinkElement

TextAreaElement

RadioListElement SecretFieldElement

TextFieldElement

ScriptEditorElement

parentcan have

Definition

«interface»
FormFieldValue
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Appendix C Screenshots 

This appendix contains screenshots of the generated forms in the prototype 
implementation of the framework. 
 

 
Figure C-1: Screenshot of a log-in screen. 
 

Figure C-2: Screenshot of a form with a text area. 
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Figure C-3: Screenshot of a form with a script editor text area. 
 

 
Figure C-4: Screenshot of a form with radio buttons. 
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