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Projects for

Chapter 9: Image Visualization

1 PROJECT 1

Implement the mean shift segmentation algorithm of Comaniciu and Meer described in Chap-
ter 9, Section 9.4.2. For this, proceed as follows:

1. As input, consider a grayscale image I ;

2. For each pixel (xi , yi ) of I , create a 3D point pi = (xi , yi , I (xi , yi )). Gather all points pi in
an unstructured point cloud P ;

3. Compute the joint density estimation given by Equation 9.18 using 3D convolution of
P with the kernel given by Equation 9.19; For efficiently locating points closer to a given
3D location than a given distance (the kernel radius), consider using the Approximate
Nearest Neighbor (ANN) library described in the code samples for Chapter 5;

4. Apply several iterations of the mean shift procedure;

5. Find the segments of the image by locating the high-density point clusters produced
by mean shift. For this, you can use again the ANN library. Hint: find, for each mean-
shifted point pi , all other points within a small radius ε. All these points create a cluster.

6. Visualize the segmentation result by coloring all image pixels found by mean-shift to
belong to the same segment by a different color.

Test and demonstrate your method on a range of grayscale images including photographs,
binary images (black-and-white shapes), and 2D slices from CT or MRI scans.
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2 PROJECT 2

Extend Project 1 to compute segmentations of two-dimensional color images. For simplicity,
represent colors using either the RGB or HSV color spaces. As a second simplification as-
sumption, represent each pixel by a three-dimensional point whose coordinates are its color
components – that is, ignore the pixel’s spatial coordinates. This allows you to implement the
mean-shift procedure using only a 3D density field as opposed to a 5D density field.

Test and demonstrate your method on a range of color images. Which particular limitations
(due to the discarding of the two spatial dimensions) do you observe in the segmentation
results?

3 PROJECT 3

Given a 2D binary shape Ω represented as a black-and-white pixel image, we want to com-
pute the so-called local thickness of the shape. More precisely, for each point p ∈ ∂Ω on the
shape boundary ∂Ω, we want to compute a thickness value T (p) ∈R+ defined as follows:

• Consider the shape’s skeleton S, defined as explained in Chapter 9, Section 9.4.6. For
each skeleton point s ∈ S, we have a set of (at least two) feature points F (s);

• For a boundary point p ∈ ∂Ω, the thickness T (p) is defined as the maximal distance
between any two points fi ∈ F (s), fi ∈ F (s), computed considering all skeleton points
s ∈ S for which p ∈ F (s).

The figure below illustrates this: Boundary points f1 and f2 are the feature points of the
skeleton-point sA , so the local shape thickness at both f1 and f2 is the distance ‖f1 − f2‖. In
contrast, skeleton point sB has many feature points g1, . . . ,gN so the local shape thickness at
any of these points gi is the maximal distance between any two of them, i.e. ‖g1 −gN‖.
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Computing the local thickness of a 2D shape.

To compute T over the shape boundary ∂Ω, proceed as follows:

1. Compute the skeleton S(Ω), using e.g. the Augmented Fast Marching Method (AFMM).
The AFMM code is provided in the samples for Chapter 9;

2. For each skeleton pixel s ∈ S, compute and store its full feature transform F (s), i.e., all
points on ∂Ωwhich are at minimal distance from s;

3. For all shape boundary points p ∈ ∂Ω, find all skeleton points M(p) ⊂ S that have p as
one of their feature points, i.e. M(p) = {s ∈ S|p ∈ F (s)};

4. Compute T (p) as the maximal distance maxm∈M(p)(maxa∈F (m),b∈F (m) ‖a−b‖).

Visualize T first by color-coding the boundary pixels p ∈ ∂Ω. Next, visualize T by color-
coding each shape pixel p ∈Ωwith the color of its closest boundary point.

4 PROJECT 4

Given two 2D binary shapes P1 and P2, stored as 2D black-and-white images, implement
a method to compute the shape distance, or shape dissimilarity diff (P1,P2), based on the
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distance transforms of the boundaries two shapes, as described by Equation 9.30, Sec. 9.4.5).

Next, for a (large) collection C of such shapes, implement a simple exemplar-based shape
retrieval program: Given an input shape P (which may be part of the collection or not), find
the N shapes Pi ∈C which are most similar to P , i.e. have the lowest N values for diff (P,Pi ).
Here, N is a user-supplied parameter. Display the found shapes Pi in decreasing dissimilarity
order. To compute distance transforms, use the CPU-based Fast Marching Method or, alter-
natively, the faster GPU-based algorithm of Cao et al.. Both are provided in the sample code
for Chapter 9.

Hints: For best results, consider first normalizing all images to the same size. As an advanced
exercise, consider also implementing a rotationally-invariant version of the search program,
where identical shapes rotated at different angles in the image plane would be found identi-
cal. A simple, but computationally expensive, way to solve for rotation invariance, is to com-
pute the dissimilarity between the input shape P and R rotated versions P R

i of each shape Pi

in the collection C , where P R
i represents the rotation of Pi with an angle αi = i 2π

R around its
center.

5 PROJECT 5

Implement an efficient algorithm to compute and visualize geodesic shortest-paths on the
surfaces of 3D shapes represented as 3D binary voxel volumes. To define the shortest path’s
start and end voxels s and e, let the user select these e.g. by interactively clicking on a render-
ing of the voxel surface. Next, compute the path by using Dijkstra’s well-known shortest-path
algorithm on a graph whose nodes are the surface voxels and edges the 26-neighborhood re-
lations between these voxels, respectively. Use this algorithm to search for the shortest path
between the nodes corresponding to the selected voxels s and e. Visualize the computed
paths by rendering the voxel surface in one color, and the computed path in another color.

Hints:

• Several binary voxel volumes are given in the code samples for Chapters 9 and 10. You
can easily create additional binary voxel volumes from 3D polygonal meshes using the
binvox program mentioned in the code samples for Chapter 10.

• You can accelerate the shortest-path algorithm by using the A* heuristics, where the
heuristic cost is given by the Euclidean distance to the target point e.
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End of Projects for
Chapter 9: Image Visualization
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