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1. Energy adaptive buildings are equipped with technology that allows them
to be aware of the occupants and facilities designed to automate and optimise control. Lights, heating, ventilation, air conditioning, and other electric
appliances can be optimised to save energy while the occupant comfort and
productivity are preserved.
2. For substantial savings in building energy consumption, one should make
no assumptions about its static use. Considering the dynamicity is essential
to achieve energy efﬁciency.
3. While conceptual beneﬁts of occupant-related building control approaches
have shown energy saving beneﬁts, their feasibility must be conﬁrmed in
real-life installations.
4. In parallel to optimising energy consumption and performing adaptations
automatically, user comfort continues to be an essential success criteria for
ICT-based solutions.
5. Combining neighbourhood voting with the lightweight ARMA time series
forecasting model signiﬁcantly enhances the accuracy of fault detection for
sensor data.
6. Energy adaptive buildings mostly beneﬁt from occupancy information. Fresh
occupancy data is well suited to lighting control, while thermostat control
has long response times and demands predictive occupancy information.
7. Ontology-based algorithms overcome the disadvantage of other symbolic
learning techniques. Without any training data, it is still possible to obtain
accurate classiﬁcation of performed user activities.
8. For every building, there should be and will be a building automation system that is both affordable and easy to use.
9. The success of the whole depends on its planning capability as much as on
its execution capability.
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Chapter 1

Introduction

W

arren S. Johnson, a professor at the State Normal School in Whitewater, Wisconsin, got frustrated with the frequent interruptions during his lectures,
since the boiler operator had to walk in each room every 60 minutes, check the temperature, and then crank up or down the boiler in order to maintain a good level of
comfort for the room occupants.
Warren Johnson, one day, simply had enough of being interrupted. It was a cold
day in the winter of 1883, Warren was teaching his lecture and, as always, the doors
opened at the top of the hour. In came the boiler operator and asked:
“Excuse me, I’m... I’m sorry for interrupting, are you guys warm? You are
warm? OK, sorry, we will turn the boiler down a bit right away. Carry on,
have a good one.”
Having had enough, he invented the electronic room thermostat in 1883, a device
which automatically turns a heating or cooling system on or off depending on the
temperature in a room (Johnson 1883). This disruptive invention marks the birth of
the building automation industry. Warren S. Johnson went on to launch Johnson
Controls1 , one of the four building automation giants in the industry, a list including today Siemens2 , Schneider Electric3 , and Honeywell4 . Since then, building automation has taken advantages of countless sustaining innovations: better lighting
systems, more efficient heating and cooling system, better insulation, more intelligent building automation, just to name a few. Nowadays, in almost of all commercial buildings, energy usage is controlled by building automation systems (BAS).
BAS are control systems for individual buildings or groups of buildings, using computers and distributed micro processors for monitoring, data storage, and
communication (Levermore 2000). The general objective of a building automation
system is to fulfil the occupants’ requirements for comfort during building operations. Heating, ventilation, and air conditioning (HVAC) control, lighting control,
1 http://www.johnsoncontrols.com/
2 http://www.siemens.com/
3 http://www.schneider-electric.com/
4 http://honeywell.com/
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hot water control, and electricity control are commonly seen as required functionalities for the BAS. However, thus far, BAS provide control of the conditions of indoor environments on the basis of very fundamental user interaction and building
manager’s decisions about usage policies. These systems often have only means
for local control, low sampling rates, and do not take into account the use of the
spaces by the people if not in very naive forms. Currently, BAS are based on schedules (e.g., timed heating system switching) and simple feedback loops (movement
sensor switches for light control).
Given the fact that occupant presence and behaviour in buildings have been
shown to have large impact on space heating, cooling and ventilation demand, energy consumption of lighting and space appliances, and building controls (Nguyen
and Aiello 2013), our key motivation is to comprehend, model, detect, and adapt to
these factors. A basic example of adaptation to occupant activity in a building space
consists of a person walking in a corridor resulting in lights being switched on. This
is a simple case which is implemented in many modern buildings, although it has
important shortcomings. The following few scenarios provide examples of what
could be done better in energy adaptive buildings:
• Consider a person walking across a hospital corridor. While for safety reasons some floor lighting must be available at all times, intensity of artificial
light should depend on local activity and number of individuals in the corridor, but also on natural lighting (related to weather condition and daytime).
The resulting lighting could be achieved through dynamic dimming of lights
based on light intensity sensing.
• Regarding heating system, many buildings are equipped with room level
control. However, rooms are still heated based on fix schedules, e.g., on at
8.00 AM and off at 6.00 PM. By taking into account occupancy information,
an energy adaptive building can dynamically adapt the heating system of a
room based on the fusion of several information coming from the environment (e.g., room occupancy, outside temperature, weather forecast) as well as
data coming from the room reservation system, if available.
• Personal computers (PCs) are responsible for a large amount of energy being consumed throughout the day. This is especially true in environments
where there are thousands of personal computers. It is not uncommon to see
personal computers and their monitors still on after people left a desk after
workings hours. User activity relating to PC usage should be recognised, thus
preventing personal computers from being left running while they are not in
use. Personal computers could be put to sleep via a learning process of the
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dynamic PC usage patterns of individual users without requiring any explicit
action from the user.
The research presented in this thesis is driven by the aim of realising such building automation systems that facilitate intelligent control, that are aware of people
inside and their activities, that are able to cope with dynamic changes caused by
users’ interactions of with the environment, that put building occupants as the
central of the system, sensing and adapting the buildings with the overall goal of
supporting building occupants while reducing the waste of energy. The particular focus is on a framework for such systems, going from a physical infrastructure
for sensing and actuating, to processing and analysing data coming from physical
devices to provide necessary information about the environment and occupants’
activities and behaviours as crucial inputs for the system to produce adaptive control strategies in order to regulate the environment accordingly.

1.1

Energy adaptive buildings

We consider and define energy adaptive buildings as the ones that are equipped
with the above mentioned building automation systems, being able to monitor their
occupants and facilities designed to automate and optimise control of appliances,
in particular, lights, HVAC system, and home appliances, with the goal of saving
energy. An energy adaptive building adjusts its behaviour according to the changes
of its users and its environment. Therefore, an energy adaptive building must continuously monitor its environment and identify the changes in its context, which
include ambient conditions and users’ behaviours. Energy adaptive buildings are
capable of dealing with continuous changing environments and emerging requirements that are unknown at the design time. This adaptation capability defines energy adaptive buildings as a type of pervasive computing adaptive systems that, in
turn, are considered as autonomic systems (Brun et al. 2009). An autonomic system
consists of autonomic elements, which have their own responsibilities and functionalities and interact with each other in a very dynamic environment (Dobson et al.
2006). An autonomic system forms a feedback loop, as illustrated in Figure 1.1,
that provides the generic mechanism for adaptive systems. A feedback loop typically involves four key activities: Collect, Analyse, Decide, and Act. Firstly, the system
collects data and information from a variety of sources including sensors and reporting streams but also user context. The accumulated data are then analysed to
produce meaningful high-level user and context information used as a basis for
adaptation decisions made by the plan activity. The decisions are then actuated
through actuators or effectors.
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Figure 1.1: Autonomic control loop (Dobson et al. 2006)

1.2

Thesis scope and organisation

We believe that the feedback loop of adaptive autonomic control systems provides a good foundation to design and realise our system for energy adaptive buildings. This thesis firstly focuses on designing a system architecture and a platform
for energy adaptive buildings based on the autonomic control loop of adaptive systems. Such a system and platform should be able to address the characteristics and
requirements put forward by energy adaptive buildings. Secondly, our research develops, designs, implements, and evaluates algorithms and mechanisms to realise
three activities of the feedback loop, namely Collect, Analyse and Act. Our proposed
algorithms and mechanisms enable the energy adaptive buildings to (1) gather context information from the environment via sensors, (2) preprocess raw data and tolerate faults to ensure the reliability and consistency of sensor data, (3) analyse and
reason over reliable data to provide meaningful high-level user and context information, thus providing necessary inputs for the Decide activity to generate dynamic
plans and actions to adapt the environment according to the changes in user activity
and environmental context. As an important result, user comfort and productivity
are preserved while reducing energy usage of building operations.

1.2.1

Energy adaptive buildings

We start with conducting a survey of energy adaptive buildings with the theme
of activity recognition. New metrics and ways are defined to compare the various
studies. Thus, we determine the most valued activities for each subsystem (HVAC,
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light, plug loads) as well as the most appropriate activity recognition technologies
and approaches applied for the scenarios considered by energy adaptive buildings.
The outcomes are presented in Chapter 2, which also highlights the principles of
energy adaptive buildings which based on user activity.

1.2.2

The GreenerBuildings project and system architecture

A main part of the work in this thesis are researched, implemented, and tested in
living lab conditions associated with the GreenerBuildings European FP7 project.
The GreenerBuildings5 project aims to realise an integrated solution that addresses the challenge of energy-aware adaptation from basic sensors and actuators,
up to an embedded software for coordinating thousands of smart objects with the
goals of energy saving and user support. The vision of the project is that buildings
can respond to their actual use and changes in their environment; interact with
their occupants through novel ubiquitous sensing and occupant behaviour inference techniques and that can transparently adapt a building’s function and operation (GreenerBuildings Project 2011).
To this end, GreenerBuildings aims at developing an energy-aware framework
based on embedded service middleware and a building-distributed architecture of
smart objects. The framework relies on advances of ubiquitous sensing, sensorbased human activity recognition, and device orchestration, to guarantee responsiveness, scalability, and dependability in its goal to achieve energy savings at the
whole building level. The key to effective energy management in buildings depends
on several functions, most notably, low-maintenance activity and building context
sensing, robust recognition and sensor-based inference, and the framework’s scalability to massively distributed installations. GreenerBuildings addresses these functions in its technical architecture and allows retrofitting all solutions into existing
buildings. The GreenerBuildings architecture specifically emphasises occupant activity and behaviour as key element for adaptation, but addresses other building
context information as well. The building adaptation concept foreseen in GreenerBuildings follows a layered representation to decouple different abstractions. Figure 1.2 illustrates the specific layers of the GreenerBuildings conceptual architecture.
• Service composition layer: comprises the abstract composition and orchestration functionalities of the energy-aware framework. A service composition
is an aggregate of services collectively composed to automate a particular task
or business process while service orchestration is the process of integrating
two or more applications and/or services together to automate a process, or
5 http://www.greenerbuildings.eu/

6

1. Introduction

Figure 1.2: Energy adaptive buildings concept

synchronise data in real-time (Erl et al. 2011). Services in the GreenerBuildings architecture are dynamically composed to achieve the energy optimisation and user goals, using triggering events and state change information provided by the ubiquitous system layer’s sensing nodes and user interactions.
• Ubiquitous system layer: consists of physical devices, in particular the
building-distributed ubiquitous sensing, processing, and actuation architecture of GreenerBuildings. Moreover, it consists of the occupant activity and
building context recognition functionalities. These smart objects are physically distributed to support the sensing and actuation tasks. At the same
time, nodes interact to perform operational adaptations.
Chapter 3 presents a service-oriented architecture for energy adaptive buildings. The requirements and objectives of the GreenerBuildings project are also
taken into account for the design of an architecture that is able to address the challenges raised by energy adaptive buildings: heterogeneity, dynamic adaptability,
scalability, fault-tolerance, high availability and reliability, just to name the most
prominent. The proposed architecture goes from the physical level of consumption measurement, live environment monitoring, activity recognition and context
processing, up to artificial intelligence based controlling. Our main contribution is
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a system architecture particularly applied for energy adaptive buildings. The proposed architecture addresses the most prominent requirements of energy adaptive
buildings.

1.2.3

Physical layer with simple sensors

Chapter 3 also discusses our choice of simple sensors as the framework at
hardware level. At physical layer, we employ wireless networks of unintrusive,
low-cost, binary sensors for gathering raw information from environment, e.g.,
passive-infrared sensors to capture user movements, acoustic sensors to detect human voice, electricity-measuring plugs to monitor appliances, etc. While early research focused on the monitoring and analysis of visual information, e.g., images
and surveillance videos, as the means to monitor environment and recognise activities, recent research has moved towards the use of multiple miniature dense sensors
embedded within environments. More importantly, invasive technologies, such as
cameras or wearable tags, might not be desirable because they suffer from deployability, cost and being accepted due to privacy issues. Instead, wireless networks
of simple sensors are a less invasive option as well as more preferred for creating
low-cost and easy-to-deploy solutions in scenarios like those considered by energy
adaptive buildings.

1.2.4

Quality of sensor data

A system based on simple sensors would face many practical issues, such as
partial observability of the environment and noisy, imprecise, corrupted, and faulty
sensor data. We introduce algorithms and techniques for detection, classification,
and correction of sensor data faults. We present a hybrid approach for the detection
and classification of sensor data faults. A neighbourhood voting technique and the
autoregressive–moving-average (ARMA) model for time-series data forecasting are
used in combination to detect sensor data faults. For fault classification, we apply a
fault model based on the frequency and continuity of fault occurrence, and on the
observable and learnable patterns that faults leave in the data. This layer of fault
tolerance allows our system to detect, classify faulty readings as well as apply some
correction techniques for data faults.
Chapter 4 describes our hybrid mechanisms for sensor data fault tolerance and
consistency maintenance. Our contributions go further than just a set of fault tolerance mechanisms. In fact, we also propose a framework that provides runtime
fault recovery capabilities, enabling a flexible choice of components for fault detection, classification, and correction. The framework permits flexibility in more
easily modifying the fault recovery service over time rather than reimplementing
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the system. Our main contributions are: 1) a general and flexible framework for
fault recovery of online sensor data; 2) a set of mechanisms for each step of the fault
recovery framework, covering fault detection, classification, and correction.

1.2.5

Activity recognition and context processing

With reliable context information provided by the previous sensor data processing process, we apply an ontological approach for user activity recognition. As one
of the main contributions, we go beyond simple modelling of activities, artefacts
and locations in a taxonomical way as we also express semantic relationships and
constraints between these relevant concepts. Ontology-based algorithms overcome
the disadvantage of symbolic learning techniques, that is, the demand on a sufficiently large amount of labelled data for training in order to perform well. Instead,
without any training data, it is still possible to obtain potential performed activities
of the user in a given context by exploiting symbolic reasoning. By having a complete picture of the given context, symbolic reasoning can be performed, making it
feasible to recognise possible activities of the users. Another contribution of ours is
that the proposed ontology for office activities covers most popular office activity
areas and performed activities. Furthermore, the ontologies are easily extensible
to address more activity areas and their performed activities of the application domain. Chapter 5 discusses our approach, and its contributions, for user activity
recognition, specifically applied for office environment.

1.2.6

Implementation and realisation of an energy adaptive building

As a main contribution, our work is a first attempt to realise a software framework that completely covers the full adaptation control loop of energy adaptive
buildings, starting from physical layer of WSNs for environment monitoring, going
through environment analysis, up to environment adjustment planning, and then
again down to execution via actuator networks deployed in the environment. More
importantly, we manage to address the vital need of evaluating the framework in
real-world situations. At the time of writing, our software system has been running
for more than one year in an operational environment of the Bernoulli building,
which has the gross floor area of 10,500 m2 . The Bernoulli building located at the
Zernike campus, where it hosts the Faculty of Mathematics and Natural Sciences
of the University of Groningen6 . Our solution is generating energy savings in the
order of 10% to 15% while user comfort is well preserved as we will show later in
6 http://www.rug.nl/staff/location/5161?lang=en
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this thesis.
Chapter 6 describes our prototype implementation of the system and its deployment at our own offices at the Bernoulli building of the University of Groningen.
The implementation is used to validate the proposed solutions for sensor data fault
monitoring and user activity recognition.
Chapter 7 validates our developed algorithms and mechanisms with not only
benchmark datasets but also with actual implementation in living labs. We deploy
our framework, combining with Artificial Intelligence (AI) planning, in operational
environments. The context information and the recognised activities serve as vital inputs for an AI planning controller to automatically produce building adaptations at run-time. The evaluation shows that the sensor and actuator networks run
stably, providing the basic infrastructure for gathering the information from environment and for controlling appliances. The fault tolerance mechanisms reliably
monitor and maintain the correctness of sensor data. The proposed activity recognition approach can handle multiple-user, multiple-area situations and gain a high
recognising accuracy, satisfying the activity recognition requirements in scenarios
like those considered by energy adaptive buildings. Moreover, the overall control
solution shows significant potential for energy saving while still preserving user
comfort and productivity.
Chapter 8 concludes the thesis, providing a brief summary of the research topics
presented and some possible directions for future work and investigation.

1.3

Publications

The work presented in this thesis has been published or submitted for publication in several contexts. Table 1.1 gives an overview of how the various papers are
related with the aspects addressed in each of the main chapters of the thesis. The
contributions are to be considered joint with the respective co-authors.
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Table 1.1: Overview of publications, and manuscripts under review or preparation

in relation with the aspects addressed in the chapters of the thesis
Chapter

Venue

Citation

2

Elsevier Energy and Buildings

(Nguyen and Aiello 2013)

3

4

5

ICT4S 2014
(Nizamic et al. 2014)
Submitted to journal
CPSNA 2013
SoICT 2013
Self-IoT 2015
Springer JAIHC
PECCS 2012
UIAS 2013

(Nguyen et al. 2013)
(Nguyen et al. 2013a)
(Nguyen et al. 2015)
(Nguyen et al. 2014)
(Nguyen and Aiello 2012)
(Nguyen et al. 2013b)

Chapter 2

Energy Adaptive Building based on User
Activity

O

ccupant presence and behaviour in buildings has been shown to have large
impact on heating, cooling and ventilation demand, energy consumption of
lighting and appliances, and building controls. Energy-unaware behaviour can add
one-third to a building’s designed energy performance (WBCSD 2009). Consequently, user activity and behaviour is considered as a key element and has long
been used for control of various devices such as artificial light, heating, ventilation,
and air conditioning. However, a number of questions are still partially open. How
are user activity and behaviour taken into account? What are the most valuable
activities or behaviours and what is their impact on energy saving? In order to
answer these questions, we conduct a survey of prominent energy adaptive buildings research efforts with the theme of energy saving and user activity recognition.
We devise new metrics to compare the existing studies. Through the survey, we
determine the most valuable activities and behaviours and their impact on energy
saving potential for each of the three main subsystems, i.e., HVAC, light, and plug
loads. The most promising and appropriate activity recognition technologies and
approaches are discussed, allowing us to deduce with principles and perspectives
for energy adaptive buildings based on user activity.

2.1

Introduction

Occupant presence and behaviour in buildings have been shown to have large
impact on space heating, cooling and ventilation demand, energy consumption of
lighting and space appliances, and building controls (Page et al. 2008). Careless
behaviour can add one-third to a building’s designed energy performance, while
conservation behaviour can save a third (WBCSD 2009), see Figure 2.1. As an interesting example, 3M company’s headquarters in Minnesota achieved 26% of electrical energy saving by just asking office workers to shut off all office devices, lights,
lab equipment, etc. not in use during peak price periods. The results of such experiment were profound: the building’s electrical demand dropped from 15 MW to 13
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Figure 2.1: Energy-unaware behaviour uses twice as much energy as the minimum

that can be achieved (figure from (WBCSD 2009)).

MW in 15 minutes and further to 11 MW over 2 hours (Arens et al. 2005). Though
the results of this experiment are remarkable, the savings depend on the conscious
action of the employees, which is not likely to be constant over time. Thus, recent research is focussed on developing energy adaptive buildings by integrating
occupant activity and behaviour, in combination with ambient conditions, as a key
element for the systems with which the buildings can automatically turn off unused
lights, computers, etc. This key element has long been used for control of various
devices like artificial light, HVAC devices, etc. As an example, past research has
shown that the use of real-time occupancy information for control of lighting can
save a significant amount of the electrical energy used for lighting (ASHRAE 1989).
How are user activity and behaviour taken into account in an control system
for energy adaptive buildings? How does this key element play its so-called important role in energy adaptive buildings? What are the most valuable activities or
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behaviours and their impact on energy saving? In order to answer these questions,
we here study prominent international projects on energy savings in buildings that
are based on user activity as the key element of the system.
We start by introducing the criteria for energy adaptive buildings that are evaluated in this survey (Section 2.2); the section also contains the basic descriptions
of the features that are used to evaluate and compare the studies. The features
are the types of energy adaptive buildings, energy saving potential, activities taken
into account, approaches, and technologies. The actual comparisons of the studies using these features are presented in Section 2.3, Section 2.4, Section 2.5, and
Section 2.6. Desirable perspectives on user activity as an important part of energy
adaptive buildings are discussed in Section 2.7, which also provides suggestions for
our research.

2.2

Criteria and methods

The field of Smart Buildings, Smart Homes, Building Automation Systems
(BMS) encompasses an enormous variety of technologies, across commercial, industrial, institutional and domestic buildings, including energy management systems and building controls. The function of Building Management Systems is to
control, monitor and optimise building services such as lighting, heating, security,
closed-circuit television (CCTV) and alarm systems, access control, audio-visual
and entertainment systems, ventilation, filtration and climate control, etc., even
time and attendance control and reporting (notably, staff movement and availability). This often leads system developers to describe their systems variedly, for example, part of ‘e-health’ or ‘home-care’ subsystems. Therefore, for this literature
review, a set of selection criteria needs to be introduced to identify studies in which
systems for energy adaptive buildings that are based on user activity are covered.

2.2.1

Terminology

According to the research conducted by Wigginton and Harris (Wigginton and
Harris 2002), there exist over 30 separate definitions of intelligence in relation to
buildings. While (Wong et al. 2005) discusses the best known academic and technical definitions of the term intelligent building. Two most of the most often accepted
definitions are proposed by the Intelligent Building Institute (IBI) of the United
States and the UK-based European Intelligent Building Group (EIBG). The IBI defines an intelligent building as ‘one which provides a productive and cost-effective environment through optimisation of its four basic elements including structures, systems,
services and management and the interrelationships between them’ (Wigginton and Har-
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ris 2002). While EIBG defines an intelligent building as ‘one that creates an environment which maximises the effectiveness of the building’s occupants, while at the same
time enabling efficient management of resources with minimum life-time costs of hardware
and facilities’ (Wigginton and Harris 2002). The IBI definition focuses more on the
benefit of the owners and their desired indoor environment, while the EIBG one
concentrates on the benefit of the users and creating desired indoor environment
for occupants. Nevertheless, both definitions also call attention to the benefit of the
managers and the environmental and economic impact of creating desired indoor
environment. Therefore, an intelligent building can be comprised of 10 ‘Quality
Environment Modules (QEM)’ (M1?M10) (So et al. 1999). The ‘QEM’ (M1-M10)
includes:
1. M1: environmental friendliness – health and energy conservation;
2. M2: space utilisation and flexibility;
3. M3: cost effectiveness – operation and maintenance with emphasis on effectiveness;
4. M4: human comfort;
5. M5: working efficiency;
6. M6: safety and security measures – fire, earthquake, disaster and structural
damages, etc.
7. M7: culture;
8. M8: image of high technology;
9. M9: construction process and structure; and
10. M10: health and sanitation.
With 10 key modules mentioned above, intelligent building can be considered as
one which is ‘designed and constructed based on an appropriate selection of ‘Quality Environmental Modules’ to meet the user’s requirements by mapping with appropriate building facilities to achieve long term building values’ (Wong et al. 2005).
Each appropriate selection of QEM forms one type of ‘intelligent building’, such as
‘smart house’ or ‘green building’.
Domotics, meaning automation of the house (Lorente 2004), is also often used to
indicate a home with mecanical and electronic automation facilities. More recently,
the term smart house has emerged, intending an intelligent building used for any
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living space designed to assist people in carrying out daily activities (Aggarwal
and Ryoo 2011).
Another type of intelligent building is the so called green building (also known as
green construction or sustainable building). The term green building refers to the practice of creating structures and using processes that are environmentally responsible
and resource-efficient throughout the building’s life-cycle: from sitting to design,
construction, operation, maintenance, renovation, and demolition (U.S. Environmental Protection Agency 2010). This requires close cooperation of the design team,
the architects, the engineers, and the client at all project stages. The green building
practice expands and complements the classical building design concerns of economy, utility, durability, and comfort. Although new technologies are constantly
being developed to complement current practices in creating greener structures,
the common objective is that green buildings are designed to reduce the overall
impact of the built environment on human health and the natural environment by
efficiently using energy, water, and other resources, by protecting occupant health
and improving employee productivity, or by reducing waste, pollution and environmental degradation.
Green buildings often include measures to reduce energy consumption both
the embodied energy required to extract, process, transport and install building
materials and operating energy to provide services such as heating and power for
equipment. In this context, energy efficient building (also known as low-energy house
or zero-energy building) that from design, technologies and building products uses
less energy, from any source, than a traditional or average contemporary house.

2.2.2

Inclusion criteria for studies

The term ‘energy adaptive buildings’ or ‘energy intelligent buildings’ refers to buildings equipped with technology that allows monitoring of their occupants and/or
facilities designed to automate and optimise control of appliances, in particular,
lights, HVAC system, and home appliances, with the goal of saving energy. The
term does not include reference to the technologies used to help people to overcome
dependence and health problems. For an intensive review of smart houses whose
major targets are improving comfort, dealing with medical rehabilitation, monitoring mobility and physiological parameters, and delivering therapy, one should refer
to (Marie Chan and Daniel Estốve and Christophe Escriba and Eric Campo 2008).
Many energy efficient buildings are designed to take advantage of (1) cutting
energy demand including the use of designs, materials and equipment that are
more energy efficient, (2) producing energy locally from renewable and otherwise
wasted resources, and (3) using smart grids, generating a surplus in some buildings
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and feeding it into the grid. Nevertheless, these studies show limited evidence of
innovation in the area of activity based computing, thus, they are not discussed in
this survey.

2.2.3

Inclusion criteria for systems

The inclusion criteria for systems to be part of the survey are:
1. Systems which feature:
• wearable, portable, or implantable devices;
• mobile or stationary devices, such as sensors, actuators or other Information and Communication Technologies (ICT) components embedded in
the structural fabric of the intelligent buildings or everyday objects such
as furniture, etc.
2. Systems which have components with ‘activity recognition’ or ‘user behaviour’ in the sense of context awareness or decision support properties.
3. Systems that perform actions to save energy and satisfy user comfort without
human intervention or interaction.

2.2.4

Sectors and subsystems

We use “sector” to describe a global building type, such as an office or a single family, while “subsystem” to describe a group of appliances which have the
same or similar functionality, such as lighting or HVAC system. Many surveys on
energy consumption, namely, (Pérez-Lombard et al. 2008), (EPBD 2002), (WBCSD
2009), (Levine et al. 2007), and (EIA 2011) share the same figures about energy
consumption distributions on sectors and subsystems. According to the survey
of WBCSD (WBCSD 2009), three key sectors that collectively represent over 50%
of building energy consumption world wide are residential houses, offices, and
retails. The following proportions of energy consumption of subsystems in each
sector are summarised from the above surveys.
Residential sector. The residential sector uses significantly more energy than
commercial buildings and are responsible for over 40% of total buildings’ CO2 emissions (WBCSD 2009). Heating, ventilation and cooling (HVAC) is the single largest
contributor to a home’s energy bills and carbon emissions, accounting for 43% of
residential energy consumption in the U.S. and 61% in Canada and the U.K., which
have colder climates (EIA 2011)(Energy Policy Branch Energy Sector Energy Forecasting Division 1997)(Rathouse and Young 2004). In France, space heating and
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cooling have the highest energy consumption at 60%, at the second place comes
water heating at 20%, followed and lighting and auxiliaries at 10% each (WBCSD
2009).
Offices. The office sector is the largest in the commercial sector in floor space
and energy use in most countries. Heating, cooling and lighting are the largest energy consumers in offices. The balance varies depending on climate and the type
or size of office building, but space heating is typically the largest one in the The
European Environmental Bureau markets. In the US, HVAC consumes 33% of all
office energy, 9% of which goes to cooling system, followed by interior lighting at
25% (EIA 2011). In Japan, heating accounts for 29% of the total, the largest proportion, while cooling and ventilation consumes 19% in total. Lighting and plug load
share the same figure at 21% (Levine et al. 2007).
Retail. Retailing is growing and becoming more energy-intensive as it develops
from small shops to sophisticated malls. The mercantile retail segment accounts for
16% of commercial energy use in the US. In Europe, the total retail is responsible
for 23% of energy use in the commercial sector (WBCSD 2009). Retail’s main energy
consumers are HVAC and lighting. This is true in street shops as well as malls, but
cooling takes a larger share in malls than in smaller shops.

2.2.5

Features for comparison

This review examines the studies based on several points of view. Firstly, we examine the literature to determine the building types which their BMSs most benefit
from taking user activity into account. Next, the energy saving potential of energy
adaptive buildings based on user activity is investigated followed by the summary
of the most important user activities and behaviours for BMSs. Last but not least,
methodologies and technologies used for activity recognition or pattern prediction
are analysed in order to show the most appropriate methods and technologies that
are used for the sake of energy saving and user comfort in energy adaptive buildings.

2.3

Energy adaptive buildings

We select projects which have been deemed among the most significant from
an international perspective and represent well the whole field, but the list does
not have the ambition to be exhaustive. We particularly focus in this survey the
perspectives of user activity as it is and will be an essential element of a BMS. Table
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2.1 summarises the energy adaptive buildings discussed, along with their focus on
subsystems, i.e., HVAC, light, and plug loads. The table also illustrates how energy
adaptive buildings are classified by mean of sectors, i.e., residential, office, retail,
and other. It can be seen from the table that much attention has been given to
residential and office sectors.

2.3.1

The residential sector

Many systems pay attention to residential sector, that takes up to 40% of energy
consumption. In the Vienna University of Technology, Austria, the ThinkHome
project (ThinkHome Project 2011) has been designed to ensure energy efficiency
and comfort optimisation. Primary targets are functions that require comparably
high amounts of energy, such as HVAC, and lighting/shading in the home (domestic) environment. The users can be tracked using Radio-frequency identification
(RFID) tags that allow determining the inhabitant’s position relative to the building structure stored as static data (Reinisch et al. 2010a), (Kastner et al. 2010), and
(Reinisch et al. 2011).
The BeyWatch (BeyWatch Project 2011) project, led by the Spanish telecommunication company Telefonica, aims to reduce energy consumption at the household
level by developing and evaluating innovative user-centric solutions to raise energy
awareness and usage flexibility.
eDIANA (Embedded Systems for Energy Efficient Buildings) (eDIANA Project
2011) is a research project co-founded by the ARTEMIS Joint Undertaking Organisation and by National Authorities of each partner. The goal of the project is to develop a technology (eDIANA platform) to improve energy efficiency and optimise
household energy consumption, providing real-time measurement, integration and
control. In eDIANA, users express their preferences and drive the platform toward
energy consumption optimisation.
iSpace (iSpace Project 2011) is a student study bedroom that was built by refitting a room on the campus of the University of Essex, United Kingdom. iDorm
is an installation of gadgets, sensors and effectors in a student bedroom. iDorm
is a two-bedroom apartment with an installation of sensors and actuators heavily influenced by iDorm (Callaghan et al. 2005). iSpace furnishings are fitted with
intelligent gadgets that can detect and learn the occupants behavior. The intelligent gadgets communicate with each other, allowing groups of agents to coordinate
their actions. The agent can intelligently remember the user habits under particular
environmental conditions and then make changes to the environment according to
those habits.
The overall objective of the E3SoHo project (E3SoHo Project 2011) is to bring

Others

(HOMES Project 2011)(Hospilot Project 2011)(SEEMPubS
Project 2011)

(Agarwal et al. 2010)(Bode
Project 2011)(Chen et al. 2009)
(Dong and Andrew 2009)(Erickson et al. 2009)(GreenerBuildings
Project
2011)
(HOMES Project 2011)(Newsham and Birt 2010)(PEBBLE
Project 2011) (EcoSense Project
2011)

Office

Retail

(Adaptive
House
Project
2011)(Dong
and
Andrew
2009)(eDIANA
Project
2011)
(Gao
and
Whitehouse 2009)(Hawarah et al.
2010)(HOMES Project 2011) (Lu
et al. 2010)(ThinkHome Project
2011)

HVAC

Residential

Sector

Subsystem

(Hospilot Project 2011)(Padmanabh et al. 2009)(SEEMPubS Project 2011)

(Bode
Project
2011)(Chen
et al. 2009)(Delaney et al.
2009) (Garg and Bansal
2000)(GreenerBuildings
Project
2011)(Intelligent
Buidlings Project 2011) (PEBBLE Project 2011)(Singhvi et al.
2005)

(Adaptive
House
Project
2011)(eDIANA
Project
2011)(Hawarah et al. 2010) (iSpace Project 2011)(ThinkHome
Project 2011)

Lights

(EnPROVE
Project
2011)(GreenerBuildings
Project 2011)(Harris and Cahill
2005) (Intelligent Buidlings
Project 2011)(Marchiori and
Han 2010)

(Adaptive
House
Project
2011)(AIM Project 2011)(BeyWatch Project 2011) (CASAS
Project 2011)(E3SoHo Project
2011)(Hawarah et al. 2010)
(iSpace Project 2011)(Kim et al.
2008)

Plug loads

Table 2.1: Energy adaptive buildings and their subsystems
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about a significant reduction of energy consumption in European social housing by
providing tenants with feedback on consumption and offering personalised advice
for improving their energy efficiency.
The project AIM (AIM Project 2011) is a consortium of eleven partner organisations from five different European countries. The main goal of the project is to
provide a generalised method for managing the energy consumption of household
appliances that are either powered on or in a stand-by state. The project AIM aims
at developing a technology for profiling and optimising the energy consumption
patterns of home appliances and providing concrete examples related to three application areas: white goods, audio/video equipments and communication equipments. In terms of user activity, the project develops an event-based pattern detection algorithm for sensor-based modelling and prediction of user behaviour (Barbato et al. 2009). Behavioural patterns (Markov model) are connected to building
energy and comfort management.
In France, the G-SCOP Laboratory of Grenoble for Sciences of Conception, Optimisation and Production proposes a general method to predict the possible inhabitant service requests for each hour in energy consumption of a 24-hour anticipative
time period. The idea is based on the use of the Bayesian Network (BN) to predict
the user’s behaviour (Hawarah et al. 2010). The authors use a database obtained
from Residential Monitoring to Decrease Energy Use and Carbon Emissions in Europe (REMODECE)1 which is a European database on residential consumption, including Central and Eastern European Countries, Bulgaria, and Romania.
The CASAS Smart Home project (CASAS Project 2011) is a multi-disciplinary
research project at the Washington State University focused on the creation of an
intelligent home environment. The approach is to view the smart home as an intelligent agent that perceives its environment through the use of sensors, and can act
upon the environment through the use of actuators.
At the University of California, Kim et al. (Kim et al. 2008) present SPOTLIGHT,
a prototype system that can monitor energy consumption by individuals using a
proximity sensor. The basic idea is that an occupant carries an active RFID tag,
which is used for detecting proximity between a user and each appliance. This
proximity information is then used for energy apportionment, reporting the energy consumption profile in terms of useful/wasted power of each user with each
appliance (e.g., TV, living room lamp, etc.)
In Colorado, Michael Mozer uses a soft-computing approach using neural networks to focus solely on the intelligent control of lighting within a building (Mozer
1998). Mozer’s system (Adaptive House Project 2011), implemented in a building
with a real occupant, achieves a significant energy reduction, although this is some1 http://www.isr.uc.pt/~remodece/
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times at the expense of the occupant’s comfort.
Gao et al. (Gao and Whitehouse 2009) at the University of Virginia sought to
use coarse occupancy data (leave home, return home) to drive a self-programming
home thermostat. The occupancy information is collected manually within one
month then occupancy pattern is built upon the observed data.
The authors in (Lu et al. 2010) utilise door and a passive-infrared (PIR) sensors
for detection of occupancy for residential buildings and examine reactive and predictive control strategies for thermostat. The predictive strategy is achieved using a
Hidden Markov Model. The model estimates the probability of home being in one
of three states: unoccupied, occupied with an occupant awake, and occupied with
all occupants asleep.

2.3.2

The office sector

In the context of the Intelligent Buildings project (Intelligent Buidlings Project
2011), a collaboration between a number of Swedish universities, Paul Davidsson and Magnus Boman produce a Multi-Agent System (MAS) that monitors and
controls the lighting system in an office building. In the MAS, Badge System
Agent (BSA) keeps track of where in the building each person is situated and
maintains a database of the users’ preferences and their associations to persons
(badges) (Davidsson and Boman 2005).
In the context of the GreenerBuildings project (GreenerBuildings Project 2011),
we propose a recognition system that performs indoor activity recognition with the
goal of providing input to a control strategy for energy savings in office buildings
(Nguyen and Aiello 2012). Our solution uses a wireless network of simple sensors
(infrared, pressure and acoustic).
The SEEMPubS research (SEEMPubS Project 2011) is funded by the European
Commission, within the Seventh Framework Programme (FP7). SEEMPubS aims at
raising users’ awareness of energy consumption in public spaces and at involving
the users themselves in the global process finalised to achieve the main objective,
i.e., energy efficiency.
The EcoSense project (EcoSense Project 2011) is a joint initiative of the i3A,
the Albacete Research Institute of Informatics and AGECAM, the regional Energy
Agency of Castilla La Mancha. The main objective of the EcoSense project is to develop a methodology for the design and deployment of monitoring (Rashidi and
Cook 2010) and control environmental indoor systems built around wireless sensor and actuator networks. User presence is detected by passive infrared detectors,
door and window opening sensors (Diaz et al. 2011). Then occupancy information
is used to control heating system.
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The FP7 EnPROVE project (EnPROVE Project 2011), which started in 2010, looks
into how to predict the energy consumption of a specific building with different scenarios implementing energy-efficient technologies and control solutions based on
actual measured performance and usage data of the building itself. The outcomes
of the project will consist of software tools that can plug into existing building design and management solutions as well as a prediction engine and a decision support engine that can interface with building usage data (from available sensors).
The EnPROVE approach is based on the monitoring of the building usage by a
wireless sensor network to build adequate energy consumption models. Monitoring building usage can be seen as looking at users (in particular, user behavior).
The ‘Positive Energy Buildings thru Better Control Decisions’ (in short, PEBBLE) Project (PEBBLE Project 2011) is another FP7 project supported by the European Commission. The project is about utilising harmoniously and most effectively
all installed systems in a building, taking into account human factors and adapting
the decisions in (almost) real-time as and when uncertainties occur. The architecture considers a building (renewable sources, passive systems, HVAC systems, and
users) that interacts with control-decision and optimisation tools through an adequate networking/communication infrastructure.
The goal of the HOMES program (HOMES Project 2011), in association with the
French Electrical Contractors’ Association (FFIE), is higher energy efficiency for all
buildings while maintaining or improving comfort. A variety of buildings are involved (offices, hotels, schools and residential buildings), new or existing, possibly
refurbished, covering a surface area between 500 and 3000 m2 . HOMES’s approach
takes into account the real occupancy of each zone in the building. HOMES systems
to detect occupancy and number of people and anticipates unoccupied periods to
just heating, cooling and ventilation strategies accordingly.
The University College Dublin, Ireland introduces LightWiSe (LIGHTting evaluation through WIreless SEnsors), a wireless tool which aims to evaluate lighting
control systems in existing office buildings. LightWiSe uses two common sensing
devices (1) a light detector used for detecting ambient light and luminaries state
and (2) PIR sensor to detect people presence (Delaney et al. 2009).
The authors at Trinity College Dublin, Ireland examine the power management
of users’ stationary desktop PCs in an office environment. The solution uses two
simple location-aware policies that use the location context derived from detecting
users’ Bluetooth-enabled mobile phones and tries to dynamically and probabilistically assign each user a state from the set using, about to use, not using in order to
set the power state of the associated PC appropriately (Harris and Cahill 2005).
The University of Cambridge, the UK installs a personnel tracking system at the
AT&T Research building in Cambridge, UK, which features an ultrasonic location
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system that provides three-dimensional tracking. The authors analyse the collected
location data to form a picture of how people work and what energy savings might
reasonably be expected if we are able to prevent device ‘idling’ (Harle and Hopper
2008).
The BODE project (Bode Project 2011) at the University of California deals with
occupancy measurement, modelling and prediction for building energy savings.
Bode project develops a system that tracks user movement in building spaces using a camera network solution called SCOPES (a distributed Smart Cameras Object
Position Estimation System) (Erickson et al. 2009)(Erickson and Cerpa 2010). Bode
aims to develop a framework that estimates and predicts user occupation of building spaces. This information is used to save energy in various areas, most notably
HVAC (Erickson et al. 2011) and lighting.
Another research group at the University of California utilises a deployment
of PIR and door sensors to obtain a binary indication of occupancy. In order to
demonstrate the benefits of the presence system, they simulate an example building
along with its HVAC energy consumption (Agarwal et al. 2010).
The Institute for Research in Construction, National Research Council Canada
develops an ARIMA model to forecast the power demand of the building in which a
measure of building occupancy is a significant independent variable and increases
the model accuracy. To gather data related to total building occupancy, they install
wireless sensors in a three-storey building in eastern Ontario, Canada comprising
laboratories and 81 individual work spaces (Newsham and Birt 2010).
At the University of California researchers have deployed a wireless camera sensor network (Kamthe et al. 2009) for collecting data regarding occupancy in a large
multi-function building. Using data collected from this system, they construct multivariate Gaussian and agent-based models for predicting user mobility patterns in
buildings. Using these models, they predict room usage thereby enabling to control
the HVAC systems in an adaptive manner (Erickson et al. 2009).
The authors at the Colorado School of Mines propose a general framework
where building systems can share information in order to optimise performance.
Their prototype is currently deployed in two graduate student offices on their campus, monitoring the occupancy information for each room and several switched devices (e.g., LCD displays, printer, speakers, desk lamp, microwave, coffee pot) (Marchiori and Han 2010).
Researchers at the Carnegie Mellon University proposes and demonstrates a
lighting control system with wireless sensors and a combination of incandescent
desk lamps and wall lamps actuated by the X10 system (Singhvi et al. 2005). The
system satisfies occupants’ lighting preference and energy savings by maximising
the modelled personal lighting utility function and building operator’s utility func-

24

2. Energy Adaptive Building based on User Activity

tion. In their scenario, where the occupants are equipped with sensor badges, it is
possible to achieve relatively accurate localisation using, for example, RFID tags.
Also coming from the Carnegie Mellon University, Bing Dong develops an
event-based pattern detection algorithm for sensor-based modelling and prediction of user behaviour. They connect behavioural patterns (Markov model) toward
HVAC system control (Dong and Andrew 2009).
The authors at the IBM Thomas J. Watson Research Centre propose a high-level
architecture for smart building control system (Chen et al. 2009).The policy of building’s management takes users’ preference into account when adjusting the system’s
operation. However, due to physical limits and constraints, they have not tested the
prototype system on real buildings.
In India, the authors at the SETLabs, Infosys Technologies Ltd study the iSense
system to recognise two states of a conference room, namely, meeting state and no
meeting state, by using a network of wireless microphone, PIR,light, and temperature sensors (Padmanabh et al. 2009).
Another group in India, at the Centre for Energy Studies, Indian Institute of
Technology design a smart occupancy sensors which can learn the variation in activity level of the occupants with respect to time of the day. With this information,
the system can change the time delay (TD) with the time of the day. Thus, more energy can be saved as compared to non-adapting fixed TD sensors (Garg and Bansal
2000).
Zhen et al. at the Tsinghua University, China implement a system with multiple
active RFID readers, and develop a localisation algorithm based on support vector
machine (SVM), shedding insight on lighting control for energy saving (Zhen et al.
2008).

2.3.3

Other sectors

HosPilot (Hospilot Project 2011) is a project started in 2009 that addresses the
environmental aspects of hospitals. The HosPilot aims to install and to tune an
ICT-based system that will significantly reduce the energy consumption regarding
lighting and HVAC in a hospital environment. Three pilots is executed in hospitals
(in the Netherlands, Spain and Finland) during normal operation. HOMES program (HOMES Project 2011) chooses hotels and schools as representatives for the
goal of higher energy efficiency while maintaining comfort.

2.3.4

Discussion

In summary, much attention has been given to residential and office sectors,
while only few research pays attention to buildings of other types, namely, hospital,
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Figure 2.2: Number of studies on each sector of buildings

school, and public space. On the other hand, there is no research dealing with the
retail sector, thus there is no suggestion how user activity and behaviour influences
the way of saving energy in the buildings of this type. Figure 2.2 summarises the
number of the analysed studies on each sector of buildings.
Regarding the subsystems, all three subsystems which are main energy consumers in buildings, namely, HVAC, light, and plug loads, draw the attention of
the studies. (Adaptive House Project 2011), (GreenerBuildings Project 2011), and
(Hawarah et al. 2010) inspect all three subsystems. Some other studies try to save
energy for two of the subsystems rather than focusing on one subsystem only.
HVAC and light subsystems capture the attention of (Bode Project 2011), (Chen
et al. 2009), (Hospilot Project 2011), (PEBBLE Project 2011), (SEEMPubS Project
2011), and (ThinkHome Project 2011), meanwhile (Intelligent Buidlings Project
2011) and (iSpace Project 2011) pay their attention to light and plug loads subsystems. At the same time, other works tackle the issue of one of the three subsystems. While (Erickson et al. 2009), (Gao and Whitehouse 2009), (Agarwal et al.
2010), (HOMES Project 2011), (Lu et al. 2010), (Newsham and Birt 2010), (EcoSense
Project 2011), and (Dong and Andrew 2009) choose to deal with HVAC subsystem, (eDIANA Project 2011), (Garg and Bansal 2000), (Padmanabh et al. 2009),
(Delaney et al. 2009), and (Singhvi et al. 2005) focus on light subsystem. Last,
(Marchiori and Han 2010), (E3SoHo Project 2011), (CASAS Project 2011), (BeyWatch Project 2011), (EnPROVE Project 2011), (Kim et al. 2008), (AIM Project 2011),
and (Harris and Cahill 2005) save energy for plug loads subsystem. This information is summarised in Table 2.2, which is refined from Table 2.1 in order to provide
a better view at how literature pays attention to the subsystems.
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Table 2.2: Works on each subsystem

Work
(Adaptive House Project 2011)
(GreenerBuildings Project 2011)
(Hawarah et al. 2010)
(Bode Project 2011)
(Chen et al. 2009)
(Hospilot Project 2011)
(PEBBLE Project 2011)
(SEEMPubS Project 2011)
(ThinkHome Project 2011)

HVAC
X
X
X

Light
X
X
X

X
X
X
X
X
X

X
X
X
X
X
X

(Intelligent Buidlings Project 2011)
(iSpace Project 2011)
(Erickson et al. 2009)
(Gao and Whitehouse 2009)
(Agarwal et al. 2010)
(HOMES Project 2011)
(Lu et al. 2010)
(Newsham and Birt 2010)
(EcoSense Project 2011)
(Dong and Andrew 2009)

X
X

X
X

3

2

8

X
X
X
X
X

(Marchiori and Han 2010)
(E3SoHo Project 2011)
(CASAS Project 2011)
(BeyWatch Project 2011)
(EnPROVE Project 2011)
(Kim et al. 2008)
(AIM Project 2011)
(Harris and Cahill 2005)

5

X
X
X
X
X
X
X
X
17

No. of works

6

X
X
X
X
X
X
X
X

(eDIANA Project 2011)
(Garg and Bansal 2000)
(Padmanabh et al. 2009)
(Delaney et al. 2009)
(Singhvi et al. 2005)

Total

Plug loads
X
X
X

16

13

8
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Figure 2.3: Number of reviewed studies per country

From a geographical perspective, the projects are mainly from the United States
and Europe with some studies that consider Chinese or Indian cases, while there
are no studies in Japan that consider energy adaptive building based on user activity. The countries whose studies are analysed together with the number of analysed
studies for a given country is shown in Figure 2.3 and Figure 2.4 The impression is
that while in Europe and the U.S. there is a growing concern about the preservation of the environment and more energy adaptive buildings are designed and
researched. However, this trend is perceived to a lesser extent in Asia, where most
countries are developing ones where few very expensive to run high-rise buildings
coexist with poor constructions. In these cases, energy saving is often a minor requirement. As an interesting exception, which we believe to be a sign of a new
trend, we mention Taipei’s 101 building2 who in the last year has transitioned to a
greener model. The solutions are basic and can not really be considered intelligent,
though, they do provide for a substantial saving of energy over a yearly period.

2.4

Energy saving potential

With respect to HVAC systems, many of the works use EnergyPlus (Crawley
et al. 2004), one of the premier tools for modelling the energy of buildings, to run
their simulations, evaluating the potential energy savings of HVAC control based
on occupancy prediction. Even though thermal comfort is a complex measurement
that depends on many aspects such as temperature, humidity, air velocity, occupants clothing and activity (Pfafferott et al. 2007). Each of the studies in this survey
simulates its own control strategy with different parameters, such as the physical
2 http://www.taipei-101.com.tw/index_en.htm
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Figure 2.4: Map of the energy adaptive buildings based on user activity

description of a building (including walls, floors, roofs, windows and doors, each
with associated construction properties such as R-Value of materials used, size of
walls, location and type of windows), the descriptions of mechanical equipment
(heating and cooling), the mechanical ventilation schedules, the occupancy schedule, the other household equipment, air temperature, radiant temperature, humidity, air velocity, occupants clothing and activity, and so on.
For the above, this survey does not intend to compare the energy saving potential between the studies. Nevertheless, the simulation results show that occupancybased control can result in 10% to 40% in energy saving for HVAC system, see Figure 2.5. In addition, other investigations also indicate that occupant satisfaction can
be improved using dynamic HVAC adaptation concept, (Lin et al. 2002) and (Wyon
1997). The latter, in turn, is attributed to productivity gains (Arens et al. 2005).
Regarding lighting systems, a previous survey (Mills 2002) evidences that up to
40% of the lighting electricity could be saved by adopting a combination of modern
control strategies, such as daylight harvesting, occupancy sensing, scheduling and
load shedding. Simulations of the studies shown in Figure 2.5 also confirm such
that high energy saving potential from lighting control. One can refer to Table 2.3
for the relations between the numbers appear in Figure 2.5 with the actual work
cited in the thesis.
(Delaney et al. 2009) can potentially save 58% of energy for lighting. At the second place comes (Wen and Agogino 2008) whose energy saving potential is 48%
followed by (Singhvi et al. 2005) at 33% energy saving potential. Moreover, individual visual comfort has been gradually receiving more attention than energy conservation in the energy-efficient lighting technologies. Studies conducted in typical
office environments have shown the positive correlation between lighting satisfac-
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Figure 2.5: Energy saving potential (Figure from (Nguyen and Aiello 2013)).

tion and productivity of the occupants (Dilouie 2003). This trend is also reflected
on the focus of the surveyed studies (Singhvi et al. 2005), (Delaney et al. 2009),
and (Wen and Agogino 2008). Nevertheless, among 16 works that evaluate their
energy saving potential only three evaluate their solution in a real test-bed or actual experiments (see Figure 2.6), while some others deal with energy consumption
apportionment or prediction instead of controlling appliances. iSense (Padmanabh
et al. 2009) is able to save 13% of air conditioning and lighting electricity by alerting
mechanism in place. The experiment was carried out in three conference rooms of
different sizes and shapes as a test bed. In (Marchiori and Han 2010), a real test-
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Table 2.3: Relations between the numbers appear (from left to right) in Figure 2.5

with actual work cited in the thesis.
Number
[55]
[38]
[76]
[52]
[35]
[53]
[36]
[29]
[60]
[54]
[59]
[71]
[48]
[62]
[63]
[58]

Work cited
(Agarwal et al. 2010)
(Davidsson and Boman 2005)
(Davidsson and Boman 2000)
(Erickson et al. 2009)
(Gao and Whitehouse 2009)
(Erickson and Cerpa 2010)
(Lu et al. 2010)
(Barbato et al. 2009)
(Dong and Andrew 2009)
(Erickson et al. 2011)
(Singhvi et al. 2005)
(Wen and Agogino 2008)
(Delaney et al. 2009)
(Padmanabh et al. 2009)
(Garg and Bansal 2000)
(Marchiori and Han 2010)

bed that includes two LCD displays, a laser printer, two powered speakers, a desk
lamp, a microwave, and a coffee pot is used to evaluate the energy saving potential
of an occupancy-based control strategy for plug loads. While in calculating the savings, Garg et al. have taken lighting load of four fluorescent lamps (240 W) (Garg
and Bansal 2000). Their smart occupancy sensor saved 25% of energy consumption
while ordinary occupancy sensor saved 20% energy. Given this figure, 5% more
energy can be saved by using their occupancy sensor as compared to non-adapting
fixed time-delay sensors. On the other hand, seven of the works, as illustrated in
Figure 2.6, namely, (Nguyen and Aiello 2012), (Dodier et al. 2006), (Newsham and
Birt 2010), (Hagras et al. 2004), (Chen et al. 2009), (Zhen et al. 2008), and (Harris
and Cahill 2005) deal with activity or behaviour patterns recognition for energy
savings. Though, they have not shown any evaluation of potential energy savings.
In addition, (Kim et al. 2008), (Hay and Rice 2009), and (Hawarah et al. 2010) choose
to deal with the apportionment and prediction of energy consumption.
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Figure 2.6: Number of studies that evaluate their energy saving potential

Discussion
In summary, while conceptual benefits of occupant-related building control approaches have shown energy saving benefits, their feasibility must be confirmed in
real-life installations. In parallel to optimising energy consumption and performing
automated adaptations, user comfort continues to be an essential success criteria for
ICT-based solutions. In addition, energy saving potential expressed in terms of percentage of saved kWh is convenient for an easier comparison. In fact, 20% savings if
one starts at 250 kWh/m2 a is much different from starting at 20kWh/m2 a. Therefore, better evaluation metrics such as kWh/m2 a should be used in order to have a
fair evaluation of energy saving potential for energy adaptive buildings.

2.5

Activities taken into account

Occupant presence and behaviour in buildings have been shown to have large
impact on space heating, cooling and ventilation demand, energy consumption of
lighting and space appliances, and building controls (Page et al. 2008). Real-time occupancy information has long been used for control of various devices like artificial
light, HVAC devices, etc. Past research has shown that use of real-time occupancy
information for control of lighting can save significant electrical energy (ASHRAE
1989). Recently, occupants’ individual preferences have received growing interest
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in order to not only save energy but also to satisfy user comfort with respect to
lighting system. More importantly, predicted occupancy (and sleep) patterns play
a significant role in the performance of the smart thermostat since conditioning a
room is not instantaneous and requires time for adjustments. Thus, much research
has been focused on predicting occupancy patterns for HVAC control. Furthermore, the total number of building occupants should be taken into account as it
significantly affects the performance of HVAC system. Table 2.4 summarises how
reviewed studies take into account user activities and behaviours.

2.5.1

Real-time occupancy information

Several projects investigate and improve the way of using real-time occupant location data for lighting control. In Europe, the authors of (Harle and Hopper 2008)
consider lighting devices as instantaneous resume energy sinks (i.e, to the human
eye, these devices switch power state instantaneously). They use the room outlines
as the relevant spatial zones, and take advantage of the faster update rates associated with fine-grained 3-D ultrasonic tracking to minimise the delay in turning on
lights as a user enters.
In (Davidsson and Boman 2000) and (Davidsson and Boman 2005), a multiagent system seeks to satisfy the preferences for an occupant’s room only when
the occupant is present in the building. The system attempts to conserve energy by
automatically reducing the temperature for an occupant’s room when the occupant
is not in the building. In the U.S., the authors in (Dodier et al. 2006) propose using
a belief network to improve the accuracy for occupancy detection within buildings.
With iSense (Padmanabh et al. 2009), the authors use the occupancy information, air conditioning system and lights’ state to determine when the air conditioning system and lights are turned on when meetings do not actually take place. In
other words, there is the wastage of electricity with the air conditioning and lighting
systems being operational even when the rooms are unoccupied. Garg et al. (Garg
and Bansal 2000) and Delaney et al. (Delaney et al. 2009) improve the estimates of
simple occupancy sensors by adapting to changing activity levels according to the
time of day. Zhen et al. (Zhen et al. 2008) propose a system that can localise the
occupant to the correct region with an average accuracy of 93.0%.

2.5.2

Real-time together with occupant’s preferences

Real-time location information alone is not enough for effective building energy and comfort management. This issue is especially true for lighting system
as they affect user’s visual comfort. The reason is that most of the commercially
available occupancy sensors use a timeout for turning off the lights after the last

(Agarwal
et
al.
2010)(Chen
et
al.
2009)(Padmanabh et al.
2009) (Davidsson and
Boman 2000)

(Marchiori and Han
2010)(Harle and Hopper
2008)(Hay and Rice 2009)

HVAC

Plug
Loads

al.

(Barbato
et
al.
2009)(Hawarah et al.
2010)(Mozer 1998)(Gao
and Whitehouse 2009)
(Lu et al. 2010)(Erickson
et al. 2009)(Erickson and
Cerpa
2010)(Erickson
et al. 2011) (Dong and
Andrew
2009)(Dong
et al. 2011)
(Hawarah et al. 2010)

(Hawarah
et
2010)(Mozer 1998)

Occupancy
Pattern prediction

(Barbato
et
al.
2009)(Delaney et al.
2009)(Harle and Hopper
2008)(Singhvi et al. 2005)
(Chen et al. 2009)(Padmanabh et al. 2009)(Garg
and Bansal 2000)(Zhen
et al. 2008) (Dodier et al.
2006)(Wen and Agogino
2008)

Real-time

Lighting

Application

(Newsham and
Birt 2010) (Hay
and Rice 2009)

(Barbato et al.
2009)(Delaney et al.
2009)(Mozer
1998)(Singhvi
et al. 2005)
(Chen et al.
2009)(Hagras
et al. 2004)(Wen
and Agogino
2008)
(Chen et al.
2009)(Hagras
et
al.
2004)(Davidsson and Boman
2000)

Occupants’
preferences

Table 2.4: Activities taken into account

(Nguyen and
Aiello 2012): 5
(Harris
and
Cahill 2005): 3

(Hagras et al.
2004): 3

(Nguyen and
Aiello 2012): 5
(Hagras et al.
2004): 3

(Kim et al.
2008): 4

No. of more detailed activities
Single-user
Multi-user
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motion is detected by the sensor. The control system commonly uses a 30-minute
timeout. Sometimes this timeout can be adjustable in the range of 5 to 30 minutes.
The problem here, however, is that if the timeout is very small, the lights may turn
off while users are still present, which can be annoying to users. By contrast, if
the timeout is longer than necessary, the lights are still on when the room is not
occupied, which may result in energy wastage. Thus occupants’ individual lighting preferences should be taken into account. Both (Singhvi et al. 2005) and (Wen
and Agogino 2008) keep track of occupants’ location and try to optimise the tradeoff between fulfilling different occupants’ light preferences and minimising energy
consumption. In a similar approach, Chen et al. (Chen et al. 2009) propose a smart
building control system that is able to keep track of workers’ real-time location in
an office and retrieve their personal preferences of lighting, cooling, and heating.
Instead of using occupant’s preference, Newsham and Benjamin (Newsham and
Birt 2010) use the total number of building occupants to forecast the power demand
of the building in which a measure of building occupancy was a significant independent variable and increased the model accuracy. The total number of building
occupants is also used in (Hay and Rice 2009) to apportion the total energy consumption of a building or organisation to individual users.

2.5.3

Prediction of occupancy patterns

Temperature control has a long response time to power state changes and demands a predictive approach (Harle and Hopper 2008). Therefore, much research
focuses on predicting occupancy patterns for HVAC control: AIM (Barbato et al.
2009), and (Hawarah et al. 2010) in Europe and the UK; IntelligentLighting (Singhvi
et al. 2005), IBMIntelligentBuilding (Chen et al. 2009), ACHE (Mozer 1998), the selfprogramming thermostat (Gao and Whitehouse 2009), the smart thermostat (Lu
et al. 2010), OBSERVE (Erickson et al. 2011), and the research of Bing Dong and his
colleagues (Dong et al. 2011) are conducted in the U.S.
The AIM system creates profiles of the behaviour of house inhabitants and
through a prediction algorithm AIM is able to automatically control home appliances (mainly devices used for space heating/cooling, lighting) according to the
users’ habits. When users change their habits due to unpredictable events, the AIM
system detects wrong predictions analysing in real time information from sensors
and modifies system behaviour accordingly.
Hawarah et al. deal with the problem of the prediction of user behaviour in
a home automation system. The goal of this project is to predict future users
requests on energy needed in order to avoid some problems like peak consumption (Hawarah et al. 2010) .
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ACHE uses various predictors, attempting to determine the current state and
forecast future states. Examples of predictions include expected occupancy patterns in the house over the next few hours, expected hot water usage, and likelihood
that a zone will be entered in the next few seconds (Mozer 1998).
Gao et al. (Gao and Whitehouse 2009) seek to use coarse predicted occupancy
data (leave home, return home) to drive a self-programming thermostat for the
home environment.
In (Lu et al. 2010), the authors propose a model to estimate the probability of
being home in one of three states: (1) unoccupied, (2) occupied with an occupant
awake, and (3) occupied with all occupants asleep. The state information is then
used for residential buildings and to examine reactive and predictive control strategies of the smart thermostat.
Erickson et al. construct several models (Erickson et al. 2009), (Erickson et al.
2011), and (Erickson and Cerpa 2010) for predicting user mobility patterns in buildings. Using these models, they can predict room usage, thereby enabling to control
the HVAC systems in an adaptive manner.
Bing Dong and his colleagues introduce and illustrate a method for integrated
building heating, cooling and ventilation control to reduce energy consumption
and maintain indoor temperature set points, based on the prediction of occupant behaviour patterns and local weather conditions (Dong and Andrew 2009),
and (Dong et al. 2011).

2.5.4

Detailed activities

More detailed activities which are typical of building/home presence (e.g.,
working with or without PC, having a meeting, watching TV, using coffee maker)
may affect comfort. In addition, energy efficiency can be achieved if one can control
plug loads (e.g., LCD, TV, multimedia entertainment devices, a coffee maker).
iDorm (Hagras et al. 2004) is able to recognise three activities of a person,
namely, sleeping, working, and entertaining. The system is also able to learn
users’ preferences, to predict users’ needs (e.g., light intensity, temperature), and to
self-adjust system behaviour (including lighting, heating, and cooling) when users
change their habits.
(Nguyen and Aiello 2012) and (Harris and Cahill 2005) try to automatically
recognise typical activities of office presence and use the recognised activities as
drivers to control the lighting system and plug loads to save energy. (Nguyen
and Aiello 2012) recognises five typical activities, namely, working with/without
PC, having a meeting, presence, absence, while the typical activities recognised in
(Harris and Cahill 2005) are working, sleeping, and entertaining. Likewise, for the
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sake of controlling plug loads, the activity monitoring subsystem of SPOTLIGHT
in (Kim et al. 2008) identifies who and which activities happen in the area of interest in the home environment. The identified activities are watching TV, using coffee
maker, and using living lamp/bedroom lamp.

2.5.5

Discussion

In summary, present energy adaptive buildings mostly use occupancy information for control strategies. Real-time occupancy information is well suited to the
lighting system. It is estimated that energy expended on lighting could be cut by
around 50% (Harle and Hopper 2008). Additionally, research pays significant attention to occupants’ individual lighting preferences to maximise occupants’ satisfaction. Along these lines, energy adaptive buildings should be designed to reduce
energy consumption under the constraint of satisfying user comfort in order to improve user acceptance of the system. Temperature control has a long response time
to state changes and demands a predictive approach. As a result, much research focuses on proposing smart thermostats based on occupancy prediction approaches.

2.6

Methodologies and technologies

In recent years, many research efforts have been carried out to design smart
buildings. The advent of low-cost wireless sensor networks has enabled wider deployment opportunities of a large number of connected sensors thus allowing for
improved sensing in buildings. We shall review here some of the most relevant previous work on using activity recognition as a driver for control of smart building
with respect to energy-aware perspective.
Prior researches on HVAC control systems show that occupancy information
can be used to drive a more optimised HVAC schedule. In (Erickson and Cerpa
2010) or (Agarwal et al. 2010), the authors propose a demand response HVAC control strategy that uses real time occupancy monitoring with occupancy prediction to
achieve efficient conditioning. Another example is (Newsham and Birt 2010), where
the ARIMAX model is developed to forecast the power demand of the building in
which a measure of building occupancy is a significant independent variable and
increased the model accuracy. However, due to the difficulty in obtaining real time
accurate occupancy data, many of these techniques focus on using pre-determined
schedules. Furthermore, these researches only try to use occupancy data, far less
than the details of user activity.
Simple sensors are used in many modern buildings. For instance, Passive InfraRed (PIR) based sensors are often used (especially with lighting system) for occu-
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pancy detection. The sensors are connected directly to local lighting fixtures. These
PIR sensors are also simple movement sensors and often cannot actually determine
if the room is occupied or not. Thus, most of them use a timeout for shutting off the
lights (30 minutes is common) which can be sub-optimal. (Padmanabh et al. 2009)
investigate the use of microphones and PIR sensors for the efficient scheduling of
conference rooms. (Delaney et al. 2009) use PIR based wireless occupancy sensors
to measure wasted energy in lighting even when there are no occupants. In the AIM
Project (Barbato et al. 2009), authors suggest to measure some physical parameters
like temperature and light as well as user presence based on PIR sensors in each
room of a house. (Gao and Whitehouse 2009) seek to use coarse occupancy data
(leave home, return home) to drive a self-programming home thermostat; however
the focus is on the thermostat self-programming algorithms, and not on obtaining
accurate occupancy. (Wang and Jin 1998) examine CO2-based occupancy detection.
The main limitation of these systems is that they are very slow to detect events such
as incoming people. These efforts, however, neither use occupancy information to
drive actual systems nor evaluate accuracy of their detection sensor, and are rarely
used for intelligent energy management in buildings. Our system uses the same
simple sensors but provides far more detailed information on the activity of the
users.
More advanced systems, such as using sonar-based sensing (Tarzia et al. 2009)
or cameras and vision algorithms (Teixeira and Savvides 2008) have been presented,
though they suffer from deployability, cost and privacy issues. SCOPES (Kamthe
et al. 2009) is an occupancy monitoring system that detects near real time occupant
movement between rooms with an accuracy of 80%. (Erickson et al. 2009) propose
a wireless network of cameras (which have the aforementioned privacy and cost
issues) to determine real-time occupancy across a larger area in a building, focusing more towards coarse-grained floor-level occupancy detection. In (Singhvi et al.
2005), the occupants are equipped with sensor badges, with which it is possible
to achieve relatively accurate localisation using, for example, RFID tags. In SPOTLIGHT (Kim et al. 2008), the authors present a prototype system that can monitor
energy consumption by individuals using a proximity sensor. While the authors
tackle the right challenge, the system either requires users to carry active RFID tags
or to explicitly tap tags on RFID readers, which is cumbersome. In contrast, we use
simple binary sensors.
In summary, most related work either uses rich sensors (e.g., cameras, RFID
tags, wearable sensors) or simple sensors but providing coarse-grained occupancy
information rather than detailed activities into appliance control strategies. Our
system provides a finer grained activity recognition solution with simple sensors
exhibiting very good classification results.
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Activity recognition has attracted increasing attention as a number of related
research areas such as pervasive computing, intelligent environments and robotics
converge on this critical issue. It is also driven by growing real-world application
needs in such areas as ambient assisted living and security surveillance. For further
information about existing approaches, current practices and future trends on activity recognition, the readers are suggested to read intensive surveys in the field,
such as (Chen and Khalil 2011) or (Aggarwal and Ryoo 2011). We review here
in this survey the most common technologies and approaches for indoor activity
recognition for energy saving in building.

2.6.1

Technologies

Wireless sensor networks are the common approach of the various projects to
address user activity recognition. Furthermore, most of the projects stress the requirement of not resorting to any advanced sensors, such as cameras, which are expensive and generate privacy concerns or require changes in user behaviour, such
as cameras, RFID tags, or wearable sensors. Instead, simple, wireless, binary sensors are favoured since they are cheap, easy to retrofit in existing buildings, require
minimal maintenance and supervision, and do not have to be worn or carried.
Simple sensors are used in many energy adaptive buildings in the interest of
activity recognition. For instance, PIR sensors are often used (especially with lighting systems) for occupancy detection. The sensors are connected directly to local
lighting fixtures. These PIR sensors are simple movement sensors and often cannot
actually determine if the room is occupied or not.
Padmanabh et al. investigate the use of microphones and PIR sensors for the
efficient scheduling of conference rooms (Padmanabh et al. 2009). In (Delaney et al.
2009), Delaney et al. use PIR-based wireless occupancy sensors to measure wasted
energy in lighting even when there are no occupants. In the AIM Project, authors
suggest to measure some physical parameters like temperature and light as well as
user presence based on PIR sensors in each room of a house (Barbato et al. 2009).
Gao et al. seek to use coarse occupancy data (leave home, return home) to drive a
self-programming home thermostat (Gao and Whitehouse 2009). With the goal of
providing input to a control strategy for energy savings in office buildings, (Nguyen
and Aiello 2012) performs indoor activity recognition by using simple sensors (infrared, pressure and acoustic). (Lu et al. 2010) uses occupancy sensors (PIR sensors
and door sensors) to automatically turn off the HVAC system when the occupants
are sleeping or away from home. Agarwal et al. chose to build their occupancy
platform using a combination of sensors: a magnetic reed switch door sensor and
a PIR sensor module (Agarwal et al. 2010).
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In (Newsham and Birt 2010), to gather data related to total building occupancy,
wireless sensors are installed in a three-storey building in eastern Ontario, Canada
comprising laboratories and 81 individual work spaces. Contact closure sensors are
placed on various doors, PIR sensors are placed in the main corridor on each floor,
and a CO2 sensor is positioned in a circulation area. In addition, the authors collect
data on the number of people who log in to the network on each day. Marchiori
et al. (Marchiori and Han 2010). use a simple tailored occupancy solution to their
office environment. Each room is outfitted with one PIR sensor and one door sensor
(magnetic reed switch). In (Hagras et al. 2004), pressure pads are used to measure
whether the user is sitting or lying on the bed as well as sitting on the desk chair. At
the same time, a custom code that publishes the activity on the IP network senses
computer-related activities of the user. The activities are 1) running the computer’s
audio entertainment system, and 2) using video entertainment on the computer
(either a TV program via WinTV or a DVD using the Winamp program).
In some other research of the field, more advanced systems that use active
badge, cameras, and vision algorithms have been presented. Erickson et al. propose a wireless network of cameras to determine real-time occupancy across a
larger area in a building, (Erickson et al. 2011)(Erickson et al. 2009). In (Singhvi
et al. 2005), (Davidsson and Boman 2000), (Davidsson and Boman 2005), (Chen et al.
2009), and (Zhen et al. 2008), the occupants should be equipped with sensor badges,
with which it is possible to achieve relatively accurate localisation using, for example, RFID tags, however (Singhvi et al. 2005), (Davidsson and Boman 2000), and
(Chen et al. 2009) consider user tracking as a black-box problem. Similarly, in SPOTLIGHT (Kim et al. 2008), the authors present a prototype system that can monitor
energy consumption by individuals using a proximity sensor, while the building
used in (Harle and Hopper 2008) is featured with an ultrasonic location system that
is a 3D location system based on a principle of trilateration and relies on multiple
ultrasonic receivers embedded in the ceiling and measures time-of-flight to them.
The location system provides three-dimensional tracking solution.
Hawarah et al. (2010) use a database obtained from Residential Monitoring to
Decrease Energy Use and Carbon Emissions in Europe (REMODECE) which is a
European database on residential consumption, including Central and Eastern European Countries, as well as Bulgaria and Romania. A method based on Bayesian
Network is proposed to predict future users requests on energy needed.
Hay and Rice use the entry-exit logs of the building security system. An algorithm is used maintain a stable estimate of the building population (Hay and Rice
2009). In (Wen and Agogino 2008), the users’ location is associated statically with
their own workspace. The locations are used as input for optimising energy savings
and user satisfaction.
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Methodologies

On the one hand, logical inference of sensor data approach is usually used to
detect real-time occupancy. As summarised in Table 2.5, almost all of the projects
((Barbato et al. 2009), (Nguyen and Aiello 2012), (Delaney et al. 2009), (Gao and
Whitehouse 2009), (Lu et al. 2010), (Agarwal et al. 2010), (Newsham and Birt
2010), (Marchiori and Han 2010), (Padmanabh et al. 2009), and (Hagras et al. 2004))
choose to use simple sensors and logical inference of sensor data approach. On
the other hand, Bayesian inference techniques are usually used to predict the behaviour patterns of the user. In AIM system, Barbato et al. build user profiles
by using a learning algorithm that extracts characteristics from the user habits in
the form of probability distributions. Sensor network collects 24 hour information
about users presence/absence in each room of the house in a given monitoring period (i.e., week, month). At the end of the monitoring time the cross-correlation
between each couple of 24 hour data presence is computed for each room of the
house in order to cluster similar daily profiles (Barbato et al. 2009). While Bayesian
networks is used in (Harris and Cahill 2005) to support prediction of user behaviour
patterns. The authors also propose the use of acoustic data as context for predicting
finer-grained user behaviour.
Whereas, in OBSERVE (Erickson et al. 2011), the authors construct a multivariate Gaussian model, a Markov Chain model, and an agent-based model for predicting user mobility patterns in buildings by using Gaussian and agent based models.
The authors use a wireless camera network to gather traces of human mobility patterns in buildings. With this data and knowledge of the building floor plan, the
authors create two prediction models for describing occupancy and movement behaviour. The first model comprises of fitting a Multivariate Gaussian distribution
to the sensed data and using it to predict mobility patterns for the environment in
which the data is collected. The second model is an Agent Based Model (ABM) that
can be used for simulating mobility patterns for developing HVAC control strategies for buildings that lack an occupancy sensing infrastructure. While the Markov
Chain is used to model the temporal dynamics of the occupancy in a building.
In (Hawarah et al. 2010) the authors propose a general method to predict the
possible inhabitant service requests for each hour in energy consumption of a 24hour anticipative time period. The idea is based on the use of the Bayesian network
to predict the user’s behavior. Exploiting algorithms based on fuzzy logic, in (Hagras et al. 2004) a system able to learn users preferences, to predict users needs
(e.g., light intensity, temperature), and to self-adjust system behavior when users
change their habits is proposed. Neural networks are adopted also in (Mozer 1998)
to create a system able to control temperature, light, ventilation and water heating.
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Davidsson develops an MAS for decision making under uncertainty for intelligent buildings, though this approach requires complex agent (Davidsson and Boman 2005). The system allocates one agent per room and the agents make use of
pronouncers (centralised decision support), where decision trees and influence diagrams are used for decision-making. Similarly, the iDorm (Hagras et al. 2004) learns
and predicts the user’s needs ability based on learning and adaptation techniques
for embedded agents. Each embedded agent is connected to sensors and effectors, comprising a ubiquitous-computing envi-ronment. The agent uses our fuzzylogic-based Incremental Synchronous Learning (ISL) system to learn and predict
the user’s needs, adjusting the agent controller automatically, non-intrusively, and
invisibly on the basis of a wide set of parameters (which is one requirement for
ambient intelligence).
In (Dodier et al. 2006), the authors propose a belief network for occupancy detection within buildings. The authors use multiple sensory input to probabilistically
infer occupancy. By evaluating multiple sensory inputs, they determine the probability that a particular area is occupied. In each office, PIR and telephone on/off
hook sensors are used to determine if rooms are in occupied states. The authors use
Markov chains model the occupied state of individual rooms as a Markov Chain,
where the transition matrix probabilities are calculated by examining the exponential distribution of the sojourn times of the observed states.

2.6.3

Discussion

In building energy and user comfort management area, wireless sensor networks can play an important role by continuously and seamlessly monitoring the
building energy use, which lays the foundation of energy efficiency in buildings.
The sensor network provides basic tools for gathering the information on user behaviour and its interaction with appliances from the home environment. The sensor network can also provide a mechanism for user identification (so that different
profiles can be created for the different users living in the same apartment/house).
The sensor network can be implemented using several available technologies. In
addition, in contrast to other smart home applications, such as medical monitoring
and security system, the domain of energy conservation can tolerate a small loss
in accuracy in favour of cost and ease of use. Therefore, an energy adaptive building might not require cameras or wearable tags that may be considered intrusive
to the user. Nevertheless, wireless sensor networks are today considered the most
promising and flexible technologies for creating low-cost and easy-to-deploy sensor
networks in scenarios like those considered by energy adaptive buildings.
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RFID

Active badge
Ultrasonic

Wireless sensor networks
Wireless network
of simple sensors

(Erickson
et al. 2009)

(Erickson
et al. 2011)

Cameras

et

al.

Rice

(Wen
and
Agogino 2008)

(Hay and
2009)

(Hawarah et al.
2010)

(Hagras
2004)

Other

Table 2.5: Technologies and Approaches used to recognise activities in energy adaptive buildings
Technologies
Approaches

(Barbato et al. 2009)

(Dodier et al. 2006)

Logical inference
from sensor data

al.

(Barbato et al. 2009)(Nguyen and
Aiello 2012)(Delaney et al. 2009)(Gao
and Whitehouse 2009) (Lu et al.
2010)(Agarwal et al. 2010)(Newsham
and Birt 2010)(Marchiori and Han
2010) (Padmanabh et al. 2009)(Hagras
et al. 2004)

et

(Mozer 1998)
(Hagras et al. 2004)

(Zhen
2008)

(Harle
and
Hopper 2008)

Neural network
Fuzzy-logic-based
Bayesian: Markov chain
Bayesian network
Bayesian:
Belief network
Multivariate Gaussian
model
SVM
Cross-correlation
Statistical data analysis
Other

(Singhvi et al.
2005)
(Chen
et al. 2009)
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Summary and perspectives of energy adaptive
buildings

The current situation shows that building control is mainly done manually, from
switching lights and appliances to control heating systems seasonally. Building automations are typically limited, such as lighting control with simple motion detection and a fix timeout or indoor climate control based on temperature and CO2
level. However, user activities and behaviours have large impact on energy consumed in all sectors of buildings (i.e., residential, offices and retail sectors). Significant amount of energy spent for these buildings can be saved by regulating installations and appliance according to actual needs. In order to realise this approach,
user activities and behaviours are required as the most important input for building
automation systems.
The designers of energy adaptive buildings aim to realise solutions that address
the challenge of energy-aware adaptation from basic sensors and actuators up to
embedded software for coordinating thousands of smart objects with the goals of
energy saving and user support. In parallel to optimising energy consumption and
performing automated adaptations, we try to maximise user productivity, comfort
and satisfaction. We claim that, in order to make buildings truly adaptable and
maximise efficiency and comfort, they need to be more aware to the activities of the
users and to the context of their environment.
In this chapter, we provide a novel survey of prominent international adaptive
buildings papers and projects with the theme of energy saving and user activity recognition. The chapter also determines the most valuable activities and behaviours and their impact on energy saving potential, discussing the most promising and appropriate activity recognition technologies and approaches for scenarios like those considered by energy adaptive buildings. Table 2.6 summarises the
lessons learned and conclusions from this survey that, in turn, suggest the realisation of an effective system for energy adaptive buildings, which we list next:
• For substantial savings in building energy consumption, no assumptions
about static use should be made about a building’s use. Dynamicity is an
essential property to achieve energy efficiency in buildings.
• In parallel to optimising energy consumption and performing automated
adaptations, user comfort continues to be an essential success criterion for
ICT-based solutions in order to improve user acceptance of the system.
• Concluding from the analysed studies, occupancy-based control can result in
up to 40% in energy saving for HVAC system. Regarding lighting systems,
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Feature

Subsystem

Energy saving potential

Activities taken into account

Methodologies and
technologies

Lights

Table 2.6: Literature review summary

HVAC

Plug loads

Up to 40%.
Up to 40%.
Energy saving potential
should be evaluated.
There is a vital need to evaluate the framework for
energy adaptive buildings in real-world situations.
A good evaluation metric (such as kWh/m2 a or kWh/m3 a) should be used.
Smart thermostat should Real-time occupancy in- Real-time
occupancy
be based on occupancy formation and occupants’ information should be
pattern prediction ap- individual lighting pref- used.
proaches.
erences should be used.
Wireless sensor networks are today considered the
most promising and flexible technologies.
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also up to 40% of the lighting electricity could be saved by adopting a combination of modern control strategies, such as daylight harvesting, occupancy
sensing, scheduling and load shedding. However, while conceptual benefits
of occupant-related building control approaches have shown energy saving
benefits, their feasibility must be confirmed in real-life installations. There is
a vital need to evaluate the framework for energy adaptive buildings in realworld situations. This will include a concrete evaluation as well as a good
evaluation metric, such as kWh/m2 a or kWh/a.m3 , of power consumed by
the total system in order to evaluate the energy saving potential.
• Much research pays significant attention to occupants’ individual lighting
preferences for maximum occupants’ comfort and satisfaction, while many
studies have been focusing on proposing a smart thermostat based on occupancy prediction approaches.
• In contrast to other smart environment applications, such as medical monitoring and security system, the domain of energy conservation can tolerate a
small loss in accuracy in favour of cost and ease of use. Therefore, an energy
adaptive building might not require cameras or wearable tags that may be
considered intrusive to the user. Instead, wireless sensor networks are today
considered the most promising and flexible technologies for creating low-cost
and easy-to-deploy sensor networks in scenarios like those considered by energy adaptive buildings.
• Activity-awareness is to be achieved through ubiquitous sensing and data
processing. However, since this is a new way of thinking about buildings,
validated insights and user requirements need to be developed.
User context enables highly-effective building energy and comfort management.
However, this knowledge alone is not sufficient enough and further building context information is needed for more effective energy adaptive building systems. In
this context, the Greenerbuildings project (GreenerBuildings Project 2011) specifically emphasises occupant activity and behaviour as a key element for adaptation
as well as addresses other building context information.
Energy adaptive buildings can respond to their actual use and changes in their
environment. Energy adaptive buildings based on user activity should be able to
recognise occupant activity and building context, and to adapt buildings for saving
energy. We believe that many projects are still in the prototype stage, but will soon
make the transition from research to viable industrial products and broad applications.

Chapter 3

An Architecture for Energy Adaptive
Buildings

C

urrent building automation systems fail to reduce unnecessary energy consumption and preserve user comfort at the same time because they are unable
to cope with dynamic changes caused by occupants’ interactions with the environment, not to mention the dynamical changes in the ambient conditions of the environment itself. Buildings are designed based on a fixed set of usages, but nothing
about the actual behaviour of people is monitored and in turn used for real-time
control. The objective of energy adaptive buildings is to save energy while preserving the comfort and productivity of building’s occupants. In order to achieve this
ambitious goal, no assumptions should be made about building usage and user
activities. In other words, dynamicity is an essential property to achieve the objective of energy adaptive buildings. We present the design of an architecture for
energy adaptive buildings. Our architecture is inspired by a well-known model
for adaptation systems, the MAPE-K model for autonomic control loop applied to
pervasive computing systems (IBM and autonomic computing 2006). More importantly, the proposed architecture is based on service-oriented computing principles. We believe that our MAPE-K based service-oriented architecture addresses
the challenges raised by energy adaptive buildings, for example heterogeneity, dynamic adaptability, scalability, fault-tolerance, high availability and reliability, just
to name the most prominent. We first discuss the requirements of energy adaptive
buildings in Section 3.1, followed by Section 3.3 that describes the design principles of our service-oriented MAPE-K based architecture. We introduce the detailed
layers, components, and services of the architecture in Section 3.4.

3.1

Requirements of energy adaptive buildings

Designing and developing pervasive applications requires management of a
wide range of issues, such as system transparency, usability and security, changing user context and privacy of sensitive information, as well as adaptability (Baldauf et al. 2007). We aim at designing a system architecture that fulfils the re-
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quirements for energy adaptive buildings that are gathered and summarised in the
User Requirements (GreenerBuildingsConsortium 2011b) and Technical Requirements (GreenerBuildingsConsortium 2011a) of the GreennerBuildings project. In
particular, for energy adaptive buildings, we believe that device heterogeneity,
context-awareness, dynamic adaptability, system scalability, and sensor data fault
tolerance are of the most important issues.

3.1.1

Device heterogeneity

Firstly, device networks, i.e., sensor and actuator networks, play an important
role by continuously and seamlessly monitoring the building usage and environment, user behaviour and activity, as well as providing the control capability, which
lays the foundation of energy efficiency in buildings. Devices deployed in an environment are heterogeneous and are provided by a variety of vendors, and they
have different hardware, network interfaces, and operating systems (Aiello 2006).
In addition, there is a vast diversity of communication protocols on different hardware and network devices, such as ZigBee,1 EnOcean,2 Bluetooth.3 Furthermore,
discovering and managing devices in a pervasive environment is a difficult task, as
one should take care of device diversity and metadata information, such as service
identification or physical location of the device. Over time new sensors and actuators can be added to the system, as well as new components that provide a better or
completely new functionality so that the system keeps improving and extending.
Therefore, a platform for energy adaptive buildings should support the necessary
abstractions in order to integrate the heterogeneous devices of a network embedded
environment (Warriach 2013).

3.1.2

Context-awareness

To automatically adjust environments’ behaviour to users’ requirements in a
given context for saving energy, it is essential for energy adaptive buildings to be
capable of understanding the activities people are performing together with other
contextual information, such as ambient conditions, inside the buildings. Therefore, the system architecture should enable such capabilities of energy adaptive
buildings.
The system should be able to process and transform raw data sensed by sensors into more meaningful environment state indicators, i.e., context. The ability of
analysing the actions of occupants and dynamically recognising the ultimate occu1 http://www.zigbee.org/
2 https://www.enocean.com/
3 http://www.bluetooth.com/
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pant’s activity by considering the context information can leverage energy reduction within a building (Georgievski et al. 2013). For example, an office occupant,
whose workstation is turned on, takes a book from the shelf and accommodates
in a reading position. By reasoning over this information, one can conclude that
the occupant activity is ‘reading a book’. Having an activity recognised, the office
can take the opportunity to pro-actively adapt in order to contribute to the actual
saving of energy by bringing the workstation into sleep mode.

3.1.3

Dynamic adaptability

In an energy adaptive building, applications should adapt constantly to the
changing user activity and environmental context. In order to do this, it should
be aware of its context and flexible enough to be able to apply necessary configurations and change its behaviour. In addition, all this adaptation should take
place autonomously to reassure user acceptance and fulfil the pervasive computing vision (Günalp et al. 2012). However, in pervasive environments, due to the
changing context, there are many aspects that are not known at design time. Thus,
hard-coded and fully specified applications are not a good match for the pervasive
context. On the other hand, some level of specification is needed to guide runtime
adaptations and autonomic actions.

3.1.4

System scalability

The scalability requirement is one of the most important requirements for any
pervasive environment application, especially for energy adaptive buildings, where
a large number of devices may simultaneously make use of the underlying architecture on behalf of one or more concurrent applications. Energy adaptive buildings should have a highly scalable architecture which can accommodate for the fast
growing number of devices and also for the amount of buildings integrated into
the system.

3.1.5

Sensor data fault tolerance

Data coming from sensors deployed in pervasive environments play an important role as crucial initial inputs for the system. The raw data from sensors can be
processed by context processing and activity recognition services, offering highlevel information that can in turn be used by responsive services designed to adjust
the environment accordingly. In such environments, sensor data should be reliable
and accurate. However, sensor data are often faulty. Faults are not so exceptional
and in most deployments tend to occur frequently. In addition to typical network
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faults, data from WSNs suffer from faults arising out of unreliable hardware, limited energy, connectivity interruption, environmental variation, etc. Thus, to ensure the reliability and availability of smart environment applications, data fault
tolerance is essential to monitor and analyse sensor data coming from WSNs, autonomously examining, diagnosing, and reacting to faults.

3.1.6

Usability

We perceive usability as “the extent to which a product can be used by specified
users to achieve specified goals with effectiveness, efficiency and satisfaction in a
specified context of use” – a usability definition within the ISO 9241 standard for
ergonomics of human-computer interaction (Jokela et al. 2003). The system for energy adaptive buildings should be easy to use in order to improve user acceptance
of the system.

3.1.7

Other requirements

Beside the above mentioned most important requirements, other ones for pervasive environment applications are also applied for energy adaptive buildings.
System security and privacy concerns the data and information shared among the
system. Since the data contain personal or private information of occupants, the
data should not be accessible outside the system in order to avoid misuse of the
collected data.
Reusability of components gives the pervasive system an opportunity for a wider
use (deployed to various environments), and also a possibility for the system to
grow in power and complexity.

3.2

Architecture pattern for context-aware smart environments

There have been many projects dedicated to context-aware environments, such
as (MavHome project 2011), (iSpace Project 2011), (SmartLab research laboratory
2011), (CASAS Project 2011), (SM4All project 2011), (e-Diana project 2011), and
ThinkHome (Reinisch et al. 2010b), just to name the most prominent ones. All of
the projects share a number of the same, or similar, issues. One of such issues, and
an important one, is the high-level architecture of the designed smart context-aware
system, particularly for energy adaptive buildings. Degeler and Lazovik (2013) provide an overview of the observed architecture pattern, Figure 3.1. As shown in the
figure, the full architecture can be split into several layers, with a number of distinct
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components in each layer. Most components emerge from the architecture design
similarities due to the requirements that are common for all context-aware smart
environments.

Figure 3.1: Smart system architecture pattern (figure from (Degeler and Lazovik

2013))
In the architecture pattern, the Physical layer contains all hardware parts of the
system, which include all wired and wireless sensors, actuators, network layout,
low-level protocols associated with them, etc. One of the main tasks of the Physical
layer is to collect information about the environment and transfer it to higher layers.
Low-level protocols may be implemented to provide a common gateway, which
allows to unify interfaces, hide the specific hardware differences, and/or reduce
bandwidth by bundling the information. The second main task of the Physical layer
is to invoke actuators in the environment based on commands, sent from higher
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layers.
The Utility layer acts as an intermediary to the system components, and has
several distinct responsibilities. First of all, the layer contains system’s data storage,
which means it collects and stores all the current and historical information about
the environment, system configuration, system capabilities, user preferences, etc.
The layer contains an information processing component, capable of detecting simple sensor errors or faults, transforming information from low-level sensor values
to a high-level logical state of the environment, etc. On the actuation side, the Utility layer is responsible for transforming commands from the Reasoning layer to
low-level commands that the Physical layer is capable to execute, and making sure
they are passed to the Physical layer in a concurrent non-blocking way.
The Reasoning layer is the layer where the system’s logic resides. It contains all
components that are responsible for decisions on system’s actions, be it a simple
logic defined through if-then rules, or sophisticated AI techniques, such as planning or scheduling actions. The layer may also contain activity recognition or learning components, which should improve the automated system’s response.
The User layer presents the information about the system to its users. It contains
two main parts. The first one presents the information about the environment,
current user preferences, the reasons for certain decisions that the system makes,
and allows a user to modify the configuration of the system according to her or
his needs, enter new rules of execution, or overrule system’s decisions. The second
part provides meta-information about the system itself, such as the status of all
components, whether they are working properly, statistics, resources consumption,
etc. For more detailed descriptions and explanations about the architecture pattern,
we refer (Degeler and Lazovik 2013).
When designing an architecture for energy adaptive buildings, we take advantage of the aforementioned architecture pattern and the “best practices” from many
of the successful and undergoing projects. However, despite of sharing a common
structure with the general architecture pattern, our proposed architecture is specifically adjusted to support the requirements of energy adaptive buildings. For this
purpose, we propose an architecture designed based on principles discussed in the
following Section 3.3.

3.3

Design principles of energy adaptive buildings

To deal with the increasing complexity of pervasive computing systems and
dynamicity of their environments, pervasive system architects have turned to dynamic adaptivity (Günalp et al. 2012). Adaptive systems are capable of dealing
with a continuously changing environment and emerging requirements that may
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be unknown at design time. We consider energy adaptive buildings as adaptive
systems and in designing such systems, the autonomic adaptation loop should become a first-class entity (Brun et al. 2009) since it offers dynamic capabilities to
the system in order to adapt its behaviours according to the environment context.
More importantly, the proposed design is greatly supported by the principles of
service-oriented computing (SOC), that is, a programming paradigm that aims to
promote loose coupling between components using services and that helps improve
the scalability, performance, and reliability of the system for energy adaptive buildings (Papazoglou et al. 2008).

3.3.1

The service-oriented approach

We understand a service as an independent software program with distinct characteristics remotely accessible through standardised interfaces. In the context of
pervasive systems, services have been used mostly to represent the capabilities of
devices to sense and act in the environment in which they are deployed (Aiello and
Dustdar 2008). However, pervasive systems are characterised by another set of services used to implement and automate the workflow of the environments where
these systems are installed (Degeler et al. 2013). We refer to former services as pervasive services, while to the latter as application services.
As one important principle of a service-oriented architecture, services of our
designed system should be loosely coupled (Papazoglou et al. 2007). The governing of the system consists of multiple services. Services work together to reach the
common goal, sharing useful information with the other services so that valuable
information is accessible to each service. To make the management of these services easier, the services should be loosely coupled and the communication should
be asynchronous. In addition, it is envisioned that over time new sensors and actuators can be added to the system, as well as new services that provide better or
completely new functionality, so that the system keeps improving. Through the
loose coupling of the individual services the system scales better, it adapts more
easily to new services, and is easier to manage than a conventional building automation systems. Another important principle is that service-based interaction
should be message based (Aiello and Dustdar 2006). Furthermore, the messages
are usually exchanged asynchronously and have a rich document style content.

3.3.2

The MAPE-K model for autonomic control loop

An energy adaptive building must continuously monitor and identify the
changes in its context to react accordingly. To realise such adaptive system IBM
introduced the MAPE-K control loop mechanism (IBM and autonomic computing
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Figure 3.2: The MAPE-K model for adaptation systems (Brun et al. 2009).

2006), (Brun et al. 2009). The MAPE-K adaptation loop, Figure 3.2, includes Monitor,
Analyse, Analyse, Plan processes, and a shared Knowledge Base.
The Monitor process collects raw data and the details, such as topology information, configuration property settings from managed resources. The responsibility
of Monitor process is to aggregate, filter, analyse the data details in order to detect,
classify, and correct faulty data, ensuring the reliability and consistency of sensor
data provided to high level services. Necessary knowledge is retrieved from the
shared Knowledge Base. The Analyse process performs data analysis and reasoning on the clean data provided by the Monitor process to recognise user activity
and to comprehend the context conditions. The Analyse process is also influenced
by stored knowledge data. Meaningful context information and user activities are
passed to the Plan process. Based on information from the Analyse process, the
Plan process structures actions needed to achieve goals. The Plan process creates
or selects a procedure to enact a desired alteration in the managed resources. The
Plan process can take on many forms, ranging from a single command to a complex
workflow. The Execute process changes the behaviour of the building environment
via deployed actuators based on the actions recommended by the Plan process. All
four processes share a Knowledge Base that includes data, such as historical logs

3.4. Architecture for energy adaptive buildings

55

or policies, assumption, predefined knowledge, and necessary models. The Knowledge Base might be updated by the processes depending on the process outcomes.
We believe that the MAPE-K model provides a good starting point for designing our architecture as an adaptive system, with which our system is capable of
(1) gathering context information from the environment via sensors, (2) preprocessing raw data and tolerating faults to ensure the reliability and consistency of sensor
data, (3) analysing and reasoning over reliable data to provide meaningful hightlevel user and context information, thus (4) generating dynamic plans and actions
to adapt the environment according to the changes in user activity and environmental context. Moreover, while the Figure 3.2 shows only a single control loop,
multiple separate loops are typically involved in a practical system, addressing the
scalability requirement of the system (Brun et al. 2009).

3.4

Architecture for energy adaptive buildings

We have argued that the autonomic control loop provides a great starting point
when designing an architecture for adaptive systems. We believe that understanding and adopting the MAPE-K model for individual components when needed is
key for advancing the construction of adaptive systems towards a more disciplined
approach. We realise a MAPE-K based architecture for energy adaptive buildings
by following service-oriented approach.
The proposed MAPE-K based Service Oriented Architecture goes from the
physical level of consumption measurement, live environment monitoring, up to
artificial intelligence based controlling.

3.4.1

Architecture overview

The overall architecture of the system is shown in Figure 3.3. At the bottom lays
the Physical layer that includes wireless networks of simple sensors used to collect
raw information of interest from environment as well as the networks of actuators
used to control appliances within the environment, above which there is the Sensor
and Actuator Gateways that handles the readings from different networks of sensors.
The raw sensor readings are preprocessed by the Sensor Data Monitoring that is responsible for data fault tolerance and consistency maintenance. The data processed
with the Sensor Data Monitoring is essential for the Activity Recognition and Context
Processing component which is responsible for recognising occupant activities and
handling other context information. Two processes 1) Sensor Data Monitoring and
2) Activity Recognition and Context Processing lay at the Ubiquitous layer. Recognised activities and other context information are forwarded to the Plan component
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Figure 3.3: MAPE-K based service-oriented system architecture

at the Composition layer, that is considered as the brain of the system. The Plan
creates appropriate representation of the information passed and utilises a planner to compose a sequence of actions able to transform the environment into the
most energy-efficient state. The resulting actions are sent to the Orchestrator, in the
Ubiquitous layer, that handles the execution. In addition to the main components
of a MAPE-K based architecture, our system also collect energy consumption of
electricity consuming devices of an adaptive building. The consumption data can
then be used to provide insights into building consumption behaviour to users and
managers. Furthermore, the system also provides the Interaction, in the User layer,
that is a service that supports human-system interaction, that enable user to provide feedback and preferences, which help provide more valuable inputs for better
environment adjustment strategies. At the centre of of the system there is a Share
Knowledge tha stores necessary assumptions and models for the systems. The Share
Knowledge also works as a central database, storing all data generated by components of the system.
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Physical layer

At the Physical Layer, sensor and actuator networks provide the basic infrastructure for gathering raw contextual data from the environment as well as the
control capability to adjust environment. For example, light and temperature sensors gather data about ambient conditions while passive-infrared (PIR) or pressure
sensors provide means for monitoring occupants’ activities. The Physical Layer
represents the connection with the operation environment and real building energy consuming devices. In office buildings, energy consuming devices are usually
lights, heating, ventilation, and air conditioning (HVAC), workstations (desktops,
laptops) and plug appliances. Other physical devices are sensors and actuators of
more sorts. They form sensor networks and provide the basic infrastructure for
gathering raw contextual data. To gather data from the physical environment and
to control the consuming devices, we connect them to Hardware Interfaces (HIs)
and/or Software Interfaces (SIs). HIs and SIs communicate further with the Gateway responsible for protocols translation and data unification.
The Hardware interfaces (HIs) represent hardware devices that enable data collection and interaction with consuming devices, sensors and actuators. The HIs use
different protocols to communicate with sensor networks. Through HIs, we collect
raw contextual data. For example, from light and temperature sensors we collect
information about ambient context, from passive-infrared (PIR) and pressure sensors we collect information on users’ presence and activity, while from electricity
measuring plugs we gather information about device use and device electricity consumption.
The Software Interfaces (SIs) offer a facility of controling physical devices using software implementation. SIs come in a form of client software implemented
on end-user devices and can be controlled programmatically or using software as
a service. For example, a client application can be installed on a workstation to
monitor power management events and workstation activity while listening to and
executing commands to control the state of a workstation (on, off, sleep mode).
Sensors and actuators deployed in an environment are heterogeneous and the
Sensor and Actuator Gateway Services take care of the device heterogeneity.

3.4.3

Sensor and actuator gateway services

Sensor and Actuator Gateway (SAGW) services are responsible for the management of sensors and actuators deployed in the physical layer. To cope with the
heterogeneity of sensors and actuators, different SAGW services interface with different brands of devices, managing and integrating them into the system. SAGW
services encapsulate the difference of physical sensors and actuators. In this way,
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the system is independent from the heterogeneity of devices. New SAGW services
are implemented and deployed for new brands of devices that are added to the
system. The SAGW services uniformise raw data coming from different devices,
providing to higher level of the system. On the other hand, at the deployment
phase, instances of SAGW services are distributed among network, taking care of
specific parts of a building.

3.4.4

Sensor data monitoring services

To fulfil the data fault tolerance requirement, we realise services for sensor data
monitoring. The monitoring services take care of processing raw sensor data coming from SAGWs and apply necessary mechanisms for data fault tolerance. The
main objective of the monitoring services is to ensure the consistency and high levels of reliability and availability of sensor data.
According to the functionalities of the services, we organise sensor data monitoring services in three classes as follows:
• Data fault detection services provide functionalities that actively monitor and
detect faulty readings in sensor data. In case data faults are detected the data
are marked and faulty data are analysed further with fault classification services.
• Data fault classification services include functionalities that analyse and classify faulty readings reported by detection services into predefined categories
based on a fault model. By comprehending the causes, effects, and especially
the characteristics of each fault type, it is possible to propose suitable faulttolerance mechanisms to detect, classify, and correct faults of each type. Especially in the absence of ground truth, data modelling is vital.
• Data fault correction and consistency maintenance services have functionalities
that are responsible for handling faulty data that are classified by the classification services. Our ultimate idea is to provide a flexible architecture with
which suitable mechanisms can be used in different services of the system.
Nevertheless, we propose some specific mechanisms for fault correction, particularly, we employ context consistency diagrams (CCD) (Degeler and Lazovik 2012), which provide a mechanism for probabilistic reasoning: it calculates the most probable current situation at each moment in time, in the
presence of conflicts and ambiguities in available sensor readings.
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Activity recognition and context processing services

Activity recognition (AR) and context processing (CP) services, as the name suggests, provide the system the ability to process clean, consistent, and reliable sensor
data provided by data sensor monitoring services. The outcomes of AR services
and CP services are enriched, high-level information about the environment that
can in turn be used by various tailored, responsive services grouped in the control
services, at the Composition layer, designed to adjust the environment accordingly
in order to save energy and to satisfy users’ requirements at the same time. It is
envisioned that AR and CP services take into account not only the data coming
from sensors deployed in the environment but also feedback and preferences from
users, learning over time. More specifically, for activity recognition, we apply an
ontology-based activity recognition approach to derive hight-level activities from
data from simple sensors. Our ontology-based activity recognition solution is represented in Chapter 5 of this thesis.

3.4.6

Shared knowledge base

A system is usually calibrated before being deployed in a real environment.
During the calibration phase, necessary knowledge and assumptions about the environment as well as the system are gathered in order to build the knowledge base
that is used later by all other components within the system. The knowledge base
includes 1) the information about environment, 2) the database of managed sensor
data elements, 3) models for fault detection, classification, and correction used at
the Monitoring process, 4) models and ontologies used by the activity recognition
and context processing process, and so on and so forth. One should notice that the
knowledge base should be updated by the processes automatically and by administrators manually to keep it up to date.

3.4.7

Artificial intelligence planning for the controller

The components belonging to the composition level use all the available data
and functionality from the lower layers to take decisions about the desired state of
devices. This is also the layer where the system management components are located. The controller is the component responsible for providing the system with
the ability to automate the sensor and actuator behaviour, which influences the energy consumption. We apply an approach that manipulates context information,
and combines an ontology-based technique to recognise occupant activities with
Artificial Intelligence (AI) planning to automatically produce office adaptations at
run-time. The proposed approach is initially described in (Georgievski et al. 2013).
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Given the context information and the recognised activities, Hierarchical Task Network (HTN) planning is adopted to compose a plan, that is, a sequence of device
operations (Georgievski and Aiello 2015a). Then, plans are executed by using a network of actuators. The HTN planner takes care of controlling lighting systems and
HVAC, but it also invokes the Computer Sleep Management (CSM) component for
controlling workstations in order to reduce energy consumption while not hindering an user by providing personalised workstation sleep timeout.

3.4.8

The execute process as an orchestrator

To keep the controller as simple as possible, the execution of the plans made
by the controller is left to the orchestrator. The orchestrator component acts as a
buffer between the physical layer and the controller, and it takes care of sending the
commands at the correct time, as well as the order of execution. Each plan can be
started and stopped at any time, or paused and resumed when necessary. To limit
the chance of the orchestrator component becoming a bottleneck, the orchestrator is
multi threaded and implemented in such a way that multiple instances can execute
simultaneously.

3.4.9

System communication

System communication is based on message queues. These are used by the
components of the system to communicate with each other, with or without knowing the physical location of other components. Message queues can significantly
simplify the implementation of the separate components and also improve performance, scalability and reliability. Another advantage of using a message queue is
that the sender and receiver do not need to communicate with the message queue
at the same time as the messages are stored onto the queue until the recipient receives the message. As a result, the communication between different components
is asynchronous.

3.4.10

System operation

The typical operation cycle is as follows: 1) the SAGWs send messages to the
monitoring based on the changed values from their sensors and actuators, 2) the
monitoring component pre-processes these messages to create new clean and consistent data and forwards the data to the context component, 3) the context components analyses the environmental conditions as well as recognises user activities
and sends this information as variables values to the controller component, 4) the
controller executes AI planning based on the received values, 5) messages that re-
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quire action are then sent from the controller to the orchestrator, 6) the orchestrator
then sends commands to SAGWs, and 7) the SAGWs then execute the requested
action (e.g., urn off a device or put a workstation to the sleep mode), and then the
cycle repeats. The components do not wait until a full cycle is completed (e.g., a
change in the sensor value can occur at any moment).

3.5

Requirement satisfaction discussion

The proposed system architecture addresses the requirements discussed in Section 3.1. The Sensor and Actuator Gateways handle the heterogeneity of devices.
The User Activity Recognition and Context Processing component is responsible
for achieving context-awareness while the Sensor Data Monitoring addresses the
sensor data fault tolerance. The service-oriented approach allows the components
of the system to bereusable. The AI planning based Controller takes care of dynamic adaptability of the system. Moreover, the architecture is designed to fulfil
system scalability as well as other aser requirements and technical requirements
conducted and analysed in the context of the GreenerBuildings project (GreenerBuildingsConsortium 2011b,a). Each component is designed correspondingly user
and technical requirements it has to fulfil.
1. Device heterogeneity: The Sensor and Actuator Gateways are designed to handle the heterogeneity of devices. Different sensor and actuator services are
designed to interface with different brands of devices, managing and integrating them into the system.
2. Context-awareness: The User Activity Recognition and Context Processing
component is responsible for context-awareness, performing data analysis
and reasoning on the sensor data to provide context information, e.g., user
activities and indoor environmental conditions.
3. Dynamic adaptability: The AI planning based Controller takes care of dynamic
adaptability of the system. An appropriate representation of the context information are created and then a sequence of actions is composed to help adapt
the environment dynamically.
4. System scalability: The service-oriented approach allows the components of
the system scalable. Services are loosely coupled and the communication is
asynchronous, making the system scale better as well as adapt and manage
easier.
5. Sensor data fault tolerance: the Sensor Data Monitoring address the sensor data
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fault tolerance. Raw sensor data goes through a multi-layer component that
applies necessary mechanisums for data fault tolerance.
6. Usability: The usability of the system is performed and discussed with actual
usability testing in living-lab and operational-environment conditions later.
7. Other requirements: Regarding system security and privacy, state-of-the-art
technologies and best practises are applied to maintain a high level of system security and user privacy. Also, the service-oriented approach makes the
components modular and reusable.

The Sensor and Actuator Gateways (SAGWs) are envisioned as very flexible
components, both hardware- and software-wise. This is a requirement in the sense
that the system has to be able to deal with very different hardware some of which
needs for its software to be written in a specific language. The central and upper
layers will be more focused in adapting the communication flow to the needs of
the architecture traffic and data model, and, as such it is assumed that the SAGWs
are Web service enabled to the upper layers. At the low level, in the communication with the devices, the implemented software is efficient and fast enough to cope
with eventual peaks of information arriving from the embedded sensors, as it will
be in charge of receiving, parsing and converting raw data streams. In our architecture, both sensors and devices make their functionalities available according to the
service-oriented paradigm.
The Shared Knowledge is designed to fulfil the scalability requirement of the
system. We take advantage of the many efforts are currently being spent in the area
of database systems on development of distributed fault tolerant databases, such
as Hadoop (White 2012), MongoDB (Chodorow and Dirolf 2010), Redis (Sanfilippo
and Noordhuis 2011), Cassandra (Lakshman and Malik 2009), etc. Such databases
make a good base for extendable Shared Knowledge of energy adpative buildings,
as they already solve distribution, data replication, fault tolerance, and availability
problems out of the box.
In addition, the Shared Knowledge is not the only that needs proper scalability.
The amount of sensor data grows with the number of devices as well, and at some
point concurrency, queue processing speed and bandwidth issues may stop the
system from further expansion. Thus, it is also important to use proper solutions
not only for data storage, but also for high-volume fast data processing. Such solutions as Twitter Storm (Storm 2011) or RabbitMQ (Samovskiy 2008) are applied to
our system communication of our architecture, providing reliable ways for sending
and processing large streams of data.

3.6. Summary
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Summary

In this chapter, we presented a MAPE-K based Service Oriented Architecture for
energy adaptive buildings. We believe that our MAPE-K based Service Oriented
Architecture addresses the challenges raised by energy adaptive buildings, such
as heterogeneity, dynamic adaptability, scalability, fault-tolerance, high availability
and reliability, just to name the most prominent. The proposed architecture goes
from the physical level of consumption measurement, live environment monitoring, activity recognition and context processing, up to Artificial Intelligence based
controlling.

Chapter 4

Sensor Data Fault Tolerance for Energy
Adaptive Buildings

W

SNs monitor environmental conditions, providing readings that are crucial
inputs for context processing and activity recognition. It is very important
that the data gathered are as accurate as possible in order to provide correct situations of the environment for other services, e.g., AI planning based control, that
require context information and user activities as their inputs. However, sensor
data are often faulty. Faults are not so exceptional and in most deployments tend to
occur frequently. In addition to typical network faults, data from WSNs suffer from
faults arising out of unreliable hardware, limited energy, connectivity interruption,
environmental variation, etc. Thus, to ensure the reliability and availability of energy adaptive building applications, a high degree of data fault tolerance is essential
to monitor and analyse sensor data coming from WSNs, autonomously examining,
diagnosing, and reacting to faults and inconsistencies.
We design a framework that enables fault tolerant capabilities, providing a flexible choice of components for detection, classification, and correction of faults at
runtime. Within our framework, a variety of fault detection and classification algorithms can be applied, depending on the characteristics of the sensor data types as
well as the topology of the sensor networks.
We introduce algorithms and mechanisms for detection, classification, and correction of sensor data faults. We present a hybrid approach for the detection and
classification of sensor data faults. A neighbourhood voting technique and an
AutoRegressive-Moving-Average (ARMA) model for time-series data forecasting
are used in combination to detect sensor data faults. For fault classification, we apply a fault model based on the frequency and continuity of fault occurrence, and on
the observable and learnable patterns that faults leave in the data. This complete
and consistent model allows us to classify sensor data faults into four fault types,
namely, random, malfunction, bias, and drift.
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A MAPE-K based Fault Tolerance Process for Sensor Data
Sensor data fault processing as self-adaptation

Through billions of years nature has created extraordinary mechanisms to
achieve robustness and enabled self-healing (Ghosh et al. 2007). The main purpose
of self-healing is that a system maintains itself at its normality or tries to recover
from a degraded state. Thus, before a system adjusts itself, it needs to be cognisant
of its normal, degraded and broken states. A system operates healthily at its normal
state. A system usually transits from a normal state to a degraded state as faults begin to take effect. At a degraded state, the system would perform some mechanism
to heal the faults to transit back to the normal state. A system transits from a degraded state to a broken one when it cannot heal the faults. External interventions
are required to help the system recover back to its normal state.
Following the concept of natural self-healing process discussed in (Ghosh et al.
2007), we propose a fault tolerance model for sensor data, see Figure 4.1, in which
each sensor data item could be at one of three states, namely normal state, broken
state, and failure state. A sensor data item transits from one state to another depending on its current sensor reading and its capabilities of fault tolerance. At the normal
state, data received from a sensor are monitored and analysed to identify and detect faulty readings. Once faults are detected the sensor data item should change
its state to faulty state. At the faulty state, classification functions should diagnose
the faults, classify them and apply some correction mechanisms to correct faults.
In case the system is able to heal the faulty data, the state of the sensor data item
changes back to normal and the node continues to monitor its data. If the faults are
not healed, the data item should change its state to broken, notifying other calling
services and administrators to take necessary actions in order to bring the sensor
node back to normal state, e.g., fixing the physical sensors.
As next steps, we propose mechanisms to automatise processes of the selfhealing model, realising them in a fault tolerance framework for sensor data. Our
framework is based on and greatly supported by a well-known model for selfadaptation systems, the MAPE-K model (IBM and autonomic computing 2006).
The automatised processes, see Figure 4.1, are (1) monitoring and analysis of sensor
data, (2) detection of data faults, (3) classification and diagnosis of data faults, (4) fault
correction and system recovery, and (5) detection of system failure and user notification.

4.1. A MAPE-K based Fault Tolerance Process for Sensor Data
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Figure 4.1: State diagram of self-healing and its transition functions

4.1.2

The MAPE-K model for fault tolerance

Self-healing is one of four main properties of a self-adaptive system (Salehie and
Tahvildari 2009). Self-healing is a specific case of a self-adaptive system, that particularly focuses on realising the self-healing property. The MAPE-K control loop
mechanism (IBM and autonomic computing 2006) is again applied in proposing a
framework for sensor data fault tolerance.
Many recent studies have investigated the MAPE-K model for self-management
of WSNs as autonomic computing systems, addressing different self-* properties. However, most of the studies target self-protection, self-optimisation, or selfconfiguration properties (Vidal et al. 2015). Only few of the recent studies try to apply MAPE-K for fault tolerance as self-healing property (Portocarrero et al. 2014).
Additionally, those studies apply the model at different network protocol layers
of WSNs. For example, Bourdenas and Sloman (2010) try to reconfigure nodes in
order to deal with faulty physical sensors while in (Muraleedharan and Osadciw
2009) the authors propose a self-healing framework to handle low bit error rate and
packet lost ratio at the network layer of WSNs. The Agilla provides a programming
model with which applications can self-heal by cloning or moving their agent onto
the replacement node (Fok et al. 2009).
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We distinguish our work by proposing a MAPE-K based framework for fault
tolerance of online sensor data. We employ a data-centric, diagnostic approach
that looks at faults without considering the physical reasons underneath. The datacentric approach describes the faults by their patterns and behaviours. In this way,
we can remove the dependencies on network or hardware causes of data faults.
Moreover, an application layer approach is efficient, and it can address faults in
any type of resources. We believe that our proposed fault detection, classification,
and correction mechanisms provide ways to combine benefits of the centralised
approach, e.g., computational power with the flexibility of in-node correction. The
network would be able to recognise faults on each node, handle it appropriately
and keep the communication overhead low.
In our proposed framework based on MAPE-K model, we realise the (1) monitoring and analysis as a function of the Monitor process, the (2) detection of data faults
and the (3) classification and diagnosis of data faults as functions of the Analyse process, while the Plan and Execute processes realise the (4) fault correction and system
recovery and the (5) detection of system failure and user notification. According to this
MAPE-K based fault tolerance model, our proposed framework would be equipped
with the necessary mechanisms for each state of a sensor data item. Our ultimate
idea is to provide a flexible framework with which suitable mechanisms can be used
in different processes of the framework. Nevertheless, we propose some mechanisms for each of the processes. The proposed mechanisms provide the runtime
capabilities for detection, classification, and correction of faults that appear in sensor data. As an example, at the normal state, data received from sensor nodes are
monitored and analysed actively using neighbourhood vote together with statistical analysis of data in order to identify and detect anomalous changes and faulty
readings in sensor data. The fault detection techniques are presented and discussed
in Section 4.4.
The functionalities of the Monitor and the Analyse processes can overlap. For
example, a fault, i.e., symptom, can be detected by either the Monitor as suggested
in the original MAPE-K (IBM and autonomic computing 2006) or by the Analyse
as suggested in a revised MAPE-K (Brun et al. 2009). In our framework, for the
consistency of the proposed fault handling mechanisms, the Analyse takes care
of both fault detection and classification. Figure 4.2 illustrates the framework in
more details. This framework addresses the full cycle of the fault tolerance model,
which includes 1) monitoring and analysis as well as fault detection at the normal
state; 2) diagnosis and classification of faults at faulty state; 3) resiliency and fault
correction mechanisms to help system recover to a normal state from a faulty one
supported by a complete and consistent fault model, and 4) sensor data faults can
not be healed, fault notification transits the data node to broken state, notifying
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other calling services and system administrators to take necessary actions against
detected faults and to bring the sensor node back to the normal state.

Figure 4.2: The MAPE-K-based framework for self-healing of sensor data

4.1.3

Knowledge Base initialisation at the calibration phase

A system is usually calibrated before being deployed. At the calibration phase,
necessary knowledge and assumptions about the environment as well as the system
are gathered in order to build the knowledge base that is used later for self-healing.
The knowledge base includes 1) the information about environment, 2) the database
of managed sensor data elements, 3) models for fault detection and classification
used at the Analyse process, 4) models for fault correction used by the Plan process,
and other necessary information.The knowledge base should be updated by the
processes automatically and by administrators manually to keep it up to date.
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Sensor Data Monitoring at the Monitor Process

At the early state of system deployment, right after the calibration phase, all
sensor elements are at their normal state, i.e., there is no faults in sensor readings.
Based on this assumption, the responsibility of the Monitor process is to 1) collect real-time readings from managed physical sensors, 2) retrieve necessary historical data for all sensors using pre-defined parameters, 3) gather real-time readings from neighbourhood sensor elements defined accordingly to a neighbouring
model, 4) annotate the state of each and every sensor reading based on some assumption and information. One should notice that models and assumptions used
are retrieved from the Knowledge Base. After this pre-processing step, necessary
sensor data are passed to the Analyse process for sensor data diagnosis.

4.1.5

Fault Detection and Classification at the Analyse Process

Sensor data received from the Monitor process are analysed actively to identify
and detect faulty readings in sensor data. A variety of fault detection and classification algorithms can be applied at this state, depending on the characteristics of
sensor data as well as the topology of the sensor networks. We propose a hybrid
mechanism for fault detection using neighbourhood vote together with time series
data analysis presented in Section 4.4. Meanwhile the fault classification implements the Baljak fault model, discussed in Section 4.2.2.
At the detection phase, each sensor data item compares its current reading with
1) the value computed by the neighbourhood voting technique, and 2) the value
forecast by the series data forecasting model. The result of the detection phase is
the state of the examined reading. In case a sensor reading is detected as faulty,
i.e., a symptom, it is diagnosed by the fault classification component, which is a
part of the diagnosis procedure. Details of the fault detection and classification
mechanisms are thoughtfully discussed in Section 4.4. The fault model used for
classification is stored in the shared Knowledge Base. The model is also applied
later at the Plan process to correct readings from the respective faulty nodes. Moreover, the framework flexibly allows a different set of applicable algorithms to be
implemented at each process.
After diagnosing, the Analyse process updates the faulty state of managed sensor data elements back to the shared database in the Knowledge Base. In this
way, the state of all managed sensor data elements are synchronised and consistent
among components of the framework. As an outcome, the Analyse process sends
healing requests to the Plan process, providing a list of faulty sensor data elements
that require the Plan process to take necessary actions, either heal if possible or
notify users to take particular interventions.

4.2. Sensor data fault modelling
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Fault Correction at the Plan Process

The Plan process structures actions needed to achieve goals. In this case, the
goals are to correct the faulty sensor readings if possible, maintaining the managed
elements at their normal state as well as providing corrected sensor data to external
services that are consuming the data. In case the faults can not be healed, the Plan
process should notify external services and system administrators to take appropriate actions, e.g., fixing physical sensors, in order to bring the managed sensor data
elements back to their normal state again.

4.1.7

The Execute Process

The Execute process changes the behaviour of the managed resource using effectors, based on the actions recommended by the plan process. The Execute process
acts as a buffer between the managed sensor data elements and the Plan process,
and it takes care of sending commands at a proper time as well as the order of execution. Each plan can be started and stopped at any time, or paused and resumed
when necessary. The Execute process executes fault correction commands or sends
user requests, depending on the instructions received from the Plan. The former
function correction commands in order to fix the faulty sensor data elements and
update their state to the Knowledge Base as well as to provide corrected sensor
data elements to external calling services, while the latter function is to inform system users or administrators to take necessary interventions, such as fixing physical
sensors.

4.2

Sensor data fault modelling

The first crucial step of fault management is to categorise faults. By comprehending the causes, effects, and especially the characteristics of each fault type, it
is possible to propose suitable recovery mechanisms to detect, classify, and correct
faults of each type.

4.2.1

Sensor network data fault types

Several existing fault taxonomies use different criteria, such as a fault cause, impact, or duration. One can also categorise faults based on the layer of the network
stack where the fault occurs. For example, at the physical layer we may have random
noise, malfunctioning or, most commonly, calibration systematic errors. In terms of duration, faults can be classified as permanent, intermittent or transient. Ni et al. (2009)
give extensive taxonomies of data faults that cover definition, cause, duration and
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impact of faults. According to the authors, sensor network faults can be classified
into two broad fault types: 1) system faults and 2) data faults. From a system-centric
viewpoint, faults may be caused by calibration, low battery, clipping, or an environment out of range situation. On the other hand, data faults comprise stuck-at, offset,
and gain faults. These three types of data faults are named short, constant, and noise,
respectively, by Sharma et al. in (Sharma et al. 2010). The types of faults defined
by different definitions are not disjoint and can overlap, as also summarised in Table 4.1 later in the following section. On the other hands, unless ground truth is
known or specified by something with high confidence, the term fault can only
refer to a deviation from the expected model of the phenomenon.

4.2.2

Fault modelling

Baljak et al. (2013) propose a complete and consistent categorisation based on
the the frequency and continuity of fault occurrence and on observable and
learnable patterns that faults leave on the data. We share the same approach, thus
we use these fault taxonomies in our research. This categorisation is flexible and
applicable to a wide range of sensor readings (Baljak et al. 2013). The underlying
cause of the error does not affect the categorisation, which makes it possible to handle the faults based on their patterns of occurrence on each sensor node. Figure 4.3
presents the fault modelling and categorisation.
We model data faults and classify them into Intermittent and Regular fault types
as following.
• Intermittent – Faults occur from time to time, and the occurrence of faults is
discrete.
– Malfunction – Faulty readings appear frequently. The frequency of the
occurrences of faults is higher than a threshold τ .
– Random – Faults appear randomly. The frequency of the occurrences of
faulty readings is smaller than τ .
• Regular – During the period under observation, a sensor returns constantly
inaccurate readings, and it is possible to observe a pattern in the form of a
function.
– Bias – The function of the error is a constant. This can be a positive or a
negative offset.
– Drift – The deviation of data follows a learnable function, such as a polynomial change.
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Figure 4.3: Sensor data fault modelling

(a) Examples of Drift and Random faults

(b) Exmaples of Malfunction and Bias faults

Figure 4.4: Examples of fault types in readings of temperature sensors

Figure 4.4 shows some examples of drift, random, malfunction, and bias faults
taken from the SensorScope dataset (SensorScope Project 2013), sensor node number 19 in Figure 4.4(a) and sensor node number 29 in Figure 4.4(b).
The fault types categorised by the approach we use can be mapped, as in Table 4.1, into one fault or a combination of faults defined using the approaches proposed in (Ni et al. 2009) and Sharma (Sharma et al. 2010).
By understanding fault types, faulty readings can be handled appropriately, according to the type of fault. Random faults may be discarded as they contain no
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Table 4.1: Relationships between fault models

Baljak
Random
Random
Malfunction

Data-centric
Outlier
Spike

Bias

Stuck-at

Drift

Noise

Bias
Drift

Ni
System-centric
Connection/Hardware
Low Battery
Clipping
Connection/Hardware
Low Battery
Low Batter
Connection/Hardware
Env. out of range
Calibration

Sharma
Short
Short
Constant

Noise
Noise

meaningful information. Malfunctioning nodes may be removed from the network.
Bias and drift faults are more interesting: if detected accurately, a method may be
designed to correct the faults in real-time.

4.3
4.3.1

Sensor data fault detection and classification
System-centric and network based fault tolerance techniques

Many studies in the area of fault management in WSNs take different approaches to address the fault tolerance issue, with different types of faults in different layers of network stack, e.g., in routing, transport, or application layers. The
survey (Paradis and Han 2007) provides a great detailed taxonomy, analysis, and
comparisons of fault tolerance techniques based on the system-centric viewpoint,
applying at different network layers to handle system fault types. Such fault tolerance techniques can be categorised by using the taxonomy used in traditional
distributed systems (Tanenbaum and Steen (2023)):
• Fault prevention: to avoid or prevent faults. Most of the fault avoidance techniques operate in the network layer, adding redundancy in routing path.
Fault prevention techniques aim to prevent faults from happening by 1) ensuring full network coverage and connectivity at the design and deployment
stages (Wang et al. 2003, Meguerdichian et al. 2001, Xue and Kumar 2004,
Isler et al. 2004), 2) constantly monitoring the network status and triggering
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reactive actions if deemed necessary (Zhao and Govindan 2003, Cerpa et al.
2005, Zhao et al. 2002, Mini et al. 2004, Woo et al. 2003, Akan and Akyildiz
2005, Wan et al. 2003), or 3) enforcing redundancy in the data delivery path,
hoping that at least one of the paths will survive and fulfil the task of data
delivery (Ye et al. 2005, Ganesan et al. 2001).
• Fault detection: use different metrics to collect symptoms of possible faults.
Since sensor network conditions undergo constant changes, network monitoring alone may be insufficient. Even with fault prevention mechanisms,
failures will still occur, so fault detection techniques need to be in place to
detect potential faults. Similar to wired networks, sensor networks can use
packet losses as an indication of faults. Detecting the missing packet or the
window of missing packets at the destination nodes is applied in (Wan et al.
2005, Park et al. 2004). While a cumulative metric such as packet delivery rate
or fault rate is considered in (Akan and Akyildiz 2005, Han et al. 2005). In
addition to packet losses, other metrics such as interruption, delay or lack of
regular network traffic are also considered as symptoms of faults (Staddon
et al. 2002, Ramanathan et al. 2005). Alternatively, a buffer occupancy level
and channel loading conditions are used for fault detection (specifically, congestion) (Akan and Akyildiz 2005, Wan et al. 2003).
• Fault isolation and identification: while fault isolation is to correlate different
types of fault indications received from the network, and propose fault hypotheses, the fault identification process is to test each of the proposed hypotheses in order to precisely localize and identify faults. With detected
alarms, fault isolation and identification processes will diagnose and determine the real causes. For example, proposes fault tracing protocol to differentiate between these two cases: failure of a key routing node, or failure of all
nodes in a region when the sink does not hear from a particular part of the
routing tree Staddon et al. (2002). While Sympathy (Ramanathan et al. 2005)
considers three possible sources of failures for a node: self, path and sink.
• Fault recovery: treat faults, i.e., reverse their adverse effects. In general, faults
can be 1) discovered and recovered within the sensor network; or 2) concealed
at the sink after collecting and analysing the readings. Several studies suggests approaches for ensuring and maintaining the recovery and reliability
of sensor readings, such as (Wan et al. 2005, Park et al. 2004, Rajendran et al.
2004), just to name a few. Nevertheless, several studies already suggest that
a model of sensor data is needed and missing data can be interpolated using
spatial and temporal correlations among sensor readings (Koushanfar et al.
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2002, Clouqueur et al. 2004, Guestrin et al. 2004, Hartl and Li 2004, Deshpande
et al. 2004).

In summary, in an early state of WSNs research, many studies focused on
system-centric, network based fault tolerance approaches focus on managing faults
by enhancing network protocols at different network stack layers of WSNs. In our
research, we focus and propose a framework, and possible techniques for fault tolerance at the application layer, employing a data-centric, diagnostic approach that
looks at faults without considering the physical reasons underneath. The datacentric approach describes the faults by their patterns and behaviours. In this way,
we can remove the dependencies on network or hardware causes of data faults.
Moreover, the application layer approach is efficient, and it can address faults in
any type of resources.

4.3.2

Data-centric fault tolerance techniques

Recently, WSNs have become more mature. Sensors themselves and their networks have become more powerful in terms of battery life, computational and communicational capacity, making sensors and WSNs capable of handling more computational complex tasks. The maturity of WSNs enables recent research to move
towards fault tolerance techniques for sensor data using data-centric approaches.
From a broader viewpoint, sensor data faults are considered as a type of sensor
data outliers, which include 1) noise and errors, i.e., faults, 2) events, and 3) malicious attacks (Zhang et al. 2010). In the same survey, Zhang et al. provide an
intensive review on outlier detection techniques based on a data-centric approach.
According to the authors, outlier detection techniques specifically for WSNs can
be categorised into four classes: 1) statistical-based, 2) nearest-neighbour-based,
3) clustering-based, 4) classification-based, and 5) spectral-decomposition-based
approaches. The conclusion of Zhang et al., which is also shared by Sharma et al.
(2010), is that these fault detection methods sit at different points on the accuracy
and robustness spectrum. No single method is perfect for detecting different types
of faults, and hybrid methods are needed to improve and accuracy and robustness
of the fault detection process.
On the other hand, the processing of data can happen in different places in the
network. Usually some data processing happens on the sensor node, for example,
correcting the signal for a dependency. An important consideration when designing a technique is where to perform the fault detection. When fault detection is
done on the sensor nodes, the approach is referred to as decentralised fault detection. The other option is centralised fault detection. In this case, the sensor nodes
send their data to the base station and the base station then applies the fault de-
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tection algorithms. Centralised mechanisms take advantage of the computational
capacity of a dedicated computer server for data analysis. Given these computational resources, automated and machine-learning approaches are usually employed: Hidden Markov Models (HMMs) are applied in (Warriach et al. 2012), decision trees in (Baljak et al. 2012), support vector machine classifiers in (Bulut et al.
2005), just to name a few. However, the requirements of centralised approaches are
that a) they require high computational resources for data processing, and b) the
data to be processed (and the results of the processing) must be transmitted over
the network, adding network overhead and time delays, and is likely to violating
the real-time requirements. In addition, centralised techniques do not scale well
to large distributed data streams. Decentralised mechanisms specifically aim at
real-time fault tolerance in streaming data, in which nodes handle their own faulty
readings locally and flexibly, without the delays incurred by processing data at a remote computer server. To satisfied the resource-constrained requirement of WSNs,
modified machine learning-based mechanisms are applied (Zhang et al. 2009b,a).
The choice of methods for fault detection heavily depends on the application
and its network architecture (Zhang et al. 2010). In our energy adaptive building
applications, according to the design of the system architecture, we apply a centralised scheme for fault detection and classification. However, we aim at a solution
that achieves comparable accuracy yet still satisfying the requirement of online sensor data processing. Thus, a solution can be applied in a decentralised manner if
necessary. In our proposed solution, neighbourhood voting is used in combination
with the lightweight ARMA time series forecasting model (Chatfield 2013), so that
the overall accuracy of the fault detection is significantly enhanced. In this section,
we discuss several pieces of work that are closely related to our “data-centric” fault
detection approach. It is worth mentioning that it is difficult to make a direct comparison between our proposed technique with related work. One of the main reasons is that even the same raw dataset, e.g., SensorScope (SensorScope Project 2013),
no ground truth or annotation about faulty state of sensor data is provided. Therefore, although those datasets greatly support the research community of WSNs in
general, to the best of our knowledge, no publicly available datasets are excellent
and general benchmark datasets, in which all data points are annotated with the
ground truth, i.e., whether or not the data point is accurate, and, if faulty, the type
of fault and an accurate, “clean” replacement value. Thus, researchers must themselves annotate their dataset in order to obtain the ground truth; different methods
of annotating create different ground truths, and annotated datasets are not generally shared. This leads to inconsistencies even when using the same raw dataset in
the evaluation of fault detection algorithms.
Neighbourhood voting techniques are extensively covered in the literature. The
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main idea of a neighbourhood voting technique is to employ the spatial correlation
of the readings existing among neighbouring sensor nodes to distinguish between
normal readings and outlying/faulty readings. Wu et al. (2007) present a decentralised technique for identification of outlying sensors. Each node computes the
difference between its own reading and the median reading from its neighbouring readings. Then it standardises all differences from its neighbourhood. A node
is considered as an outlying node if the absolute value of its reading’s deviation
degree is sufficiently larger than a pre-selected threshold. Bettencourt et al. (2007)
propose another distributed outlier detection technique based on a learned statistical distribution of difference between its own readings and each of its neighbours.
Moreover, this technique also takes into account the temporal aspect by considering the current and previous measurements of a node in the statistical distribution.
While in (Branch et al. 2013) the authors apply a nearest neighbour-based technique
using a distance similarity to realise a centralised fault detection mechanism. The
technique tries to reduce communication overhead among neighbouring nodes by
just exchanging a set of representative data. Neighbourhood voting techniques are
also applied in (Chen et al. 2006, Yim and Choi 2010, Jiang 2009, Chatzigiannakis
et al. 2006, Hill et al. 2007). The accuracy of these outlier detection techniques is
relatively not high due to the fact that they ignore the temporal correlation of sensor readings. Another shortcoming is that the accuracy decreases rapidly when the
number of neighbour nodes is small and the nodes failure ratio is high.
To improve the accuracy of neighbourhood voting techniques, not only the spatial correlation but also the temporal correlation of the sensor data is taken into
account when designing a fault detection technique for WSN applications (Vuran et al. 2004, Solis and Obraczka 2009, Elnahrawy and Nath 2004). Time series
analysis models are usually utilised to obtain temporal correlation in the sensor
data (Zhang et al. 2012). They are also applied in (Sharma et al. 2010) and (Yao
et al. 2010). In (Zhang et al. 2012), the authors use the autoregressive integrated
moving average (ARIMA) model in a centralised scheme. This model is more complex and incurs more computation overhead, as well as requires more historical
data to be stored. Yao et al. (2010) use a piecewise linear regression technique in a
decentralised manner. In their work, the data is represented and compressed as a
sequence of linear pieces that are fitted with a linear least squares estimation. When
a new data point deviates too much from the existing piece, a new piece is created.
This method, however, does not take into account the correlations between different
sensors. Especially, Zhang et al. (2012) implies the autoregressive (AR) (Chatfield
2013), together with a spatial model specifically proposed for sensor data of the
Grand St. Bernard dataset (SensorScope Project 2013). The main idea of the work
is to incorporate the temporal correlation of sensor data with its spatial correlation.
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Different from this technique, our proposed mechanism relies an autoregressive
moving average (ARMA) model for time series analysis of sensor data in combination with a neighbourhood voting technique based on k-means++ (Arthur and
Vassilvitskii 2007) for neighbourhood modelling.

4.4

A hybrid approach for fault detection and classification

The overall fault-handling process is presented in Figure 4.5. In practice, faulty
readings are detected and classified by the same process at the same time; however,
for clarity, in the figure we illustrate the detection and classification as two separate
phases.

Figure 4.5: Fault handling process

Our solution uses a combination of neighbourhood voting and time series data
analysis. For fault classification, we take into account the duration and continuity
of faults in sensor readings. In other words, we focus on how long and how often
faults appear in the observation period. The classification algorithm is designed
based on the fault model that we discussed in Section 4.2.2. In the following, we
describe in more detail our hybrid solution that provides the ability to not only
check the correctness of readings, but also to classify faults.

80

4.4.1

4. Sensor Data Fault Tolerance for Energy Adaptive Buildings

Hybrid fault detection

At the detection phase, a sensor data element compares its current reading with
1) the value computed by neighbourhood voting, and 2) the expected value previously forecast by the time series data forecasting model. The correctness of the
reading is decided based on either the intersection or the union of the two methods.
The former technique decreases the rate of false positives, while the latter decreases
the rate of false negatives. The result of the detection phase is the fault status of the
readings examined.
Neighbourhood voting
Neighbourhood voting expects that the majority of the sensors report the correct
value of the monitored phenomenon, thus a specific node can rely on its neighbours
to check the validity of its readings. With neighbourhood voting, the system does
not require a priori knowledge about the environment. Instead, it takes advantage
of the redundancy in measurements of sensor readings.
A median voter algorithm. In a neighbourhood voting technique, many voting
strategies can be applied, such as majority voter, median voter, weighted average
voter techniques (Parhami 1994). For the purpose of exemplification, we propose
to use a median voter algorithm which is a mid-value selection algorithm where "a
majority rule voting system will select the outcome most preferred by the median
voter" (Holcombe (2006)).
Given a node Si , its reading is denoted ri , and the set of its neighbours is denoted by N eighbourpSi q. The number of neighbours is denoted as |N eighbourpSi q|.
The neighbourhood voting technique used at each sensor node Si is presented in
Algorithm 1, as follows:
Neighbourhood selection. The detection accuracy of neighbourhood voting techniques depends substantially on the set of neighbours since the decision is made
based on a reference to the values of the neighbours of a sensor data item. The assumptions behind our neighbourhood voting technique are that 1) neighbourhood
sensors are deployed closely together, thus 2) the nodes sense the same conditions
of the monitored phenomenon, and 3) faults at each node develop independently.
When being applied in a distributed manner, these techniques have a shortcoming,
that is, the detection accuracy decreases rapidly when the number of neighbour
nodes is small and the nodes’ failure ratio is high (Nguyen et al. 2013). However, by
applying in a centralised manner, taking advantage of available sensor data coming
from all sensor deployed in the environment, it is possible to have better neighbour-
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Algorithm 1 Neighbourhood voting for fault detection

Input: The current reading ri of a sensor data element
Input: The set of readings R “ rr1 . . . |N eighbourpSi q|s from all neighbours, excluding its own reading ri ,
Output: Faulty state Spri q of ri
1: Calculate the median of the group, µ “ tRu 1 “ r̃
2
2: Calculate the difference between ri and r̃: Dri r̃ “ |ri ´ r̃|
3: if thenDri r̃ ă τ
Ź τ is a threshold that can be adjusted (usually set at
τ “ 0.2 ˚ r̃).
4:
Spri q “ F alse
Ź ri is a good reading
5: else
6:
Spri q “ T rue
Ź ri is a faulty reading
7: end if
8: return Spri q

hood models in order to maintain a proper set of neighbour items and the quality of
their data. For neighbourhood modelling, we apply k-means++ (Arthur and Vassilvitskii 2007) to define the neighbouring sensors among monitored sensor data
items.
Time series analysis
Sensor measurements are the observations of a well-defined phenomena monitored. The observations are obtained periodically over time. In addition, the measurements exhibit a temporal correlation between consecutive observations. Thus,
sensor data is a time series, and time series data analysis could be used for fault
detection. The idea is to use a suitable time series forecasting model to predict the
sensor reading at time t based on t ´ k known previous readings. When the current
observation at time t is available, it is compared against its predicted value to determine if it is faulty. We choose the autoregressive-moving-average (ARMA) models
for two reasons. First, the model has been shown to be a good candidates for time
series prediction (Box et al. 2013). Second, ARMA is considered a lightweight technique, because the parameters of the model can be estimated using the recursive
least square (RLS) algorithm (Alexander 1986), which allows to adapt the parameters of the underlying time series online, without the need to store large sets of past
data.
AutoRegressive–Moving Average model. The notation ARM App, qq refers to the
model with p autoregressive terms and q moving-average terms. This model con-
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tains the ARppq and M Apqq models. We employ the ARM App, qq model
Xt “ φ1 Xt´1 ` φ2 Xt´2 ` ... ` φp Xt´p ` at ´ θ1 at´1 ´ θ2 at´2 ´ ... ´ θq at´q (4.1)
In practice, the autoregressive and the moving average models of first order pp “
1q, pq “ 1q, and of second order pp “ 2q, pq “ 2q are of considerable practical
importance (Box et al. 2013). Thus in our implementation, we use the ARM Ap2, 2q
model of second order pp “ 2, q “ 2q.
Parameter estimation. We use the exact maximum likelihood (ML) computational method (Bresler and Macovski 1986) in order to estimate the two sets of parameters of the model, φ1 , φ2 , ..., φp and ´θ1 , ´θ2 , ..., ´θq , using training data. The
parameter estimation phase is performed at a base station by using confirmed good
readings from each sensor. After that, the ARMA model with determined parameters is implemented on sensor nodes. The correct estimation of these parameters
can and should be done before the actual deployment of the sensors, in the sensor
calibration phase.
At runtime, the base station that collects data from all sensors can re-perform
the parameter estimation periodically for each sensor and can send updated parameters to the nodes. In this way, the parameters of ARMA model at sensor nodes
can adapt with the change in the phenomenon monitored. For example, the parameter estimation for outdoor temperature sensors should be re-estimated for every
quarter due to season changes.
Fault detection with L-step ahead prediction. To detect faults in a sensor measurement time series, we first forecast the sensor readings at time t ` i, 1 ď i ď L
with L ą 1, using measurements up to time t based on the ARMA model. We then
compute the difference between actual sensor measurements at times t ` i and their
predicted values, and flag the measurement as faulty if this difference is above a
threshold δ, called confidence interval and usually set at 95% of the forecasted value.
One should notice that the potential error in forecast grows with L (Box et al. 2013).
Keeping the values of the last time-window of good readings. Readings at time
t ` i are forecast using measurements from time t ´ i to time t. Therefore, if these
measurements are faulty, the predicted values from t to t`i are consequently faulty.
To prevent this, at runtime, we preserve, the values of the last time window of good
readings as the reference values for prediction. This means that, if measurements
from t to t ` i are detected as faults, the readings from t ´ i to t, that are detected as
good readings, are used to predict values from t ` i to t ` 2i. Otherwise, readings
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from t ´ i to t are discarded and replaced with the ones from t to t ` i for further
prediction.

4.4.2

Fault classification algorithm

Once a sensor node exhibits faulty measurements, the classification process
checks the frequency and continuity of the occurrence of faults in order to identify the fault type, i.e., either random, malfunction, bias, or drift. One should notice
that, while a sensor reading is checked for correctness immediately, i.e., precisely
at the time when the reading is observed, the classification process runs periodically, i.e., after every T readings, in order to be able to check the frequency and
continuity of the fault occurrence. The number of readings T , and thus the time interval for fault classification, is adjustable to meet the real-time requirements. The
classification process, illustrated in Figure 4.5, is now for in Algorithm 2.
Algorithm 2 Fault Classification

Input: Rr1..T s: vector of T sensor readings
Input: Sr1..T s: vector of the faulty state of Rr1..T s
Output: C: fault type of sensor node in the interval
1: Compute the occurrences of faults |εi | in R
2: check the continuity
3: if εi is discrete then
4:
Check the frequency
5:
if |εi | ě τ then
6:
C “ M alf unction
7:
else
8:
C “ Random
9:
end if
10: end if
11: if εi is continuous then
12:
Check the fault function εi
13:
if εi “ const then
14:
C “ Bias
15:
else
16:
C “ Drif t
17:
end if
18: end if
19: return C
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The algorithm takes, as its inputs, the readings Rr1..T s within the checked interval, together with the state (i.e., good or faulty) of the readings. First, the occurrences of faults |εi | in R are computed. Next, the algorithm checks the continuity
and the frequency of the fault occurrences |εi | in order to classify the type of the
fault found in the observed interval into one of four fault types (random, malfunction, bias, drift).
Real-time fault handling. To achieve real-time fault detection and classification,
we run the fault handling process periodically, say every T minutes. For example, if
T “ 30 minutes, we first collect new sensor readings for half an hour and then perform anomaly detection using the framework described above. The fault detection
interval, T , controls the trade-off between real-time fault handling and resource
consumption.
Histogram analysis to check the distribution of εi . A histogram represents the
frequency of occurrence by classes of data. In our case, a histogram will show how
faulty readings are distributed. In order to check if the fault type is bias, we can
check the histogram of the readings Rr1..T s. If the frequency of occurrence of fewer
than c classes of data is higher than τ , we say that the fault is bias, otherwise the
fault type is drift. In practice, c usually is 2 or 3, while τ is assigned 0.8.

4.5

Fault correction mechanisms

For the sake of fault correction, we believe that the complete and consistent fault
model used makes it possible to comprehend the causes, effects, and the characteristics of each fault type. Therefore, suitable mechanisms are proposed to correct
faults of each type. The resilience mechanisms decide how to handle identified data
faults. In particular,
• For random and malfunction faults, voting techniques among neighbours are
widely used to replace faulty readings with the ones from healthy neighbours.
In addition, random faults could also be replaced by interpolating between
the two healthy readings before and after the faulty interval.
• Bias and drift faults are more interesting and, at the same time, difficult to correct. Model-based fault diagnosis would address the issue (Chen and Patton
2012). Since faults only belong to a limited number of proposed classes, statistical pattern recognition is suitable to learn appropriate fault models. A fault
model for each faulty node can be learned from 1) expectations of correct behaviour established at the calibration phase and 2) the historical sensor data.
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For example, Takruri et al. (2009) consider a low order polynomial model for
drift faults, whereas bias are presented by a constant offset. Model learning
for fault correction is in the scope of our future work.
In case faults cannot be healed, The user intervention plan notifies external calling services and system administrators are informed to take appropriate actions,
e.g., fixing physical sensor, to bring the managed sensor data elements back to their
normal state. Additionally, the system could offer readings from neighbours as
alternatives to external calling services.

4.6

Summary

In this chapter, we presented a hybrid mechanism for sensor data fault tolerance
and consistency maintenance. With our mechanism, data coming from sensors is
firstly diagnosed against faulty readings with a neighbourhood voting technique
in combination with a AMRA-based time series data analysis. This layer of fault
tolerance allows our system to detect, classify faulty readings as well as apply some
correction mechanism for data faults.

Chapter 5

Office Activity Recognition

K

nowledge of the activities people are performing together with ambient conditions is crucial for energy adaptive buildings to automatically adjust environments’ behaviour to users’ needs. For example, presence sensors, which are
widely deployed in modern buildings, attempt to regulate lighting to the presence
of people. Though, much more adaptations in terms of comfort and energy efficiency can be achieved if more detailed information on the activity of the users as
well as on the environmental condition is gathered. In this chapter, first we define
the models to formally describe an energy adaptive building environment. We then
propose an ontology-based approach for activity recognition that effectively handles multiple-user, multiple-area situations, rapidly recognising office activities as
inputs for adaptive buildings. The proposed approach uses low-cost, binary, and
wireless sensors. In addition, the ontology-based approach is enhanced by employing the context consistence diagrams (CCD), a data structure provides a mechanism
that helps maintaining the quality of sensor data even with the presence of inconsistencies, conflicts, and ambiguities in available sensor readings.

5.1

Context modelling and activity recognition in offices

Energy adaptive buildings are equipped with technology that allows for awareness of their occupants and/or facilities designed to automate and optimise control of appliances, in particular, lights, heating, ventilation, air conditioning (HVAC
system), and domestic appliances, with the goal of saving energy. In the energy
saving scenario, an adaptive building provides automatic control of the conditions
of indoor environments. The general objective is to fulfil the occupants’ requirements for comfort while reducing energy consumption. Much research has been
focussed on integrating user activity and behaviour as a key element for such energy adaptive buildings for controlling various devices like artificial light, shades,
HVAC devices, computers, etc. (Nguyen and Aiello 2013)
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5.1.1

Context and activity modelling techniques

Context modelling and reasoning, which also includes activity recognition, is
crucial to realise context-aware environments. A suitable context modelling and
reasoning technique reduces the complexity and improves their maintainability as
well as evolvability. Re-use and sharing of context information between applications are supported by a good context information model formalism. Moreover,
such a formal representation of context data within a model is necessary for consistency checking (Bettini et al. 2010).
Requirements
Over the last decade, the research community has proposed a number of context
modelling and reasoning approaches, applied to a variety of application domains.
These experiences define a set of requirements for context modelling, management,
and reasoning. Below we briefly discuss such requirments. For a more detailed
discussion on the requirements for context modelling and reasoning techniques,
we refer to (Bettini et al. 2010).
1. The prominent requirement is heterogeneity (het). The device heterogeneity
for energy adaptive buildings results in a large variety of context information
sources that context information models have to deal with. Context data can
also be derived from existing context information. Therefore, a context model
should be able to express those different types of context information, such
as location and spatial layout of the context. Also, due to the natural heterogeneity and dynamicity of energy adaptive buildings, context information is
of variable quality, even incorrect or inconsistent. Thus, a good context modelling approach should be able to handle varying context information quality.
2. The next requirement is relationships (rel) since there exist various relationships between types of context information that have to be captured to ensure a correct behaviour of the applications. One of such relationships is
dependency between context information entities. For example, a change in
the value of oneentity, e.g., passive-infrared sensor, may change the values of
other entities, e.g., user presence at the location.
3. Timeliness (tim) is also an important requirement due to the fact that contextaware applications may need access to past, and future, states.
4. Reasoning (res) is apparently one of the most important requirements for a context model. Energy adaptive buildings need to take decisions if some adaptation is required based on changes in the environment. The changes require
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reasoning capabilities over the context model.
5. Usability of modelling formalisms (ubt) is a requirement set by and for application designers. The context models are also used by context management systems to manipulate context information. Therefore, a context model should
be easy for designers in order to translate real-world concepts into the modelling constructs.
6. Efficient context provisioning (efc) requirement represents the efficient access to
context information, which can be difficult to meet in the presence of large
models and numerous data objects.
Strang and Linnhoff-Popien (2004) provide another intensive review on context
modelling schemes and the requirements for a context model. The set of requirements are listed as follows:
7. Distributed composition (dc): Any ubiquitous computing system is an instance
of a distributed computing system, of which composition and administration
of a context model and its data varies with notably high dynamics in terms of
time, network topology and source.
8. Partial validation (pv): It is highly desirable to be able to partially validate contextual knowledge on structure as well as on instance level against a context
model in use even if there is no single place or point in time where the contextual knowledge is available on one node as a result of distributed composition. This is particularly important because of the complexity of contextual
interrelationships, which make any modelling intention error-prone.
9. Richness and quality of information (qua): The quality of information delivered
by a sensor varies over time, as well as the richness of information provided
by different kinds of sensors characterising an entity in a ubiquitous computing environment may differ. Thus, a context model appropriate for usage in
ubiquitous computing should inherently support quality and richness indication.
10. Incompleteness and ambiguity (inc): The set of contextual information available
at any point in time characterising relevant entities in ubiquitous computing
environments is usually incomplete and/or ambiguous, in particular if this
information is gathered from sensor networks. This should be covered by the
model, for instance, by interpolation of incomplete data on the instance level.
11. Level of formality (for): It is always a challenge to describe contextual facts and
interrelationships in a precise and traceable manner. For instance, to perform
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the task “print document on printer near to me”, it is required to have a precise definition of terms used in the task, as what “near” means to “me”. It is
highly desirable that each participating party in a ubiquitous computing interaction shares the same interpretation of the data exchanged and the meaning “behind” it (so called shared understanding).

12. Applicability to existing environments (app): From the implementation perspective it is important that a context model must be applicable within existing the
infrastructure of ubiquitous computing environments, e.g., a service framework such as Web Services.
The mentioned requirements are particularly important for any context modelling approach applied to a ubiquitous computing environment. Some of the requirements are addressed within a certain approach’s context model, some are addressed within the associated reasoning system, and some are not addressed at all
within a certain approach.
Modelling approaches and requirement validations
The pervasive computing community propose three prominent approaches for
context modelling and reasoning, namely, 1) object-role based, 2) spatial models,
and 3) ontology-based models.
Object-role based models have their early roots in database modelling techniques, particularly on the use of the Context Modelling Language (CML), which
was originally described by Henricksen et al. (2002) and refined later in (Henricksen and Indulska 2004a, 2006). The CML is based on Object-Role Modelling
(ORM) (Halpin and Morgan 2010), which was developed for conceptual modelling
of databases. The object-role based models are used in several projects, such as
in (Halpin 1996) and (Henricksen 2003). The first advantage of this technique is
that it supports various stages of software engineering process, analysis and design of the context requirements runtime representation and querying, capturing
imperfect and historical data. The weak points lie in its “flat” information model.
Therefore, if a hierarchical structure is needed, then other representations are more
appropriate (Bettini et al. 2010).
The spatial models organise their context information by the physical location.
The locations could be either symbolic or geometric coordinates. Symbolic coordinates are represented by an identifier, such as a room number, while geometric
coordinates present points or areas in a metric space, such as coordinates of GPS
(latitude, longitude). The spatial models are used in the Nexus project (Nicklas and
Mitschang 2001), or in (Grossmann et al. 2005), just to name a very few. Spatial context models are well suited for mainly location-based context-aware applications.
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Even more, the spatial organisation of context information is useful to cope with
the complexity by spatial partitioning. Especially the symbolic and relational location models are easy to build up and represent a simple perception of space (Bettini
et al. 2010). A drawback of spatial context models is that it requires effort to gather
the location data of the context information and to keep it up to date.
Ontology-based models exploit the representation and reasoning power of description logics (Baader et al. 2003) for multiple purposes: (a) the expressiveness
of the language is used to describe complex context data that cannot be represented; (b) by providing a formal semantics to context data, it becomes possible
to share and/or integrate context among different sources; (c) the available reasoning tools can be used both to check for consistency of the set of relationships
describing a context scenario, and, more importantly, to recognise that a particular set of instances of basic context data and their relationships actually reveals the
presence of a more abstract context characterisation (e.g., the user’s activity can be
automatically recognised) (Bettini et al. 2010). In addition to providing an expressive formalism for representing complex context data, ontologies are well suited
for knowledge sharing since they provide a formal specification of the semantics of
context data. This feature is particularly important in mobile and pervasive environments, where different, heterogeneous, and distributed entities interact for exchanging users’ context information. The ontology-based models are widely used
in a variety of context-aware applications, such as (Grossmann et al. 2005), (Zhang
et al. 2005), (Chen et al. 2005), (Gu et al. 2004), or (Bouquet et al. 2003), just to name
a few. With respect to simpler approaches (e.g., key-value and mark up models),
ontological models of context provide clear advantages both in terms of the heterogeneity and interoperability. Considering the usability issues, it is pointed out
that user-friendly graphical tools exist, such as Protégé (Protégé 2013) that make the
design of ontological context models viable also to developers who are not particularly familiar with description logics. The drawback of ontology-based approaches
is the timeliness and the support for temporal aspects. Another weak point of an
ontological model is that reasoning in the ontological language OWL-DL (Horrocks
et al. 2003) is computational expensive that leads to performance issues. Therefore,
online execution of ontological reasoning poses scalability issues. In order to improve the efficiency of reasoning with OWL-DL, various optimisations have been
proposed, such as in (Ranganathan et al. 2003). The advantages and disadvantages
of the three prominent techniques for context modelling and reasoning are summarised in Table 5.1.
An earlier survey (Strang and Linnhoff-Popien 2004) studied six most important existing context modelling approaches, namely, 1) Key-Value Models, 2) Markup
Scheme Models, 3) Graphics Models, 4) Object-Oriented Models, 5) Logic Based Mod-
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Table 5.1: A comparison of context modelling approaches

Technique - Requirement
Object-role
Spatial
Ontological

het
++
+
++

rel
+
+
++

tim
++
++
-

res
+
++

ubt
++
+
+

efc
+
++
-

Table 5.2: Another comparison of context modelling approaches

Scheme - Requirement
Key-Value Models
Markup Scheme Models
Graphical Models
Object-Oriented Models
Logic Based Models
Ontology Based Models

dc
+
–
++
++
++

pv
++
+
++

qua
–
+
+
+

inc
–
+
+

for
–
+
+
+
++
++

aop
+
++
+
+
–
+

els, 6) Ontology Based Models. The authors discussed the fulfilment of the different approaches with respect to these requirements, i.e., dc, pv, qua, inc, for, and
aop. Table 5.2 summarises the discussion of the appropriateness of the different
context modelling approaches for ubiquitous computing and the identified particular requirements. Due to their analysis, the authors arrived at the conclusion that
the most promising assets for context modelling for ubiquitous computing environments with respect to the defined requirements can be found in the ontology
category. The representatives of this category met the requirements best.
We believe that our approach of location-based using ontologies for context
and activity modelling satisfies most of the requirements set for energy adaptive
buildings. On the one hand, the context information is managed, disseminated and
federated in a well-defined, reusable and scalable manner exploiting the locationbased context model built, while on the other hand a flexible, interoperable, and
generic context knowledge representation scheme is established by our ontologies.

5.1.2

Activity recognition in offices

Activity recognition is the process whereby an actor’s behaviour and his/her
situated environment are monitored and analysed to infer the undergoing activities (Chen and Khalil 2011). It comprises many different tasks, namely activity
modelling, behaviour and environment monitoring, data processing and pattern
recognition. Researchers from different application domains have investigated activity recognition for the past decade by developing a diversity of approaches and
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techniques for each of these core tasks.
Activity recognition approaches
Monitoring an actor’s behaviour along with changes in the environment is the
first step in activity recognition. The monitoring process is responsible for capturing relevant context information for activity recognition to infer the actor’s activity.
In terms of the way and the data type collected from the environment, there are
two main activity recognition approaches: 1) vision-based activity recognition and
2) sensor-based activity recognition (Chen and Khalil 2011).
The vision-based approach is a strong strand of activity recognition research
that focuses on the monitoring and analysis of visual information, e.g., images and
surveillance videos, as means to recognise activities. This approach exploits computer vision techniques to analyse visual observations for pattern recognition. In
the context of energy adaptive buildings, vision-based approaches are used in several projects. For example, Erickson et al. (2011) use a wireless network of cameras to determine real-time occupancy across a larger area in a building. While
considerable work has been undertaken and significant progress has been made, a
vision-based activity recognition approach suffers from issues related to scalability
and reusability due to the complexity of real-world settings. In addition, cameras
are generally used as recording devices, thus this approach is considered to belong
within invasive technologies.
Recent research has moved towards the use of sensor-based activity recognition, i.e., multiple miniature dense sensors embedded within environments. In
this approach, sensors can be attached to either an actor under observation or
objects that constitute the environment. Regarding sensors attached to humans,
i.e., wearable sensors, some energy adaptive building projects, such as (Singhvi
et al. 2005), (Davidsson and Boman 2000), (Davidsson and Boman 2005), (Chen
et al. 2009), and (Zhen et al. 2008) equip the occupants with sensor badges, with
which it is possible to achieve relatively accurate localisation. However, for energy
adaptive buildings, invasive technologies, such as cameras, or even wearable tags,
might not be desirable because they suffer from deployability, cost and not being accepted due to privacy issues. Instead, wireless networks of simple sensors that are
attached to objects in the environment, is a less invasive option. In addition, simple
sensor are more affordable and easier for practical deployments. This approach is
called simple sensor object-based activity recognition. Many projects of energy
adaptive buildings make good use of a simple sensor object-based approach. Padmanabh et al. (2009) investigate the use of microphones and PIR sensors. Delaney
et al. (2009) use PIR-based wireless occupancy sensors. The AIM Project make use
of PIR sensors in each room of a house (Barbato et al. 2009). In (Nguyen and Aiello
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2012), we perform indoor activity recognition by using simple sensors (infrared,
pressure and acoustic). Lu et al. (2010) use occupancy sensors (PIR sensors and
door sensors) to automatically turn off the HVAC system when the occupants are
sleeping or away from home. Newsham and Birt (2010) gather data related to a
total building occupancy by using contact closure sensors placed on various doors,
PIR motion sensors placed in the main corridor on each floor, and a carbon-dioxide
sensor positioned in a circulation area.
To gain precise and fine-grained activity recognition results, a system based on
simple sensors faces many practical issues, such as partial observability of the environment and noisy, imprecise and corrupted sensor data. Fortunately, activity
recognition in the field of energy adaptive buildings can tolerate a small loss in
detail in recognising activity for the sake of low cost and ease-of-use. In medical
monitoring applications, e.g., (Klein et al. 2007), activity recognition allows to identify the prominent activities of daily living and thus makes it possible to offer assistive living services to inhabitants. The more detailed activities can be recognised,
the better services can be provided. On the other hand, energy adaptive buildings
mostly benefit from occupancy information. Occupancy data is well suited to control the lighting system, providing better lighting conditions while saving energy
by reducing unnecessary lighting. HVAC control has a long response time to state
changes and demands predictive occupancy information, which also includes the
number of occupants. Therefore, we propose to use a sensor-based activity recognition approach since it shows to be more appropriate to the scenarios considered
in the energy adaptive buildings.
Activity recognition algorithms
Each activity recognition approach, e.g., vision-based or sensor-based, has its
own set of activity recognition algorithms. Regarding the algorithms for visionbased approaches, one can refer to intensive surveys in the field, such as (Aggarwal
and Ryoo 2011). This article provides a comprehensive overview of the state-of-theart in human activity recognition algorithms for vision-based approaches. The survey discusses in details high-level activity recognition methodologies designed for
the analysis of human actions, interactions, and group activities. Recent research
trends in vision-based approaches for activity recognition are also mentioned.
With respect to activity recognition algorithms applied in sensor-based approaches, Chen, Hoey, Nugent, Cook and Yu (2012) present an intensive survey,
examining the development and status of various aspects of sensor-based activity recognition. The authors review the major algorithms associated with sensorbased activity monitoring, modelling and recognition from which strengths and
weaknesses are highlighted. More specifically, the activity recognition algorithms
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can be broadly divided into two major strands. The first strand is based on symbolic machine learning techniques, including both supervised and unsupervised
learning techniques, which primarily use probabilistic and statistical reasoning. In
machine learning algorithms, the first step is to learn activity models from preexistent large-scale datasets of users’ behaviours using data mining and machine
learning techniques. This method involves the creation of probabilistic or statistical
activity models, followed by training and learning processes. The advantages of
the machine learning algorithms are the capabilities of handling uncertainty and
temporal information. However, this method requires large datasets for training
and learning, and suffers from the data scarcity or the “cold start” problem. It is
also difficult to apply learnt activity models from one person to another. As such,
this method suffers from the problems of scalability and re-usability (Chen, Hoey,
Nugent, Cook and Yu 2012). Among machine learning algorithms used in energy
adaptive buildings, Bayesian-based algorithms are widely used in many projects to
recognise activities and to predict user behaviour patterns. In the AIM system (Barbato et al. 2009), the authors build user profiles by using a learning algorithm that
extracts characteristics from the user habits in the form of probability distributions.
Bayesian networks are used in (Harris and Cahill 2005) to support prediction of user
behaviour patterns and to recognise finer-grained behaviours using acoustic sensors. In OBSERVE, Erickson et al. (2011) construct a multivariate Gaussian model,
a Markov Chain model, and an agent-based model for predicting user mobility patterns in buildings by using Gaussian and agent based models. The authors use a
wireless camera sensor network for gathering traces of human mobility patterns in
buildings.
The second strand of activity recognition algorithms is based on logical modelling and reasoning (Chen and Khalil 2011). The algorithms of this family exploit
rich prior knowledge in the domain of interest to construct activity models directly
using knowledge engineering and management techniques. This usually involves
knowledge acquisition, formal modelling, and representation. As such, this strand
is referred to as knowledge-driven algorithms (Chen, Hoey, Nugent, Cook and
Yu 2012). Activity models generated in this method are normally used for activity
recognition or prediction through formal logical reasoning, e.g., deduction, induction or abduction. This method has the advantages of being semantically clear,
logically elegant and easy to get started. But the method is weak in handling uncertainty and temporal information and the models could be viewed as static and
incomplete (Chen, Hoey, Nugent, Cook and Yu 2012).
As for the manner in which the domain knowledge is captured, represented and
used, the knowledge-driven algorithms to activity modelling and recognition can
be roughly classified into three main categories: 1) Mining-based algorithms, 2) Logic-
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based algorithms, and 3) Ontology-based algorithms. According to the in-depth analysis
and comparisons of different algorithms in each category in terms of their robustness to real-world conditions and real-time performance, e.g., applicability, scalability and reusability, provided in the survey (Chen, Hoey, Nugent, Cook and Yu
2012), the ontology-based algorithms have the most advantages. Compared with
the logic-based algorithms, the ontology-based algorithms have the same mechanisms for activity modelling and recognition. However, the ontology-based algorithms are supported by a solid technological infrastructure that has been developed in the semantic Web and ontology-based knowledge engineering communities. Technologies, tools and APIs are available to help carry out each task in an
ontology-based algorithm, e.g., ontology editors for context and activity modelling,
Web ontology languages for activity representation, semantic repository technologies for large-scale semantic data management and various reasoners for activity
inference. This gives the ontology-based algorithms a huge advantage in large
scale adoption, application development and system prototyping. Moreover, the
ontology-based algorithms overcome the disadvantage of machine learning techniques, that is, the demand of a sufficiently large amount of labelled data for training in order to perform well. Instead, without any training data, it is still possible
to obtain potentially performed activities of the user in a given context by exploiting symbolic reasoning. On the other hand, the logic-based algorithms for activity
recognition also have some drawbacks. The weakness of the logic-based algorithms
lies in their infeasibility to represent the uncertainty of an environment. The number of common office activities, which are of the interests of energy adaptive buildings, are limited and can be predefined by the domain and knowledge engineering
experts.
Based on the aforementioned arguments, we focus on multiple-area activities
(working at a desk with or without a PC inside private offices, having a meeting
or giving a presentation inside a meeting room, having a coffee break at the coffee
corner, and the presence/absence at the monitor areas) providing inputs for energy
adaptive buildings. Our solution uses ontological modelling, representation and
reasoning. We go beyond simple modelling of activities, artefacts and locations in a
taxonomical way as we also express semantic relationships and constraints between
these ontologies. By having a complete picture of the given context, symbolic reasoning can be performed, making it feasible to recognise possible activities of the
users. Our solution employs simple sensors to collect environmental information,
such as acoustic sensors to detect the appearance of human voice, pressure sensors
for chair occupancy, electricity measuring plugs to monitor power state of appliances (PC, coffee machine, projector, etc.), and so forth.
In the area of pervasive computing, the ontological language OWL-DL (Hor-
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rocks et al. 2003) has been used to build activity ontologies, and to recognise activities based on environmental data, for instance in (Chen and Nugent 2009), (Riboni
and Bettini 2011). However, these proposals are mainly concerned with the support
of people monitored for medical or security reasons. The application is rather different from the requirements considered in the energy adaptive buildings. In such
medical monitoring applications, activity recognition allows to identify the prominent activities of daily living and thus makes it possible to offer assistive living
services to inhabitants. The more detailed activities can be recognised, the better
services can be provided. Meanwhile, in contrast, activity recognition in the field of
energy adaptive buildings can tolerate a small loss in the details of recognising activity for the sake of cost and ease-of-use. Also, the energy saving buildings mostly
benefit from occupancy information. Rapid occupancy data is well suited to control
the lighting system thus providing for better lighting conditions while saving energy by reducing unnecessary lighting. HVAC control has a long response time to
state changes and demands predictive occupancy information, which also includes
the number of occupants. Thus, this is the first work that investigates and proposes
an ontology-based solution for area-based activity recognition to support energy
adaptive buildings.

5.2

Office activity recognition modelling

We define not only necessary models to formally describe an energy adaptive
building as a pervasive environment but also formal models of office activities and
activity recognition.

5.2.1

An energy adaptive building at work

Let us describe how an energy adaptive building would behave according to
environmental conditions and user activities to save energy while still satisfying
user comfort needs. The following scenarios also play the role of running example
throughout this section. One should notice that our scenarios are inspired by the
movie Her (The movie Her 2013).
Theodore is a professional writer who works for a public/private-relation business. The company’s building has several floors, each of which has a number of
offices connected among each other with doors and corridors. The ground floor is
different and has a restaurant. The building is equipped with typical office appliances, such as computers in offices and coffee machines in social corners. In addition, the building is enriched with various unobtrusive devices, such as naturallight sensors, lamp actuators and dimmers, radio-frequency tags, etc.
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The working place of Theodore is far from ordinary. It has Samantha, a building operating system with artificial intelligence. Samantha brings sophistication
in the way of dealing with occupants’ needs and requests, and anticipating their
activities. Samantha is able to process information coming from all sensors and
devices in order to analyse the contextual situations and to recognise users’ activities. She also coordinates devices and appliances for the good occupants. More
than that, Samantha is continually taking care of the building and transforms its
state according to every new situation. The following situations demonstrate the
required capabilities of Samantha.
It’s now 9 o’clock on a sunny morning in Groningen. Theodore gets off the bus
and walks to his office, enjoying the sunlight. By the way, he asks Samantha to
check the weather conditions for the whole day. Samantha gives him the information instantly as she knows that what Theodore would be going to ask for in the
morning.
As Theodore opens the door of his office and enters the room, Samantha turns
on the LED light tube close to the door while she still keeps the tube close to windows off because Samantha knows that there is enough sunlight inside the room to
just turn on only one light tube.
Theodore talks to Samantha for a while to keep updated about important emails,
missed calls, as well as appointments and working plan of the day. After that,
Theodore turns on his computer and starts to compose an intimate letter for a customer. Samantha knows that and turns off the light tube at the door, turns on the
light tube close to windows, right above Theodore’s working desk, in addition, the
light is dimmed as the sun is still partly shining.
At 12 o’clock, Theodore goes out for lunch with his colleagues. Samantha is
aware of these interrelated events, thus, she brings the computers into a sleep mode
and turns off the lamps in all related offices, including Theodore’s one. Naturally,
Samantha is ubiquitous. She also takes care of the environment in the restaurant.
The restaurant, as an open space, has a large number of lamps, and many sensors
for detecting people’s presence and sensing the light level. Given all this information, Samantha masterly orchestrates the control of lamps.
After lunch, they come to the social corner next to his office to have a coffee.
Samantha turns on the light as there is not enough natural light over there. Also,
coffee machine is on, ready to serve a cup of espresso as Theodore usual orders. He
then comes back to work at his desk, where Samantha already brings his computer
to active mode, turns on both light tubes as Dutch weather becomes cloudy again,
as usual.
At quarter to six, Theodore finishes with his work and leaves his office to a romantic dining place, with Samantha. Nevertheless, as an operating system, before
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leaving, Samantha turns off all energy consuming devices. Theodore’s office becomes energy neutral until the next working day.

5.2.2

Modelling pervasive environments

Pervasive environments are enriched with assorted devices, which report various kinds of data used to interpret the environments, and some of which provide
means to adjust the environment to meet users’ needs and operate efficiently at the
same time. We therefore say that a physical model of a pervasive environment consists of a set of devices D, where each device d has a sensing service sd that returns
the device’s output. To exemplify this, let us revive Theodore and place him in the
office building where he works. The building environment is equipped with various types of sensors. In Theodore’s office, for example, there are two light sensors,
one embedded near the window to sense the natural light level, and the other one
placed above Theodore’s desk to gather the indoor light level. The values of these
sensors are returned through getLux services.
The raw data coming from devices in D is then a set of outputs tsd1 , . . . , sdn u. In
actuality, this set presents pieces of data that has little meaning and may be conflicting. For example, if we assume that the two light sensors in Theodore’s office are
in fact different hardware components, it may happen that they sense contradicting
values. In order to ensure a consistent view of the light conditions of the environment and to get more meaningful information from the raw data, it is necessary to
combine the outputs of devices. We use a data fusion function df p¨q to relate devices’
outputs to variables, which represent an abstraction of the physical model. That
is, df : tsd1 , . . . , sdn u Ñ V , where V is a set of environment variables. Here we
do not assume that the application of df p¨q guarantees assignments of values to all
variables in V . We refer to the abstraction of the physical model as an environment.
Definition 1 (Environment). An environment E is a pair xV, Ly, where V is a set of
environment variables such that each v varies over a domain D̄v and has a location lv P L,
and L is a set of locations.
With this definition, it means that one or more unique variables can be associated with the office of Theodore. For example, roomLux1 and roomLux2 variables
indicate the luminance level expressed in lux within the domain of, let say, r0, 1700s.

5.2.3

Activity and context models

When performing activities, people usually interact with the environment
through its devices, causing changes in device outputs, for example, changes in
values of a movement sensor. User activities can be therefore identified and recog-
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nised via environment variables whose values are assigned with respect to device
outputs. In addition, activities and the location of their performing tend to be regular and repetitive in many types of pervasive environments. In other words, we
can derive that specific environment locations are associated with also specific activities. For example, Theodore’s office is a location where he works with or without his computer (PC) at his desk, or a meeting room, where people typically give
presentations or have discussions. We refer to this association as activity area: a
logically defined space where some particular activity takes place involving one or
more users (Curry 1996).
Definition 2 (User activity). A user activity ua is a tuple xn, ly, where n is the name of
the activity and l P L is the activity area, and L is the set of locations.
This means that ua “ xworkingWithPC , roomy is the activity of working with
PC in Theodore’s office. In reality, there can be many activities happening in one
location. So, beside working with PC, Theodore may work something without involvement of a PC, he may be just present in the office, or he can be absent. The
occurrence of such activities depends on the values of variables abstracting the environment. This means that we can recognise all activities taking place at all locations in an environment given the variables associated with each location.
Definition 3 (Activity recognition). Activity recognition is a function ar : E Ñ Act,
where Act is a set of recognised activities such that each act P Act is a user activity derived
from the correlation of all v P V that are associated with the location of act.
The set of recognised activities together with the abstraction of the physical
model provide a snapshot of the environment at a particular point in the time. We
refer to such snapshot as a context.
Definition 4 (Context). A context c is a tuple xE, Acty, where E “ xV, Ly is the environment and Act is the set of recognised activities at all locations in L.

5.3

Ontological modelling of user activities

Based on Definition 2 of user activity, we propose an ontology-based approach
for activity recognition that applies ontological modelling, representation, and reasoning to recognise multiple-user and multiple-locations activities from complex
contextual data gathered with the use of wireless networks of simple sensors.
In our ontology-based approach, the set of all possible activities A at each and
every location l P L is represented as an ontology of activity while the set of location
L is represented as an ontology of locations. At the same time, an ontology represents the normalised environment state ē, which is a set of environment variables
with assigned values.

5.3. Ontological modelling of user activities

5.3.1
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Activity ontological models

Activities are associated with the location where they take place. In addition,
office activities can be defined at different levels of granularity, e.g., in a working
room, the activity of being in the office working with PC can be considered as a subactivity of being present. Typical relationships are usually subsumptions “is-a” and
mereological “part-of” ones between primitive and composite office activities.
Ontological modelling which is the process of explicitly specifying key concepts
and their properties for a problem domain (Chen, Nugent and Wang 2012). These
concepts are organised in a hierarchical structure in terms of their shared properties to form superclass and subclass relations, e.g., working with PC is a subclass of
being present, while properties establish the interrelations between concepts, for instance, isRunning is a property of the MeetingRoom area that links the OfficeActivity
concept (e.g., giving a presentation, having a discussion, presence, absence) to the
MeetingRoom concept. The concepts and their interrelations via properties make it
feasible to recognise typical office activities that take place in typical office areas.

5.3.2

Ontology of office activities

To determine common office activities, we perform a survey for a complete
working day in two offices, one at a higher education institution’s office building
in Groningen (Hanzehogeschool, The Netherlands) used by two staff members, another one at the premises of Mennes & Jager in Groningen, an electronics company
with five staff members (Nguyen and Aiello 2012). The offices were filmed and
then the footage was used to classify by hand the activities of people over time. The
results of the manual classification are summarised in Figure 5.1 as pie-charts. In
both cases, one notices a dominance of being at the desk working with a PC or without one. At both Mennes & Jager and Hanzehogeschool, occupants mainly spend
their time working with computer at their desks, nearly 5 hours and 3 hours, respectively. They spend the main part of their remaining time sitting on their chairs at
the desk doing other tasks. In total, staff at Hanzehogeschool use 5 hours (63%) out
of their 8-hour working day sitting at their desk versus 6.7 hours (84%) at Mennes &
Jager. Absence is considered as an activity, representing the unoccupied status of the
office. Both offices are not occupied more or less for a half hour during the filmed
working day. Presence indicates that a user is in the room but the specific activity
does not have any significant impact on changing the state of the appliances. Activities of this kind include temporarily walking or standing looking through windows,
drinking tea and so on. In the data collection at Hanzehogeschool, presence happens in two hours and a half while the same occurs for just 0.7 hour at Mennes &
Jager in Groningen office. With respect to energy-awareness, having a meeting is an
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Figure 5.1: Activities of interest survey results

activity that requires appliance’s adaptations such as turning the lights on during
the meeting and turning them off otherwise, thus this activity is worth taking into
account in order to save energy and satisfy user comfort. Later on, we also investigate our own office at the University of Groningen, located on the fifth floor of the
Bernoulliborg building, consists of three offices occupied by permanent and PhD
staff, and a coffee corner/social area. As a starting point of our activity recognition
system, in first instance, we take the common office activities at three office areas
that have emerged from the survey, namely:1) Working Room, 2) Meeting Room,
and 3) Coffee Corner. The office areas and their performed activities are described
in Table 5.3. The definitions of the performed activities at each area are given in the
next section.
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Table 5.3: Typical office activities

Office area
Working Room
Meeting Room
Coffee Corner

5.3.3

Performed activities
Working with/without PC, presence, absence
Having a meeting, giving a presentation, presence, absence
Having a coffee break, presence, absence

Things-oriented activity area recognition

Things-oriented activity recognition was first proposed in (Yamada et al. 2007).
The idea is that things, especially artefacts, inherently have functions that enable
users to do particular activities. Thus, enabled activities can be identified by the
functions of things in the area. In addition, there is a high correlation between
activities and contexts. Spatial contexts relate to activity areas. Artefactual contexts
contain dynamic state changes of artefacts caused by activities, for example, the
changes of doors state, or the changes in the power consumption of a PC, coffee
machine, or microwave. Based on this approach, each activity is identified by two
contextual entities: 1) spatial contexts, i.e., office areas and 2) artefactual contexts,
i.e., involved sensors and artefacts. For instance, ‘working with PC’ is an activity
that happens in the ‘WorkingRoom’. Involved artefacts are working chair, PC, and
PC monitor. The descriptions of activities performed at each of the common office
activity areas are illustrated in Table 5.4.

5.3.4

Ontological office activity area modelling

There are several available ontologies that represent user activities, such as the
ones in (Latfi et al. 2007), SOUPA (Chen et al. 2005), CONON (Gu et al. 2004), and
CARE (Agostini et al. 2009). However, these ontologies are mainly dedicated to
medical monitoring applications. They are not suitable for the scenarios of energy saving buildings. Thus, in order to perform activity area recognition, we propose an ontology-based approach for activity recognition that applies ontological
modelling, representation, and reasoning to recognise multiple-user and multiplelocations activities from complex contextual data gathered with the use of wireless
networks of simple sensors. In order to make a context reasoning process feasible,
we build an OWL-DL (Horrocks et al. 2003) ontological model of activities, artefactual contexts and spatial contexts of the office environment as well as the relations
between them. The main ontologies of our model are SpatialContext, Activity,
ArtefactualContext (Nguyen et al. 2014). They and their properties are illustrated
in Figure 5.2. In an ontological model, properties relate instances of concepts in
the ontologies. Web Ontology Language (OWL) is an ontology language for the
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Office area

WorkingRoom

MeetingRoom

CoffeeCorner

There is no one at the CoffeeCorner

User is using PC, PC and monitor
are turn on
User is sitting at the desk but PC
and monitor are turned off
User is active in the room but no
further specific activity is recognised
User is absent from the room
User is giving a presentation with
the projector
Users are discussing at the meeting table
User is active in the room but the
specific activity is not recognised
User is absent from the room
Users are having lunch/coffee or
just a break

Definition

No artefacts involved
Coffee machine, microwave,
movement
detector
No artefacts involved

No artefacts involved
Chairs, Projector, human voice detector
Chairs, human voice detector
Movement detector

Movement detector

Chair

Chair, PC, monitor

Involved artefacts

Table 5.4: Performed activities at each office area

Performed
activities
Working
with PC
Working
without PC
Presence

Absence
Giving
a
presentation
Having
a
meeting
Presence
Absence
Having
a
coffee break
Absence
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Figure 5.2: The core of office activity ontologies

Semantic Web, developed by the World WideWeb Consortium (W3C)Web Ontology Working Group. OWL was primarily designed to represent information about
categories of objects and how objects are interrelated–the sort of information that is
often called an ontology (Horrocks et al. 2003). OWL is theoretically based on the
well-developed knowledge representation formalism of Description Logic (Baader
et al. 2003).
Given Definition 2, the set of environment variables and their normalised states
are reflected in the ArtefactualContext ontology, while the set of locations L is
ontological defined as the SpatialContext ontology. The ontology Activity represents the set of all possible activities A of the environment. In terms of ontological
modelling and reasoning, relationships between spatial and artefact contexts are
specified by a number of properties described in ontologies. In our ontologies, each
location li P L is an entity in SpatialContext ontology whose artefacts, i.e., the sensors and devices in the environment, are indicated in ArtefactualContext through
the relation hasArtefact, that is a special type of environment properties P rop. Vice
versa, each and every artefact in ArteractualContext has the location indicated in
SpatialContext ontology through the relation liesIn. Most importantly, the condition function φsl pē, probpb, dqq of an activity is now represented as each activity
happensIn a location li and hasDetected some specific artefacts that isInvoled. For
example, by using the syntax of description logic introduced in (Baader and Nutt
2003), the activity WorkingwithPC inside TheodoreRoom is defined in the ontologies
as follows.
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W orkingwithP C Ď W orking Ď P resence[
W orkingwithP C ” happensIn.T heodoreRoom[
xDinvolvingArtef act.Chair[
DinvolvingArtef act.P C[
DinvolvingArtef act.M onitory

5.3.5

The use of sensors in artefact ontology

Things or artefacts are very important in our model as they are used to recognise the occurring activity at each area. Enabled activities can be identified by the
current state of sensors and artefacts in the area. The idea is that, at any given moment, the recognition system checks the state of all artefacts in a specific activity
area and reasons with the ontologies to recognise which activity is taking place.
Therefore, it is vital to be able to monitor the states and functions of artefacts in
the environment, using sensor technology or other forms of state acquisition. Artefactual contexts are usually captured through various sensors. Each sensor can be
used to monitor and report the wanted situations of an artefact in the environment.
For example, pressure sensors are used to determine chairs’ occupancy, PIR sensors detect movement and thus presence, electricity measuring plugs indicate the
power inflow of appliances. Each sensor in the ArtefactualContext ontology liesIn
a specific SpatialContext and it isInvolved in a particular Activity. A part of them
is shown in Figure 5.3. Performed activities at each activity area are recognised by
ontological reasoning based on the checking of the state of all sensors involved. The
details of our activity recognition algorithm are presented in the next section.

5.4

Ontology-based activity recognition

Definition 3 defines the activity recognition as a process of ontological reasoning over the defined ontologies using ontological relationships between the ontologies. The set of relationships is the ontological representation of environment properties P rop. Our activity recognition algorithm always follows the change of values
in ē, every time there is a change in ē the algorithm takes as inputs multiple sensor observations represented in the normalised state of the environment ē together
with the terminological part of the ontologies, that are 1) Activity for the set of all
possible activities A of the environment, 2) SpatialContext for the set of all location
L, and 3) ArtefactualContext for the normalised state ē. The algorithm performs a
ontological reasoning process in order to determine the output that is an array Act
whose elements are occurring activities Act at corresponding locations in L. To be
more precise, Algorithm 3 provides a hight-level formalisation of the ontological
reasoning process. Environment variables and their value in the normalised state ē
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Figure 5.3: Part of the ontologies (Nguyen et al. 2014).

are stored in a vector V .
The algorithm reads all the pushed sensor data from V and inputs the data
to the ontological reasoner. The reasoner also takes the terminological part of the
ontologies to derive the specific activities performed at every office activity area in
the current time interval.
To illustrate the algorithm, we continue with our running example, describing
Theodore’s office. At a moment in time, electricity measuring plugs attached to the
his PC, and to his PC monitor inside a private office all report a high power state.
The pressure sensor of his chair is also activated. At the same time interval, the PIR
sensor at the social corner is triggered. This means that a chair, a PC, a PC monitor,
and a PIR sensor as instances of Artefact, are used in some activities. As each
Artefact liesIn some ActivityArea, it is possible to infer the location of involved
artefacts, i.e., a chair, a PC, a PC monitor are in private office, while a PIR sensor is
at social corner. As the Artefact ontology is the range of the hasDetected property,
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Algorithm 3 Activity Recognition

Input: V : vector environment variables in the normalised state ē,
Input: P rop: set of environment properties.
Input: Ontologies and their interrelationships.
Output: Act: Activities performed at all locations li P L
1: readpV q
2: Convert sensor observations to corresponding properties in the ontologies via
a fusion algorithm
3: Use context ontologies to aggregate and fuse multiple sensor observations, performing the reasoning task in order to recognise activities performed at all activity areas at the current time interval
4: Store the results in the output array A whose elements are happening activities
at corresponding areas
5: return Act

it can be inferred that one hasDetected is assigned the values of a chair, a PC, a
PC monitor, which all have ActivityArea is TheodoreRoom. Since the hasDetected
is used to describe the Activity ontology, it can be inferred that WorkingwithPC is
taking place inside Theodore’s room. Similarly, Presence is recognised by inferring
from the activation state of a PIR sensor at the social corner.

5.5

Activity recognition with CCD

Without any training data, it is still possible to obtain potential performed activities of users in a given context by exploiting symbolic reasoning. Nevertheless,
logical-based approaches for activity recognition also have some drawbacks. The
weaknesses of logical-based approaches mainly lay in their infeasibility to represent the uncertainty of environment. In addition, ontology-based approaches lack
learning ability. Thus in order to gain precise and fine-grained recognition results,
such systems must overcome partial observability of the environment and noisy,
imprecise, and corrupted sensor data. Therefore, we employ context consistency diagrams (CCD) as another layer of sensor data preprocessing to the key component
for fault corrections. The CCD data structure provides a mechanism for probabilistic reasoning about the current situation and calculates the most probable situation
at each moment of time even with the presence of inconsistencies, conflicts, and
ambiguities in available sensor readings. By having a complete and reliable picture
of the given context, symbolic reasoning can be performed, making it even more
feasible to recognise possible activities of the users.

5.5. Activity recognition with CCD
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Context consistency maintenance

Detection and resolution of sensor errors has been the objective of many studies. Detection strategies for inconsistent sensor readings, in particular, are studied
in the work (Xu et al. 2010). They propose to detect context contradictions based
on predefined constraints, and convert each constraint into a tree with constraint
operators as vertices and contexts as edges. The tree is called constraint tree. They
use partial constraint checking (PCC) algorithm to find only those parts of the constraint tree, which are affected by a new context. Huang et al. (2008) continue the
work by proposing to check branches probabilistically, which makes the processing faster. These works aim at fast detection of inconsistencies, while the CCD
structure, presented in (Degeler and Lazovik 2011), and used here, concentrates
on correct resolution, once inconsistencies are found. Bu et al. (2006) find inconsistencies by modelling context as RDF-triples using OWL-lite. They propose to
discard one of the conflicting contexts based on the relative frequency of the conflicting contexts. Xu et al. (2008) propose other discarding policies, among which
are drop-latest, drop-all, drop-random, and drop-bad. The CCD approach, on the
other hand, never discards inconsistent contexts, instead assigning probabilities to
all arising sensor interpretations. Kong et al. (2009) propose to extend the OWL
ontology with fuzzy membership to tolerate inconsistencies, but does not discuss a
way to get useful information out of it. Henricksen and Indulska (2004b) introduce
classification of context properties and inconsistencies, but do not provide precise
algorithms for dealing with possible context inconsistencies. Lu et al. (2008) provide a mechanism for detecting failures in context-aware applications and means
to test such applications. Huang et al. (2009) study the inconsistencies introduced
by asynchronous arrival of concurrent events, and propose an algorithm to detect
initial order of events. Using CCD we combine all sensor readings together during
their lifetime, so the initial order of arrival is not important.
The Context Consistency Diagrams (CCD) were first introduced in (Degeler and
Lazovik 2011). The work defined the data structure and its properties, presented
algorithms for maintaining the CCD in real-time and explained, how to calculate
the probability of certain situations. In (Degeler and Lazovik 2012) an additional
structure, Reduced Context Consistency Diagrams (RCCD) was introduced, which
allows to decrease the memory and processing time requirements by trading off
some of its expressibility.

5.5.2

Context consistency diagrams

In many sensor deployments, some sensors are redundant to increase the reliability of data. Consider for example two sensors, which check (1) whether the PC is
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active, and (2) whether the monitor is active. We can definitely say that if (1) shows
that the PC is off and (2) shows that the monitor is on, one of them must be faulty.
Such conflicts and inconsistencies in sensor data are common, as sensors are often
noisy, imprecise or not well calibrated. A number of sensor readings are called inconsistent if there is no single interpretation of the environment that is confirmed
by all available sensor data.
In the presence of such conflicts among sensor readings some research papers
suggest to discard one of the readings that is deemed as incorrect one based on
some heuristic strategy (Bu et al. 2006, Xu et al. 2008). Different heuristics are proposed, among which the removal based on relative frequency (Bu et al. 2006), droplatest, drop-oldest, drop-all, or drop-random strategies (Xu et al. 2008). However,
premature removal of the information may cause more harm than good, especially
in case the good reading is removed, while the wrong one is retained. A more cautious approach would be to retain all the information and probabilistically reason
about the probability of several situations.
By using such knowledge of dependencies between redundant sensors, we can
partially detect and mitigate inconsistencies, and attempt to correct faulty sensor
readings. The Context Consistency Diagram is a data structure designed to efficiently capture dependencies, and can be used with probabilistic reasoning to find
the most probable current situation (Degeler and Lazovik 2011). The rules of sensor dependencies are entered by system users. Every sensor reading is then preprocessed to find the logical constraints it imposes on other readings. This preprocessed sensor reading is called a context, as it partially represents information
about the environment. All contexts are combined and stored into the CCD. All
information is kept there for the duration of the sensor readings’ lifetime, thus even
in case of inconsistency, further readings may help to refine the knowledge of the
environment and make a more informed decision about the correctness of certain
sensor readings. We refer the reader to the previous works (Degeler and Lazovik
2011, 2012) for a formal definition of CCD and respective reasoning algorithms.
We will now briefly describe the important parts of the CCD as presented
in (Degeler and Lazovik 2011), i.e., how the information is represented there and
how it can be queried.
Environment and Context
Let us recall the definition of pervasive environments described Denifition 1. In
the context of sensor data consistency maintenance, every sensor represents a single
variable and the full set of possible sensor values represents a variable domain. The
single sensor reading may be not adequate to understand the full environment, but
when we combine information from several sensor readings, and also take into
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account dependencies between sensors, which are defined as logical formulas, the
combined information may give us a view of the part or of the full environment.
Therefore, we define a notion of a context and an interpretation.
Definition 5 (Sensor Data Context). For a given environment xV, Ly, a sensor data
context sc is a valuation of all variables in V with a non-empty subset Ds c of D.
We represent a sensor data context by enumerating its possible environment
variables values: D0c , . . . , Dnc , or, alternatively, as v0 P td0l , . . . , d0l u. For example,
for an environment, which contains two boolean variables P C and M onitor, the
sensor data context may be tP C “ ttrue, f alseu; M onitor “ trueu, which means
that the monitor is turned on and active, but we don’t know anything about the
state of the PC.
Definition 6 (Interpretation). If all variables vi are assigned one and only one specific
value in Di , a sensor data context is called an interpretation.
If, for the same example, we add a logical formula M onitor “ true ñ P C “
true, then when we apply this rule to the sensor data context above, we know that
the interpretation tP C “ true; M onitor “ trueu is probably the correct one.
Every variable in a sensor data context should have at least one possible value,
as otherwise the context cannot correspond to an actual physical situation. More
than one value, on the other hand, represents an ambiguity and incomplete knowledge of the environment. Intuitively, every new sensor readings add additional
knowledge about the environment, thus reducing the number of possible interpretations. Faulty sensor readings can be detected when impossible situation is
created, i.e., when there is no interpretation, which is consistent with all available
sensor readings.
Formally we define the notion of consistency as follows:
Definition 7 (Consistency). A set of sensor data contexts C “ tck u is consistent if there
exist at least one interpretation x : x.vi “ diji , @i P 1..n such that diji P ck .vi , @ck P
C, @i P 1..n. A set of sensor data contexts is inconsistent otherwise.
Additionally, we define two relations over sensor data contexts:
Inclusion: c1 Ă c2 iff @i P 1..n : c1 .vi Ă c2 .vi Inclusion can be viewed as a
relation of a more precise and less precise sensor data contexts. If c1 Ă c2 then
sensor data context c1 is more precise, than c2 , in other words, each variable of c1
contains less values that are possible.
Şk
Intersection: cu “ j“1 cj “ c1 X c2 ... X ck iff @i P 1..n : cu .vi “ c1 .vi X c2 .vi ... X
ck .vi An intersection of inconsistent sensor data contexts always equals to ∅. An
intersection of consistent contexts is a context, that is at least as precise, that any of
the originals: @j P 1..k cu Ď cj .
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Figure 5.4: CCD calculated for LCD “ T , PC “ T , PIR “ F , PR “ T . Every node

represents a rLCD|PC |PIR|PRs context. * denotes any value.
CCD reasoning
A CDD is essentially a compact representation of all possible interpretations of
the environment, given the current sensor readings. The CCD is a directed acyclic
graph, with a “full domain” sensor data context at the top (meaning “no information” is available) and more restrictive and knowledgeable contexts closer to the
bottom.
If all sensor readings are consistent with each other, the CCD will have only
one leaf, which represents the most probable situation. If errors in sensor readings
cause them to become inconsistent, several leaves will appear in the diagram. In
this case, we use probabilistic reasoning as described in (Degeler and Lazovik 2011)
to decide, which leaf represents the most probable interpretation. We may also use
different weights of sensors to show the trustworthiness of every sensor, because
different sensors are more or less likely to give an erroneous result.
Formally the CCD is defined as follows:
Definition 8 (Context consistency diagram). Given an environment xV, Ly and a set
of sensor data contexts C0 “ tck u, k P 1..N , a context consistency diagram (CCD) is a
tuple G “ xC, E, ry, where:
• r “ D, is a special sensor data context, the root;
• C “ C0 Y Cu Y r where Cu is the full set of intersections of a power set of C0 ;
• E Ď C ˆ C, such that pc2 , c1 q P E iff Dc1 , c2 P C : c1 Ă c2 and Ecm P C : c1 Ă
cm Ă c2 .
Example. Assume an office environment that has a personal computer P C, a PC’s
monitor LCD, a chair monitored by a pressure sensor P R, and a P IR sensor to
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monitor the hand movement of the user over the keyboard. Accordingly, there
are four boolean variables of different trustworthiness, encoded with weights, w:
PC with w “ 1, LCD with w “ 1, PIR for the keyboard with w “ 0.7 and chair
(PR)essure with w “ 0.8. We need to establish their dependency rules. The monitor
cannot be on if the PC is off. If the keyboard PIR detects movement, then the PC
has a user, and the chair is occupied. Finally, the monitor is designed to turn off
after 1 min of inactivity, thus it is only active if a user is present and works with the
PC and keyboard. This gives three rules:
1q LCD “ T ñ PC “ T ,
2q PIR “ T ñ PR “ T ,
3q LCD “ T ñ PIR “ T ^ PR “ T .
At every new reading, these rules are applied to obtain an extended context. E.g.,
for a reading PIR “ F , the extended context after the rules are applied is rLCD “
F |PIR “ F s. More than one extended contexts are possible, e.g., applying rules
to the reading LCD “ F returns two extended contexts: rLCD “ F |PR “ F s and
rLCD “ F |PR “ T s.
Figure 5.4 shows the CCD constructed (as described in details in (Degeler and
Lazovik 2011)) if the following four sensor readings are received: LCD “ T ; PC “
T ; PIR “ F ; PR “ T . Extended contexts from each of those readings receive a
weight that corresponds to this sensor. The weight is then carried on to all children.
At the end we have three possible situations. The combined weights for those situations are: w “ 1.8 for rF |T |T |T s, w “ 2.5 for rF |T |F |T s, and w “ 2.8 for rT |T |T |T s,
meaning that most probably the reading PIR “ F was incorrect.

5.5.3

Synthesis of CCD and ontology-based activity recognition

To synthesise a CCD component for context consistency maintenance and ontological modelling for office activity recognition, we design an sub-architecture
that integrate smoothly with the global architecture of energy adaptive buildings
proposed in Chapter 3. The sub-architecture is shown in Figure 5.5.
The Context Consistency Maintenance component employs CCD as the key
mechanism for sensor data pre-processing, detecting and correcting faults in raw
data provided from the Sensor Data Monitoring component. The reliable data processed with CCD is essential for the Activity Recognition (on top), which recognises
low-level as well as high-level activities by reasoning using the ontologies created
with Protégé (Protégé 2013), a graphical tool for ontology development that simplifies design and testing. There are Ground Activities Ontology for low-level activity
recognition and Generalised Activities Ontology for high-level recognition process.
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Figure 5.5: Sub-architecture of activity recognition and CCD components

CCD component
The CCD component contains two main parts: the Web User Interface, which
can be used by users of the building to control the rules and variables, and the
CCD Manager, which actually creates and manages CCDs, gets sensor readings
from the RabbitMQ and sends the results of correction to the Activity recognition
component.
The Web UI is quite straightforward. There are three main parts of the component that must be controllable/accessible by users. The first one is the variables
configuration of the system. The user can access the see, which variables are currently present in a system, can add/remove additional variables, and can configure
their information, such as the location of a device, the sensor weight, the available
states, etc.
The second part which the user can control is the set of rules for the system. The
rules are entered as formulas in predicate logic, where every atomic predicate is in
a form vi “ dij or vi P tdij1 , dij2 u, and takes true if the variable vi currently has one
of the specified values, and f alse otherwise. The user has the ability to alter the
existing rules, add new ones, or remove the obsolete ones.

5.6. Summary
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Finally, the last part of the web user interface is the environment information.
The most probable interpretation gets automatically calculated after every sensor
readings update, as is always kept in the system and is available for automatic
queries or to be shown to a user. This is the same information which is presented
to the Activity Recognition component, but shown in a human-readable way.
The CCD Manager component manages all system’s CCDs and it a common entry point of all input and output information. Potentially, every system can have
more than one Context Consistency Diagram. As the diagram only helps to improve information about dependent variables, there should be a single CCD for
every subset of dependent variables. The variables are dependent if there are rules
which restrict certain values combinations of these variables, or if there is another
variable, with which both variables are dependent. For example, variables for PC
and monitor are dependent, because the monitor cannot be on if the monitor is off.
And two different chairs in the same room are dependent, because if somebody
is working with PC, at least one or the other chair should be occupied, thus there
is another variable which combines the two chairs. But chair in one room is independent from the chair in another room, as there is no rules, no common variables
which combine them.
So, for the full set of variables the CCD Manager first identifies the subsets of independent variables, and the corresponding rules. Then the CCD Manager creates
a CCD structure for every such subset of variables. When a new variable or a new
rule is added or removed via a user interface, the affected CCD is reconstructed.

5.6

Summary

We presented models and an ontological algorithm for activity modelling and
recognition that effectively handles multiple-user, multiple-area situations, rapidly
recognising office activities as inputs for adaptive buildings. The proposed approach uses low-cost, binary, and wireless sensors. The set of activity areas, performed activities at each activity area, and artefactual context data defined in our
ontologies are just the starting point for the recognition system and it is obviously
non-exhaustive. However, we believe that these ontologies cover most popular office activity areas and performed activities. Furthermore, the ontologies are easily
extensible to address more activity areas and their performed activities of the application domain.
For data consistency maintenance, we employ context consistency diagrams
(CCD) that provide a mechanism for probabilistic reasoning: it calculates the most
probable current situation at each moment in time, in the presence of inconsistencies, conflicts and ambiguities in available sensor readings.

Chapter 6

An Implementation of Energy Adaptive
Buildings

T

o validate the proposed solutions for sensor data fault monitoring and user
activity recognition in Chapter 4 and Chapter 5, we develop a prototype implementation of the system and make study in our own offices at the Bernoulli
building of the University of Groningen. Next, we detail the requirements and realisation of each component.

6.1

Practical requirements for implementation

There are several practical requirements for implementation that need to be illustrated before we go further with describing the implementation of each component.

6.1.1

Real-time response to the changes in the environment

In scenarios like those considered by energy saving buildings, user comfort is an
essential success criteria for ICT-based solutions. In order to control appliances and
devices (e.g., heating and cooling systems, lamps, microwaves, coffee machines),
the whole recognition system should be able to respond within a certain time such
that no obvious delay can be felt by the users. In this perspective, it is useful to
categorise appliances and devices by their ‘resume’ times from a reduced-power
state. Harle and Hopper (2008) propose three classes:
1. Almost instantaneous resume. To the human eye, these devices switch power
state almost instantaneously, meaning in between 1 and 2 seconds (Davisson
et al. 1994). Lighting and electronic displays are good examples.
2. Sluggish resume. The devices of this type have non-instantaneous resume
times, but still resume within the order of a minute. A typical example is a
desktop PC.
3. Slow resume. These devices are associated with slow warm-up periods of-
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ten of the order of fractions of hours. Heating and cooling systems are good
examples.

Thus, we set our system to sense the changes in the environment, recognise users’
activity, and respond accordingly in every second, satisfying the required response
times of all potentially controlled devices and appliances.

6.1.2

Living lab description for CCD implementation

As the setup of a living lab has an important influence on the rule set of CCD
and activity recognition ontology, we present here the description of the living lab.
In the prototype implementation, we make a study in our own offices at the University of Groningen. The test site consists of two working rooms that are occupied by
two PhD candidates each and one coffee corner. The layout of the three-room test
site is illustrated together with the ZigBee mesh network of electricity measuring
plugs attached to electrical appliances and multi-hop network of simple sensors in
Figure 6.1.

Figure 6.1: Living lab setup

Experimental areas, the sensors, and the devices inside them are listed in Table 6.1. In particular, we use electricity measuring plugs to detect the power state
of five available devices (two PCs, two PC monitors inside two private offices, and
a microwave at the coffee corner). Sensors are used to gather other crucial informa-
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tion, pressure sensor for chair’s occupancy, acoustic sensor for human voice, and
PIR sensor for motion detection.
Table 6.1: Experimental areas and their sensors and devices

Office areas
WorkingRoom-1/2
MeetingRoom
CoffeeCorner

6.2

Sensors and devices
2 electricity measuring plugs for PC and PC’s monitor,
1 pressure sensor for chair, 1 PIR sensor
1 electricity measuring plug for projector, 2 pressure
sensors for chairs, 1 acoustic sensor, 1 PIR sensor
2 electricity measuring plugs for microwave and coffee
machine, 2 pressure sensor for chairs, 1 PIR sensor

Physical layer

In the prototype, we realise the physical layer with commercially available sensors, namely, pressure, acoustic, light, and PIR sensors, and electricity measuring
switchable plugs, providing enough ability to monitor essential environment information as well as to control devices.

6.2.1

Wireless networks of simple sensors

We use IEEE 802.15.4 compliant wireless sensors based on the original opensource “TelosB” platform designed, developed, and published by the University of
California, Berkeley (“UC Berkeley”). The hardware is produced by Advantic Systems1 (see the photos in Figure 6.2). The sensors are equipped with ultra low-power
16-bit microcontroller MSP430 and run a low-power consumption management algorithm. The motes also have an extension interface that can be used to connect
various sensor boards containing photo, temperature, humidity, pressure sensors,
and accelerometers, magnetometers and microphones. The on-board PIR and Microphone are used together with FlexiForce pressure sensor. The motes are programmed in nesC and run on the TinyOS 2.1.1, a lightweight, low-power platform
for embedded operating systems (Levis et al. 2004).
Components of wireless sensor networks usually work in a periodic manner.
The period determines its energy consumption and network lifetime. Thus we implement a particular sampling mechanism for each type of our sensors (pressure,
acoustic, PIR, measuring plug) in order to satisfy the requirement on the network
duration. The mechanism also allows sensors to update the changes in the environ1 http://www.advanticsys.com/
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(a) Advantic TelosB mote

(b)
A201-100
sensor

Tekscan R
pressure

(c) PIR and Acoustic sensors

Figure 6.2: Advantic sensors

ment to the activity recognition component within a second, satisfying response
time requirement. Since data transmission is very expensive in terms of energy consumption, while data processing consumes significantly less (Raghunathan et al.
2002), we design our system to let sensors check the state of artefacts every second
but only send updating message to the base station when needed.
Pressure sensor
We use a pressure sensor to detect chair occupancy status. The sensor designed
by Advantic Systems uses the Tekscan R A201-100 FlexiForce R sensor (see Figure 6.2(b)), which provides force and load measurements. The FlexiForce sensor
can be used to measure both static and dynamic forces (up to around 45 kg or 400
N ewtons), and is thin enough to enable non-intrusive measurement. Figure 6.3
shows a 30-minute (from minute 28 to minute 55) result from one of our tests on
chair pressure. When no one sits on the chair, pressure sensor returns a value which
is less than 5 Newtons and has an average value of about 1 Newton. While the chair
is occupied, the value of pressure is greater than 20 Newtons and can go up to almost 100 Newtons. Additionally, when working at the desk (with or without PC),
the user might stand up for a while or change the sitting posture thus the pressure
value hovers over time. However, from experimental data, we establish that, when
the chair is occupied the pressure average value in one second is greater than 20
Newtons while less than 10 Newtons is the value when the chair is unoccupied.
Therefore an one-second average value of 20 Newtons is set as the threshold to distinguish among the two states of the chair’s occupancy. To get a precise number,
the average value is calculated from 10 values polled in one second. The average
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Figure 6.3: Pressure sensor data

value is then compared with the threshold (20 Newtons) to identify and update the
chair status. The current status is compared with the one of the previous second to
detect the change in the state. Only if there is a change in the chair state, the pressure sensor wirelessly sends chair status packets with a single value to update the
vector V of sensor data to the base station, where the main program runs. In case
there is no change in the chair state for more than 30 seconds, the pressure sensor
sends a single-value status (TRUE or FALSE) packet to base station to inform the
system that the sensor is still alive.
PIR motion sensor
The Passive InfraRed sensor uses the Perkin Elmer Optoelectronics LHI878 sensor,
Figure 6.2(c). The LHI878 pyroelectric infrared-detector series are the standard dual
element design recommended for all variants of motion control.
Different from pressure information, with which average value reflects the pressure during the polled period, user movement only triggers PIR sensor for short
time intervals. Figure 6.4 illustrates a 10-minute reading (from minute 45 to minute
55) of PIR data. When there is no movement inside the field of view, regardless of
room conditions (e.g., temperature, luminance), the used PIR sensor returns a small
raw-value that is stably either one, two or three. The raw-value can be converted to
the corresponding voltage, if required. In the conditions of typical offices, move-
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ment is detected when PIR is triggered and it returns a raw-value that is stably at
around a high value of minimum at 290 to maximum at 2860, depending on the
temperature and luminance of the room. Based on these experimental results, we
use 100 raw-value as the threshold for detecting motion of user inside the office.
After the polled period, the maximal PIR raw-value is taken, instead of calculating
an average value, as the key value to compare with the threshold of 100 raw-value.
The PIR sensor uses 10 Hz sampling rate.
The PIR sensor detects the motion of users inside the office. PIR sensor data
provides an indication of whether users are likely to be in the office, especially
when all other sensors do not detect any activity. Thus, the sensor is very important
in detecting the change in the area occupancy state. This change in occupancy state
directly influences the way to control the lighting system. When the occupancy
state changes from Absence to Presence, lamps should be turned on immediately.
But when the users leave the area, the occupancy state should be kept at Presence
for a while before changing to Absence. In this way, appliances, especially lamps,
are controlled properly, thus satisfying user comfort. Therefore, we apply a specific
mechanism for PIR sensor. There are two points of the mechanism we want to
stress.
First, the sensor transition from FALSE to TRUE is immediate upon reaching
the threshold and consequently the area activity changes from Absence to Presence.
Also, the sensor immediately sends the status packet (TRUE) to the base station
to update the change at the monitored area. Accordingly, appliances/lamps are
turned on within a certain time such that no obvious delay can be felt by human
users.
Second, the TRUE state is kept such for a certain amount of time, that can be adjusted dynamically at run time, if required. For example, in our deployment at our
living this time-out is set at five minutes after the PIR value is continuously below
threshold for such an interval. During the time-window, every second, the sensor
still checks if PIR value is TRUE and shift the time-window to the new moment (second). Within the TRUE time-window, the sensor does not send any status packet to
the base station. Thus the state of PIR sensor known by base station is TRUE. When
the TRUE time-window expires, i.e., no motion is detected for a minute, the PIR
sensor changes its state to be FALSE and updates this change by sending a singlevalue status packet to the base station. In case there is no change in the PIR state for
more than 30 seconds, the PIR sensor sends a single-value status (TRUE or FALSE)
packet to base station to inform the system that the sensor is still alive.
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Figure 6.4: PIR sensor data

Acoustic sensor
The SE1000 acoustic sensor provided by Advantic Systems is a mini-microphone
(20óẪÉ16000 Hz, SNR 58 dB), Figure 6.2(c), capturing ambient audio information.
It is designed to detect the presence/absence of sound. Different from PIR or pressure data, with which we are able to set an absolute value as a threshold to distinguish occupancy states, the changes in sound level (decibel) depend on offices and
settings. For example, background noise in different offices or at different time of
the day may vary greatly.. Therefore, the threshold value can not be given as an
absolute value. However, monitored sound (person speaking) makes a significant
change in sound level in comparison with ambient background noise. For this reason, before final deployment, we run a training phase to establish the difference
in decibel level of acoustic data between two cases. Acoustic data is sampled at 50
Hz providing just time resolution needed, in turn, for capturing the appearance of
expected sounds. Then, average value of one-second polling data is used as decibel
value of the background noise, then again, the maximal value of polled data is compared with this ambient noise’s level to check the appearance of monitored sounds.
In addition, by using a low sampling rate of 50 Hz, the sensor energy consumption reduces significantly, compared to sampling at MHz levels, which is required
for detecting human speech, not to mention the privacy problems that sampling at
such rate entails.
For sensing person speaking, the subtraction of the average value from the maximal one leaves a value greater than 30 dB. Figure 6.5 shows results from some
of our experiments during training phase, illustrating 30-second polling. The fig-
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ure represents result from meeting table when person’s speaking sound is present.
From the results during the training phase, we set the value of 20 dB, getting from
the subtraction of average value from maximal one as the threshold for human voice
acoustic sensor at the meeting table.
The acoustic sensor is used similarly to the PIR sensor, thus a similar mechanism
is applied, that is, instantly changing sensor state from FALSE to TRUE and keeping
a one-minute TRUE time-window. In case there is no change in the sound state for
more than 30 seconds, the acoustic sensor sends a single-value status (TRUE or
FALSE) packet to base station to inform the system that the sensor is still alive.

Figure 6.5: Acoustic sensor data

6.2.2

Wireless actuator network

For electricity measuring switchable plugs, we use Plugwise2 products consisting of plug-in adapters that fit between a device and the power socket. The adapters
can turn the plugged device on and off, and at the same time, can measure the
power consumption of the device that is attached. When connected appliances are
not in use, i.e., either off or idle, the power consumption measured by the plug
is very small, between 1.0e-6 kWh to 1.0e-3 kWh. The plug sends the power consumption value of the appliance to the base station every second. One should notice
that differently from other networks, where energy conservation is an important requirement, the plugs use a small amount of electricity directly from power outlets.
Moreover, we remark that the Plugwise plug itself consumes a maximum power
of 0.11 W. The value is insignificant compared to 365 W, that is the consumption
of the desktop computer monitored by the plug. The plugs are called “Circles” or
“Wieland” and they form a wireless ZigBee mesh network around a coordinator
(called “Circle+”). The network communicates with the base station through a link
provided by a USB stick device (called “Stick”), as shown in Figure 6.6. One typical
2 http://www.plugwise.com/
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Plugwise network is illustrated in the Figure 6.7.

Figure 6.6: Plugwise Cirle, Circle+, Stick, and Wieland

6.3

Sensor and actuator gateway services

At the Gateway, we implement two services, namely 1) telosB and 2) Plugwise
in order to handle telosB-based sensors and Plugwise devices, respectively. Both
services are implemented in Scala. The TelosB service handles the readings from
TelosB sensors. The readings occur in asynchronous mode. Every time a new message arrives from the sensor network the TelosB service checks message senders and
pushes new data to the RabbitMQ. The Plugwise service is responsible for managing Plugwise devices, providing functionalities to 1) request the current state of a
Plugwise plug, i.e., whether the plug is switched on or switched off, and 2) change
the state of a Plugwise plug, i.e., witch a plug on or off.

Figure 6.7: A typical Plugwise network
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Sensor data monitoring services

Implement the fault detection library with Java programming languages (Java
2012). To execute the ARIMA fault detection, i.e., create a model of the data and
predict future values, the R programming language (R 2012) is used since R has
necessary implementation of time series analysis and can be interfaced with Java.
The main goal of this library is to detect and classify sensor data faults. We now
examine the individual software modules in more detail.
Detection Module. The detection module contains the implementation of the
neighbourhood vote and ARMA-based faults detection methods.
Classification Module. The classification module contains the implementation of
the classification algorithm as in Section 4.4.2.
Evaluation Module. The evaluation module contains methods to determine the
accuracy of fault detection methods.
Storage Module. The storage module contains the implementation for working
with a database. It contains database models for raw measurements as well as
annotated measurements. Annotated measurements contain information as fault
detection results and configurations.
Utilities Module.
modules.

6.5

The utilities module contains auxiliary methods to aid the other

The context service

The Context service consists of two subcomponents, namely the Activity recognition and the Context processing. The service is implemented in Scala programming language. The raw sensor data about the environment, e.g., light condition,
human’s motion, state of the Plugwise devices, etc., are provided from the Gateway
as important input for the Context service.
The Activity recognition updates new activities while the Context processing
updates changes in the ambient conditions as soon as they are collected and processed to a RabbitMQ where interested services, such as planner, subscribed in
order to get the latest state of the environment.
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6.5.1

Ambient light processing

The current implementation of the Context processing component is done with
the Scala programming language and it is only responsible for ensuring the consistent view over the ambient lighting condition. Raw sensor readings, in the unit of
lux, coming from light sensors are calibrated in correlation with respect to by the
Context processing component, providing a consistent view over the light condition at all locations of the environment.

6.5.2

CCD implementation

The full environment, as modelled in CCD, contains 19 variables. Since not all
sensors are equally trustworthy, we introduce the initial weights for all sensors that
are drawn from empirical experiments conducted at a calibration phase to evaluate accuracy rate of the data coming from sensors, Table 6.2. For example, the
Plugwise are the most trustworthy ones since the experimental results show that
the electricity consumption values are reported stably, and they have the biggest
relative weight, while there are relatively many situations when PIRs fail to detect
movement or catch the occasional reflection of the sun in otherwise still environment, so the PIR sensors have the lowest weight. The pressure and acoustic sensors
fall in between. It should be noted that in this setting the weights range in the region 0.5 ´ 1.0, but this does not corresponds to the actual probability of the sensor
sending a true value. I.e. the sensors with the weight 1.0 still occasionally return
erroneous values, while the sensors with the weight 0.5 give correct results much
more frequently than 50% of the time. The weight of sensors only matters on relative scale, i.e., w.r.t. other sensors, and the absolute value of the sensor weight is
not important.
We establish eleven rules about the environment for the CCD to construct expanded contexts. For every office, five rules are designed, and one more rule for
the coffee corner. We now describe all of them.
The first rule is that it is not possible for the monitor to be on if the computer is
turned off, therefore the rules are:
1LCD “ true ñ 1P C “ true

2LCD “ true ñ 2P C “ true
The monitor is configured to turn off after 1 minute of inactivity, thus we could
ensure that it is running only when people are actually working with the computer.
A working person should be sitting on the chair and the PIR sensor that catches only
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Table 6.2: Sensor weights in the CCD

Variable
1AcousticKeyboard
1Acoustic
1LCD
1PC
1PIRKeyboard
1PIRMotion
1Pressure1
1Pressure2
2Acoustic
2AcousticKeyboard

Weight
0.8
0.7
1.0
0.9
0.5
0.5
0.8
0.8
0.7
0.8

Variable
2LCD
2PC
2PIRKeyboard
2PIRMotion
2Pressure1
2Pressure2
3Acoustic
3Microwave
3PIRMotion

Weight
1.0
0.9
0.5
0.5
0.8
0.8
0.7
1.0
0.5

the keyboard and mouse area should actually catch the respective activity. If the
PIR Keyboard detects a movement of the mouse or above the keyboard, someone
must be sitting and moving the mouse or typing.
1LCD “ true ñ p1P ressure1 “ true _ 1P ressure2 “ trueq ^ 1P IRKeyboard “ true
2LCD “ true ñ p2P ressure1 “ true _ 2P ressure2 “ trueq ^ 2P IRKeyboard “ true
1P IRKeyboard “ true ñ p1P ressure1 “ true _ 1P ressure2 “ trueq
2P IRKeyboard “ true ñ p2P ressure1 “ true _ 2P ressure2 “ trueq
The Acoustic Keyboard sensor can easily be enabled on the same device which
has the PIR Keyboard sensor. Thus we have an additional source of information for
us to use. Therefore the Acoustic Keyboard sensor acts as a backup for the main
acoustic sensor in the room:
1AcousticKeyboard “ true ñ 1Acoustic “ true
2AcousticKeyboard “ true ñ 2Acoustic “ true
During our experiment the acoustic sensors are configured to catch human
voices. We also ensure the working atmosphere in the offices, i.e., no music running in the background when no one is around. Given the setting, the recognition
of a sound inside a room means that people speaking inside, which gives enough
movement for the PIR sensors to recognise it. To ensure this the following rules are
added:
1Acoustic “ true ñ 1P IRM otion “ true

6.6. Activity recognition service implementation
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2Acoustic “ true ñ 2P IRM otion “ true
When a meeting is taking place, conversations are expected, which should be
caught by the acoustic sensor:
1P ressure1 “ true ^ 1P ressure2 “ true ñ 1Acoustic “ true
2P ressure1 “ true ^ 2P ressure2 “ true ñ 2Acoustic “ true
Finally, for the coffee corner, if people are around and either speaking or using
the microwave, we expect the PIR sensor to detect them:
3Acoustic “ true _ 3M icrowave “ true ñ 3P IRM otion “ true
The CCD is constructed based on those rules, and every sensor reading increases the probability only of those situations that are consistent with these rules
and this reading. The weight of the sensor is added to these situations (CCD leaves)
with every reading and removed when the reading becomes obsolete. When contacted by the Activity Recognition component, the situation with the biggest weight
is returned.
As regard to system integration and communication, the CCD Manager component registers itself with the RabbitMQ server, and subscribes for the events of
sensors which are represented as variables. When the CCD Manager receives a new
sensor reading, it finds the appropriate CCD based on the variable and sends the
reading to this CCD for addition. When the lifetime of a sensor reading is expired,
the CCD Manager contacts the CCD in order to remove the reading. The CCD
Manager provides a REST interface as well for the activity recognition component
(or any other component which may be interested in corrected sensor data). When
contacted, it generates a message with a JSON object that contains the current most
probable interpretation.

6.6

Activity recognition service implementation

The Activity recognition subcomponent takes care of user-activity related data,
e.g., PIR, pressure, or acoustic data, recognising the activities of users in each area
of the environment.
The ontologies are developed with Protégé (Protégé 2013), a graphical tool for
ontology development that simplifies design and testing that uses the OWL2 Web
Ontology Language3 , with which description logic syntax is used to describe statements. Ontological reasoning is performed using the HermiT (HermiT 2012) infer3 http://www.w3.org/TR/owl2-overview/
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ence engine, and its application programming interfaces (APIs) for the Java programming language. The recognition algorithm is developed in Java and implemented as an on-line recognition system.

6.6.1

Language and syntax

In the OWL2 Web Ontology Language the number sign “#2 is used to refer to
entities inside an ontology. The expressibility of the ontology is in the range of
ALCOQpDq hence fitting into the OWL-DL language specifications.

6.6.2

Top classes of our ontologies

An ontology is a representation of the world relatively to some domain. By having an ontology, we can apply reasoning over a domain, therefore the more comprehensive representation we create the better information we can obtain. Our office
domain is modelled around three main office activity ontologies and their relations,
defined in Chapter 5, and illustrated in Figure 5.2. The main ontologies are also
known as OWL top classes while the relations are called OWL object properties. As
shown in Figure 6.8, the #Activity top class implements the Activity ontoloty. The
ontology ArtefactualContext is implemented as top class #Sensor, while the ontology SpatialContext is implemented as the top class #Area. The top classes provide
the system the perception of the key concepts in activity recognition, namely, the
area where an activity takes place, the sensor involved in an activity and the activity
itself.

Figure 6.8: The ontologies and their relations.

6.6.3

Object relation

The relations between ontologies are called object relations and are used to link
an individual with another, in our case they link individuals from a top-class group
to another. In the following, we list the specifications for each object relation used
in our ontologies. One should notice that all the relations are irreflexive. In the
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implementation, there are three object relations 1) #hasDetected, 2) #isRunning, and
3) #liesIn that represent the relations between the three ontologies.

#hasDetected relation links an activity to a sensor in order define an activity as
something that is detected by a sensor. This relation is used extensively along all
the classes under #Activity.
Domain: #Activity
Range: #Sensor

#isRunning links activities to areas and is used to define #Area as something that
has an activity or a place where activities are running.
Domain:#Area
Range:#Activity

#liesIn binds sensors to areas and helps the system positioning the sensors in
different places.
Domain:#Sensor
Range:#Area
After having defined the top-classes as a backbone for our system we now look
deeper into their subclasses and the sub-domains, as illustrated in Figure 6.9.

6.6.4

#Area and its subclasses

#Area class
The #Area class is defined again with a closure axiom as follows:
#Area ” Dp#isRunning.#Activityq

(6.1)

Each and every instance of #Area must have at least one assertion of the
#isRunning property between it and an instance of #Activity. The Axiom 6.1
defines no actual spatial information about areas, instead it provides the perception of an area as something where an activity is taking place by defining an ad-hoc
object relation. All current possible areas in our office domain #Area are describe
in a covering Axiom 6.2 as following.
#Area Ď p#M eetingRoom \ #Of f iceRoom \ #T oilet \ #Cof f eeAreaq (6.2)
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Figure 6.9: Inferred model class hierarchy of our ontologies.
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Figure 6.10: The area subclass

#Area subclasses
We define an OWL class for each area taken into account, these area classes are
subclass of #Area and their definition puts a restriction on which activities can be
held in a given area.
Area subclasses are physical areas of our office environment. The subclasses are
defined by putting some restrictions on what can be run in each area.
For example, #CoffeeArea represents the coffee area in our test environment, it
is used to have coffee or lunch and social activities. The ontology defines this class
by restricting what can be executed here, exactly which classes can appear in the
#isRunning relation.

6.6.5

#Cof f eeArea Ď #Area

(6.3)

#Cof f eeArea ” #isRunning.p#Absence \ #Cof f eeBreakq

(6.4)

#Sensor and its subclasses

The sensors and devices used in our implementation are simple sensors (pressure, PIR, acoustic) and Plugwise switchable measuring plugs. They are represented with a covering axiom:
#Sensor Ď p#P lugwises \ #Simpleq

(6.5)

In particular, each sensor is defined as something that #liesIn some #Area and
#hasID is a nonN gativeInteger, as described by the Axiom 6.6. This axiom gives
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Figure 6.11: The sensor subclasses

the system the perception of the location of the sensors, forcing them to belong to
some area defined as #liesIn some #Area. The other condition that defines a sensor is the assertion #hasID data property that is a unique numerical identification
given to each and every sensor.
#Sensor ” pD#liesIn.#Areaq [ p#hasID : nonN egativeIntegerq

(6.6)

Sensor subclasses
The sensor sub-domain is divided into two different and disjoint subclasses:
#Simple and #P lugwises, as shown in Figure 6.11. Again, there are other subclasses of #Simple, one for each type of the sensors deployed in our implementation. Since the subclasses of #Sensor are being instantiated, there is an instance for
each sensor of the sensor’s mesh network, those individuals generally are defined
by theirT ype [ theirLocation.
The #Sensor subclasses contain the necessary hierarchy to describe the types
of sensors we used in our activity recognition system. One should notice that there
are physical instances, i.e., OWL individuals, declared in the #Sensor ontology.
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#Simple is a subclass that acts as a superclass for sensors which have the simple
type.

#Simple Ď #Sensor

(6.7)

The sensors implemented in our ontologies are #Acoustic, #P ressure, and
#P IR_activity.
#Plugwises is a subclass that represents all Plugwise switchable electricity measuring plugs deployed in our environment.

#P lugwises Ď #Sensor

6.6.6

(6.8)

#Activity and its subclasses

#Activity class
The #Activity class represents an abstract activity, it does not define a particular
activity nor the location where an activity takes place. Instead, this abstract activity
expresses some strong and weak conditions to define what an activity is. In the
OWL2 syntax, the #Activity is made of two axioms:
#Activity Ď p#Absence \ #P resenceq

(6.9)

Expression 6.9 defines the #Activity as a class of the union of two other
classes, namely #Absence and #P resence, which are later declared as subclass of
#Activity and disjoint from each other. The #Activity is typically called a covering
axiom, meaning that every instance of the #Activity must be either a #P resence or
an #Absence. In other words, #Activity is modelled with OWL as an open world
that “covers” all the instances and to not have any orphan instance of the class.
Next, we define the relation between an instance of the #Activity with instances
of the #Sensor as:
#Activity ” Dp#hasDetected.#Sensorq

(6.10)

Axiom 6.10 is called a closure axiom, stating that each and every instance of the
#Activity class must have at least one #hasDetected relation between it and some
instance(s) of the #Sensor. Axiom 6.10 models the concept that in our domain an
activity is something detected by some sensor(s).

136

6. An Implementation of Energy Adaptive Buildings

Figure 6.12: Activity class and its hierarchy.

Activity subclasses
Activity subclasses define the activities that can be recognised and it is structured in a hierarchy that allows fine grained recognition and concept-driven activity definitions. As stated above, #Activity defines an abstract activity without
further defining it. To allow effective activity recognition, we introduce two subclasses #P resence and #Absence, we may note how the hierarchical structure fully
describes the organisation of the activities. It is important that there is no instance
of those classes but only class definitions and restrictions.
#Presence The subclass #P resence is defined as:
#P resence Ď #Activity

(6.11)

#P resence [ #Absence Ď K

(6.12)

Axiom 6.11 indicates that #Presence is a subclass of the #Activity, while Axiom 6.12 states the disjointness of #P resence and #Absence in an area.
#Absence is a special activity and it is also the default activity for all areas. Axioms 6.10, 6.11, and 6.12 force any activity subclass of the #Activity that has
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the property #hasDetected to be automatically a subclass of #P resence, while
all classes that do not have any #hasDetected property will be subclasses of the
#Absence.
#Absence ” #Activity [ p#Activity [ p #P resenceqq

(6.13)

#CoffeeBreak We now examine the #Cof f eeBreak subclass and its subclasses
as an example of detailed activity. The other activities, i.e., #W ork, #M eeting, and
#T oileting work almost in the same way.

#Cof f eeBreak Ď #Activity

(6.14)

#Cof f eeBreak ” D#hasDetected.p#liesIn : #Cof f eeAreaq

(6.15)

The expression 6.15 defines #Cof f eeBreak as an instance having at least one
#hasDetected property to instances of the class #Sensor such that all the instances
#liesIn #Cof f eeArea. In other words, #Cof f eeBreak is an activity made by detecting sensors from the coffee area only. The #Cof f eeBreak activity is a subclass
of #P resence not by definition but because it is a subclass of the #Activity and
thanks to the covering Axiom 6.9 that forces the #Cof f eeBreak to belong either
to #Absence or #P resence and at the same time the expression 6.15 confirms that
this activity belongs to #P resence since there is a sensor has been detected via the
relation #hasDetected. Ontological reasoning enables our activity recognition to
recognise activities as fined-grained as possible by inferring the right class given
the array of sensors in input.

6.6.7

The sensors

In our ontology, the instances of sensors are treated as individuals. The definition of a new sensor is intuitive and short since the individual is made by the
intersection of three axioms: one for its type, one for its location, and one for the
ID that can also be self-generated. The system is capable to immediately use newly
added sensors among the other ones that predefined, making it clear at any given
time which sensor are being used. Below is the list of all the sensors, i.e., OWL
individuals, used in our system:
At the coffee corner
1. #Cof f eeCorner_Acoustic P #Acoustic [ p#liesIn.#Cof f eeAreaq
2. #Cof f ee_P IR P #P IR_activity [ p#liesIn.#Cof f eeAreaq
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3. #Cof f ee_machine P #P lugwises [ p#liesIn.#Cof f eeAreaq
4. #M icrowave P #P lugwises [ p#liesIn.#Cof f eeAreaq
In the private office
5. #W orking_chair P #P ressure [ p#liesIn.#Of f iceRoomq
6. #Of f ice_P IR P #P IR_activity [ p#liesIn.#Of f iceRoomq
7. #Of f ice_acoustic P #Acoustic [ p#liesIn.#Of f iceRoomq
8. #P C_power P #P lugwises [ p#liesIn.#Of f iceRoomq
9. #P C_screen P #P lugwises [ p#liesIn.#Of f iceRoomq
In the meeting room
10. #M eeting_chair1 P #P ressure [ p#liesIn.#M eetingRoomq
11. #Beamer P #P lugwises [ p#liesIn.#M eetingRoomq
12. #M eeting_acoustic P #Acoustic [ p#liesIn.#M eetingRoomq
13. #M eeting_P IR P #P IR_activity [ p#liesIn.#M eetingRoomq

6.7

Shared knowledge base implementation with Cassandra and Neo4J

The shared knowledge base is realised and stored in two databases, a Neo4J (The
Neo4j database 2014) as a graph database and a Cassandra (Lakshman and Malik
2009) as a NoSQL database.
The databases are necessary to store and retrieve the data (e.g., the sensor measurements, or buildings structural data) for the components of the system. The
data can be stored in relational databases using tables, in a graph database, or both.
The primary difference is that in a graph database the relationships are stored at
an individual record level, whereas in a relational database the structure is defined
at a higher level (i.e., table definitions). One of the main advantages is that graph
databases provides index-free adjacency (i.e., graph traversals can be performed
with no index lookups) that can lead to a much better performance. Each sensor
measurement contains relationships to other data such as the floor, building, time
and date, and room or user. As a large amount (e.g., 1,000,000) of sensor measurements with a traditional database caused severe performance issues (e.g., retrieve
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the total energy consumption for a certain hour on a specific date), we use a combination of NoSQL database and graph database. NoSQL database delivers faster
performance for systems involving time series or big data (such as data coming
from thousands of sensors), while graph database has advantages for maintenance
of building structure and relationship between nodes (e.g., users, rooms, devices).
Neo4j is an open source database with features from both document and graph
database systems. Neo4j excels in scalability, availability, performance, and price.
After careful consideration, Neo4j is picked as the main storage facilitator for the
building spatial and structural information of the system. Neo4j database contains
static information about a building, sensors and actuators, their location and device
type, their data type, building organisation, etc.
The main database storing large amount of sensor data is the Cassandra
database. Cassandra is a NoSQL database that delivers fast performance for systems involving time series or big data. Cassandra is used to store time series data
coming from sensor readings periodically (e.g., each second one data point).
All data logging coming from different system components goes to the main
database. This enables recording exact behaviour of a building, in other words its
heart beat, that is very helpful for further analysis of what triggers energy consumption, what may be expected in the following period and how it can be kept in
reasonable limits or reduced.

6.8

HTN Planner as the controller

All components of the Planning System are implemented in the Scala programming language. The problem converter translates the context information and activities described in JSON syntax into Hierarchical Planning Definition Language
(HPDL) syntax (Georgievski 2013). The domain modeller enables creating models. Consequently, the planner’s input consists of HPDL domain and problem descriptions. Planning is offered as a service by implementing its functionalities as
REST resources. Upon receiving a request with appropriate arguments, the planner searches for a solution, structures the resulting plan in JSON, XML or plain-text
format, and returns it to the interested party.

6.9

System communication

All the components in the system communicate with each other through the use
of JSON4 objects. JSON was picked because of the good readability, simple syntax
and ease of use. JSON is also less verbose than alternatives like XML, which de4 http://json.org/

140

6. An Implementation of Energy Adaptive Buildings

creases the size of the message payloads. Developers of components that communicate with each other dictate the content of the messages that are communicated
with each other. Depending on the data that the component requires, the body of
the JSON object may change. For the sake of traceability with asynchronous communication and readability and consistency in generic messages, a basic template
was specified to which all the messages of components should adhere.
The RabbitMQ (Videla and Williams 2012) messaging framework is chosen as it
is a complete and highly reliable enterprise messaging system based on the emerging AMQP (AMQP Messaging System 2013) standard and runs on all major operating systems.

6.10

Summary

We presented a prototype implementation of our system and its deployment at
our offices at the Bernoulli building. The implementation covers all layers and components designed in our architecture, going from physical layer with wireless sensors and actuators, through sensor data monitoring services and context services,
up to the HTN-based controller, as well as a RabbitMQ messaging framework for
system communication.

Chapter 7

Evaluation

I

n order to evaluate the accuracy of our hybrid technique for sensor data monitoring, we conduct an analysis on a well-known sensor dataset. We also run
our system in our own offices as living labs to evaluate our ontology-based activity recognition approach in combination with CCD. The evaluation is performed in
terms of accuracy, performance, also in terms of energy savings and user satisfaction.

7.1

Evaluation on sensor data fault detection and classification

We describe evaluation with the provided benchmark dataset in order to analyse
the accuracy of our hybrid technique for data fault detection and classification in
WSNs.

7.1.1

Dataset

We conduct an analysis on the well-known sensor dataset SensorScope (SensorScope Project 2013). The SensorScope project is an outdoor sensor network
deployment consisting of weather-stations with sensors for sensing several environmental quantities such as temperature, humidity, solar radiation, soil moisture,
etc. We use temperature readings collected from sensors deployed in the Grand St.
Bernard pass between Switzerland and Italy in 2007. Each sensor collected samples
every two minutes for 43 days. In what follows, we select 10 sensor nodes which
suffer from various faulty readings of more than one type. The 10 analysed nodes
are 2, 6, 7, 9, 15, 17, 18, 19, 20, and 29. We denote the time series data of each of
these 10 sensors as SensorScope nodeID. Figure 7.1 illustrates various faults for all
four types that are exhibited in the time series data of the 10 sensors.
Ground truth of faults in the dataset. The dataset does not provide fault annotation. Thus, we visually inspect the SensorScope time series to identify the characteristics of correct readings, as well as those of random, malfunction, bias, and drift
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Figure 7.1: Actual readings from 10 experimental sensor nodes from SensorScope

dataset
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faults. Then, to obtain the ground truth, we first run a script to annotate the data; afterwards, we manually double check to ensure that the ground truth is as precise as
possible. Our way of building ground truth is similar to and consistent with current
practice, such as (Yao et al. 2010, Lakhina et al. 2004), for datasets that lack ground
truth. Our observations show that discrete faults (i.e., random and malfunction)
occur widely in sensor data, even at the early stages of sensor deployment. On the
other hand, continuous faults (bias and drift) do not appear that frequently and in
some cases, bias faults occur in the late stages of sensor deployment and the faults
remain until sensor nodes physically malfunction or die.

Checking interval. A checking interval consists of T readings. As SensorScope
sensors collect samples every two minutes, we set the checking interval to T “ 30,
which means that readings are checked against faults every hour. We focus on
detecting whether the sensor data within that period is faulty and what the fault
type is, rather than trying to identify every single fault.

Neighbourhood modelling. For neighbourhood modelling, we apply KMeans++ (Arthur and Vassilvitskii 2007) with DTW (dynamic time warping) (Müller 2007) to define the neighbouring sensors among monitored sensor
data items. Figure 7.2 illustrates an example of how eight out of 10 experimental
nodes are classified into two groups of neighbouring nodes by using DTW-based
K-Means++ on the sensor data collected. In this example, two nodes sensorScope 9
and sensorScope 29 are not included in the categorisation since there are no data
coming from these two node during the expected period from September 21, 2007
to September 25, 2007.

Figure 7.2: Neighbourhood categorisation based on K-Means++ with DTW
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Result analysis and discussions

We evaluate the accuracy of our solution using the dataset and the ground truth
identification described above. We apply the following metrics.
Given a fault type T , its F P , F N , and over success rate are defined as,
1. F P (Fault Positive) - the number of other sensor readings recognised wrongly
as faults of type T,
2. T P (True Positive)- the number of faulty sensor data readings recognised correctly as faults of type T, and
3. the overall success rate for each fault type
ř
SR “ ř

FaultType

TP

FaultType Faults

Specifically, the results in tables from Table 7.1 to Table 7.4 are presented as follows: x{y indicates that x out of y faults are detected correctly (corresponding to y
true positives), and we also indicate separately the number of corresponding false
positives. Note that a continuous fault (bias or drift) may consist of many consecutive data points. We focus on detecting these events rather than on identifying
every faulty data point within the event.
Table 7.1 and Table 7.2 show the results obtained with the neighbourhood voting (NV) and the time series analysis (TS), proposed in Chapter 4, respectively. The
success rates achieved range between 80% (time series analysis for drift faults) and
92.6% (time series analysis for bias faults).
The first impression is that both neighbourhood voting and time series analysis
achieve good detection accuracy over the SensorScope dataset for all four types of
faults. Neighbourhood voting has accurate detection results because, with our experimental dataset, the number of neighbours is sufficiently large, and the nodes’
failure ratio is low. Nevertheless, neighbourhood voting does worse than time series analysis, because in some cases several neighbours of a node also have faulty
readings, especially in the late state of the sensor’s lifetime. On the other hand,
experimental results suggest that time series analysis, the ARMA model in particular, is not able to detect bias and drift faults in some cases. However, with support
from neighbourhood voting and from histogram confirmation, our hybrid solution
successfully detects fault events of these types.
The results obtained from the N V X T S intersection are shown in Table 7.3,
while Table 7.4 reflects the results obtained with the N V Y T S union. Clearly,
the N V X T S helps to decrease false positives and computational overhead of the
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Table 7.1: Results of neighbourhood voting

Sensor node
SensorScope 2
SensorScope 6
SensorScope 7
SensorScope 9
SensorScope 15
SensorScope 17
SensorScope 18
SensorScope 19
SensorScope 20
SensorScope 29
Total
SR (%)

Random
TP
FP
4/4
0
2/4
1
5/8
1
5/5
1
1/1
0
4/5
0
4/4
0
4/4
0
2/3
0
7/7
0
38/45
3
84.4

Malfunction
TP
FP
42/53
1
4/4
1
15/18
1
14/17
3
75/81
0
69/76
1
13/15
1
2/2
0
4/6
0
46/51
0
284/323
8
87.9

Bias
TP
FP
180/200
2
67/70
1
91/103
3
133/148
7
4/5
0
137/157
2
18/18
1
0/0
0
68/73
0
125/134
0
823/908 16
90.6

Drift
TP
FP
3/5
0
0/0
0
4/5
0
0/0
0
0/0
0
15/19
0
13/16
1
39/46
5
0/0
0
0/0
0
74/91
6
81.3

method, while the success rate reduces slightly. Vice versa, the N V Y T S decreases
false negatives, and thus increases the success rates and the overhead, and increases
fault positives. This conclusion is summarised in Table 7.5 and is also illustrated in
Figure 7.3.
Table 7.2: Results of time series analysis

Sensor node
SensorScope 2
SensorScope 6
SensorScope 7
SensorScope 9
SensorScope 15
SensorScope 17
SensorScope 18
SensorScope 19
SensorScope 20
SensorScope 29
Total
SR (%)

Random
TP
FP
4/4
0
3/4
1
7/8
1
5/5
1
1/1
0
4/5
1
4/4
0
4/4
0
2/3
0
7/7
0
41/45
4
91.1

Malfunction
TP
FP
48/53
2
4/4
0
14/18
2
15/17
4
76/81
0
71/76
3
14/15
2
2/2
0
5/6
0
49/51
1
298/323 14
92.3

Bias
TP
FP
183/200
2
69/70
2
96/103
6
137/148
9
4/5
0
143/157
3
14/18
0
0/0
0
73/73
0
122/134
2
841/908 24
92.6

Drift
TP
FP
3/5
0
0/0
0
4/5
1
0/0
0
0/0
0
14/19
0
11/16
1
41/46
5
0/0
0
0/0
0
73/90
7
80.2
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Table 7.3: Results of the intersection N V X T S

Sensor node
SensorScope 2
SensorScope 6
SensorScope 7
SensorScope 9
SensorScope 15
SensorScope 17
SensorScope 18
SensorScope 19
SensorScope 20
SensorScope 29
Total
SR (%)

Random
TP
FP
4/4
0
2/4
1
5/8
1
5/5
0
1/1
0
4/5
0
4/4
0
2/3
0
7/7
0
38/45
2
38/45
2
84.4

Malfunction
TP
FP
40/53
0
4/4
0
13/18
0
14/17
1
75/81
0
68/76
1
13/15
1
2/2
0
4/6
0
45/51
0
278/323
3
86.1

Bias
TP
FP
180/200
0
67/70
1
89/103
2
130/148
3
4/5
0
135/157
1
14/18
0
0/0
0
68/73
0
120/134
0
807/908
7
88.9

Drift
TP
FP
3/5
0
0/0
0
4/5
0
0/0
0
0/0
0
14/19
0
11/16
1
38/46
4
0/0
0
0/0
0
70/91
5
76.9

Table 7.4: Results of the union N V Y T S

Sensor node
SensorScope 2
SensorScope 6
SensorScope 7
SensorScope 9
SensorScope 15
SensorScope 17
SensorScope 18
SensorScope 19
SensorScope 20
SensorScope 29
Total
SR (%)

7.2

Random
TP
FP
4/4
0
3/4
1
7/8
1
5/5
2
1/1
0
4/5
1
4/4
0
4/4
0
2/3
0
7/7
0
41/45
5
91.1

Malfunction
TP
FP
50/53
0
4/4
1
16/18
3
15/17
6
76/81
0
72/76
3
14/15
2
2/2
0
5/6
0
50/51
1
304/323 16
94.1

Bias
TP
FP
189/200
0
69/70
2
98/103
7
140/148 13
4/5
0
145/157
1
18/18
1
0/0
0
73/73
1
127/134
2
863/908 26
95.0

Drift
TP
FP
3/5
0
0/0
0
4/5
1
0/0
0
0/0
0
15/19
0
13/16
1
42/46
6
0/0
0
0/0
0
77/90
8
84.6

Activity recognition without CCD evaluation

We set up two living labs. The first living lab is used to evaluate our ontologybased approach for activity recognition alone, without CCD component integrated,
while the second one is to evaluate our approach in combination with CCD for
context consistency maintenance. In this section, we present the evaluation on the
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Table 7.5: Overall success rates and fault positives
Method

NV
TS
Intersection
Union

Random
SR
FP
84.4
3
91.1
4
84.4
2
91.1
5

Fault type
Malfunction
Bias
SR
FP
SR
FP
87.9
8
90.1
16
92.2
14
92.7
24
86.1
3
88.9
7
94.1
16
95.0
26

Drift
SR
FP
81.3
6
80.2
7
76.9
5
84.6
8

Figure 7.3: Experimental results

ontology-based activity recognition approach alone. In the next section, Section 7.3,
we present the evaluation results of the activity recognition approach with the support of CCD for maintaining more consistent inputs for the recognition process.

7.2.1

Living lab setup

The experiment is performed at our own offices at the University of Groningen
used as the living lab. The test site, that is occupied by two PhD candidates, consists of two working rooms, one meeting room, and one coffee corner. The layout of
the four-room test site is illustrated together with the ZigBee mesh network of electricity measuring plugs attached to electrical appliances and single-hop network of
simple sensors in Figure 7.4. Areas and the sensors and devices inside them are
listed in Table 7.6. In particular, we use electricity measuring plugs to detect the
power state of five available devices (two PCs, two PC monitors inside two private
offices, and a projector inside a meeting room). Sensors are used to gather other
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Figure 7.4: Living lab and setup (simplified room layout)

crucial information, pressure sensor for chair’s occupancy, acoustic sensor for human voice, and PIR sensor for motion detection.
Table 7.6: Experimental activity areas and their artefacts

Office areas
WorkingRoom-1/2
MeetingRoom
CoffeeCorner

Sensors and devices
2 electricity measuring plugs for PC and PC’s monitor,
1 pressure sensor for chair, 1 PIR sensor
1 electricity measuring plug for projector, 2 pressure
sensors for chairs, 1 acoustic sensor, 1 PIR sensor
2 electricity measuring plugs for microwave and coffee
machine, 2 pressure sensor for chairs, 1 PIR sensor

The experiments concern the recognition of seven activities performed by the
two PhD candidates in WorkingRoom-1, WorkingRoom-2, MeetingRoom, and
CoffeeCorner office activity areas. Two PhD candidates are asked to perform the
activities following a given scenario in 100 minutes. Table 7.7 describes the scenario used in our experiment. Each activity is performed in roughly five minutes.
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Because we focus on activities of office areas instead of the activities of users themselves, the last four rows of Table 7.7 summarise the activities of each area.
The scenario is run three times, thus, activities are performed for a total of 300
minutes. Users change their activity every five minutes, while we use one-second
as the time extent of each activity instance, therefore 300 minutes of experiment are
equivalent to totally 18.000 occurrences of activity instance. Table 7.8 summarises
the real occurrences of activity instances at each activity area. That is then used as
ground truth for evaluation. By using one-second time period, our system updates
the vector of sensor data and recognises activities at all four areas every second.

7.2.2

Evaluation metrics

Given an activity A, its FP, FN, and TP are defined as,
• FP (False Positive): the number of happening minutes of other activities
recognised incorrectly as A.
• FN (False Negative): the number of happening minutes of A recognised
falsely as not A.
• TP (True Positive): the number of happening minutes of A recognised truly
as A.
We adapt to our case the following performance measures:
• Precision: the rate of the real happening time of A over all the time recognised
as A.
TP
P recision “
(7.1)
TP ` FP
• Recall: the proportion of the time correctly recogised as A against the real
happening time of A. Also called “True Positive Rate” - the percentage of
positives the system recogises correctly.
Recall “

TP
TP ` FN

(7.2)

• The overall success rate of the system is computed based on the following
formula:
ř
ˆ
˙
@activities F N
success rate “ 1 ´
(7.3)
Tall
ř
in which, @activities F N is the total seconds of wrong recognition. Tall is the
number of seconds of total experimental period. We calculate the success rate
for each activity as well as for each monitored area.
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Table 7.7: Experimental scenario in 100 minutes

Time (min) 1-56-1011-1516-2021-2526-3031-3536-4041-4546-5051-5556-6061-6566-7071-7576-8081-8586-9091-9596-100
Activity by user
User 1
A B W Wpc Wpc M
P
M
C
C
W W Wpc Wpc B
A
C
M M
A
User 2
A B Wpc Wpc W M
P
M
C
C
A W Wpc Wpc Wpc W A
M M
A
Activity by area
WorkingRoom-1 A B W Wpc Wpc A
A
A
A
A W W Wpc Wpc B
A
A
A
A
A
WorkingRoom-2 A B Wpc Wpc W A
A
A
A
A
A W Wpc Wpc Wpc W A
A
A
A
MeetingRoom A A A
A
A
M
P
M
A
A
A
A
A
A
A
A
A
M M
A
CoffeeCorner A A A
A
A
A
A
A
C
C
A
A
A
A
A
A
C
A
A
A
A = Absence; B = Being present; W = Working without PC; Wpc = Working with PC; M = Having a meeting;
P = Giving a presentation; C = Coffee break
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Table 7.8: Ground truth of the occurrences of activity instance at each activity area

Activity
Wpc
W
P
M
C
B
A
WorkingRoom-1 3600
2700
0
0
0
1800
9900
WorkingRoom-2 4500
2700
0
0
0
900
9900
MeetingRoom
0
0
900
3600
0
0
13500
CoffeeCorner
0
0
0
0
2700
0
15300
A = Absence; B = Being present; W = Working without PC; Wpc = Working
with PC;M = Having a meeting; P = Giving a presentation; C = Coffee
break
Area

7.2.3

Results

The overall success rates of the system for each monitored area are shown in Table 7.9. Our system makes a classification every second. The confusion matrix and precision/recall measures of our experiment are presented in the tables
fromable 7.10 to Table 7.13.
Table 7.9: Success rates of the system at each area

ř
Area
@activities F N
WorkingRoom-1
1429
WorkingRoom-2
1403
MeetingRoom
939
CoffeeCorner
463
Tall “ 18000 seconds

Success rate
92.06%
92.21%
94.78%
97.43%

The first impression is that the solution achieves overall success rates significantly high, that is 92.06% and 92.21% for WorkingRoom-1 and WorkingRoom-2,
respectively, while this accuracy for MeetingRoom and CoffeeCorner is 94.78%
for the former and 97.43% for the latter.
Tables from Table 7.10 to Table 7.13 illustrate the results in more detail by showing precision and recall of all activities at all areas. The results show that at all areas,
the important activities that affect user’s comfort are recogised accurately. At the
working rooms, the two important activities Working with PC and Working without
PC are not incorrectly recogised as Absence or Present. This makes sure that PCrelated devices (PC, monitor, lamps) are not turned off when users are working. At
the meeting room, the recalls of Giving a presentation and Having a meeting are highly
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Table 7.10: Results for working room 1

(a) Confusion matrix
Recognised as Ñ
Working with PC
Working without PC
Being present
Absence
(b) Precision/Recall
Activity

Wpc

W

B

A

3349
163
60
149

251
2474
187
30

0
33
1511
484

0
30
42
9237

Precision (%)

Recall(%)

Working with PC
90.00
93.03
Working without PC
84.09
91.63
Being present
74.51
83.94
Absence
99.23
93.30
A = Absence; B = Being present; W = Working without PC; Wpc = Working
with PC

kept at 83.55% and 91.53%, respectively. This guarantees that meeting-related load
(projector, lights) are on when users need them. The recall of coffee break is even
higher at 93.00%.
Table 7.11: Results for working room 2

(a) Confusion matrix
Recognised as Ñ
Working with PC
Working without PC
Being present
Absence
(b) Precision/Recall
Activity

Wpc

W

B

A

4189
283
0
0

252
2353
124
167

59
12
730
408

0
52
46
9325

Precision (%)

Recall(%)

Working with PC
93.67
93.09
Working without PC
81.25
87.15
Being present
60.38
81.11
Absence
98.96
94.19
A = Absence; B = Being present; W = Working without PC; Wpc = Working
with PC

153

7.2. Activity recognition without CCD evaluation
Table 7.12: Results for meeting room

(a) Confusion matrix
Recognised as Ñ
Giving a presentation
Having a meeting
Being present
Absence
(b) Precision/Recall
Activity

P

M

B

A

752
220
0
0

148
3295
0
486

0
0
0
0

0
85
0
13014

Precision (%)

Recall(%)

Giving a presentation
77.37
83.55
Having a meeting
83.86
91.53
Being present
Absence
99.35
96.40
A = Absence; B = Being present; M = Having a meeting; P = Giving a presentation

7.2.4

Discussions

Overall, the classification is accurate, but as can also be seen from the results presented in the tables, several recogised activity instances of Having a meeting are actually Absence activity. While some recogised instances of Working with PC are actually
Working without PC and Presence activities. The former case is caused by inaccurate
acoustic data decisions, i.e., the acoustic sensor is triggered when actually there is
no human voice appearance as well as the PIR and acoustic sensors keep their state
as TRUE for one minute due to one-minute TRUE time-window. While the delay of
the report of appliance’s power state leads to the latter case.
The error may cause unnecessary energy usage by increasing the PC-related or
meeting-related load (e.g., LCD monitor or lights are not turned off). Meanwhile,
these results in the hight of recall of Working with PC, Giving presentation, or Having
a meeting activities, make sure that PC/meeting-related devices are probably working while users are really working with the PC or giving a presentation. All related
appliances work when users need them, satisfying one of the important criterion
of a smart building, that is, that the user comfort has higher priority over energy
saving.
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Table 7.13: Results for coffee corner

(a) Confusion matrix
Recognised as Ñ
Coffee break
Being Present
Absence
(b) Precision/Recall
Activity

C

B

A

2511
0
274

0
0
0

189
0
15026

Precision (%)

Coffee break
90.16
Being present
Absence
98.76
A = Absence; B = Being present; C = Coffee break

7.3

Recall(%)
93.00
98.21

Activity recognition with the support of CCD evaluation

After integrating the CCD component into our system, as discussed in Section 5.5, we conduct another experiment in order to evaluate the error correction
rate of CCD and its effect on the accuracy of the ontology-based activity recognition approach. Another living lab is set up for this experiment.

7.3.1

Living lab setup

Using the layout of Figure 6.1, also illustrated again in Figure 7.5 for the convenience of readers, the sensors described in the Section 6.2, we perform an experiment in three distinct days in a week, that is, daily from 10:00 AM to 17:00 PM,
in March 26, March 29, and April 3, 2013 to verify the accuracy of the proposed
architecture and approach in terms of activity classification, but also the error correction rate of CCD. The experiments concern the recognition of six different activities performed by two PhD candidates in WorkingRoom-1, WorkingRoom-2, and
CoffeeCorner. During the experiment, the users take accurate notes of actual activities happening in the offices every minute, which is used as golden truth for the
evaluation. Table 7.14 summarises the real occurrences of activity instance at each
activity area, that is then used as ground truth for evaluation. By using 1 minute
time window, the collected ground truth is composed of 1201 activity instances.

7.3. Activity recognition with the support of CCD evaluation
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Figure 7.5: Living lab and setup
Table 7.14: Ground truth of the occurrences of activity instance at each activity area

Activity
A
B
W
Wpc
M
C
WorkingRoom-1
70
232
256
640
3
0
WorkingRoom-2
129
112
139
754
67
0
CoffeeCorner
843
0
0
0
0
358
A = Absence; B = Being present; W = Working without PC; Wpc = Working
with PC;M = Having a meeting/discussion; C = Coffee break
Area

7.3.2

CCD vs. Averaged

In order to evaluate how CCD is able to detect and correct the errors in sensor readings and how the CCD corrections affect the accuracy of our recognition
solution, we implement another system which uses the same architecture as in Section 5.5.3 except CCD-based fault correction component. Instead, to correct the
faults in sensor readings, we implement a simple major voting algorithm, that is,
the value of a sensor reading (TRUE or FALSE) is decided based on the most probable observation for a given combination of five readings collected in a minute. We
call the algorithm Averaged in order to distinguish with the CCD solution.
The Gateway provides raw sensor readings for both CCD and Averaged compo-
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nents. After processing to correct the errors, CCD and Averaged provide corrected
sensor readings as inputs for Activity Recognition component. The recognition results by using CCD and Averaged sensor readings are stored to make comparisons.
We apply the evaluation metrics defined in Section 7.2.2 as the performance
measures.

7.3.3

Results and discussion

The overall success rates of the system for each monitored area are shown in Table 7.15. The first impression is that CCD significantly helps to correct the faults
in sensor readings, thus the success rates notably increase, compared to Averaged ones. In particular, CCD helps to correct 90 minutes of wrong recognition
at WorkingRoom-1, equivalent to 40%, improving the success rate for this room by
7.66%. The CCD corrections for WorkingRoom-2 is even more significant with
46.83% of faults corrected, thus the accuracy of the recognition reaches 87.42%.
That means it is 11.07% better compared to 76.35% returned by Averaged correction. One witnesses the most remarkable corrections at CoffeeCorner, where
82.60% of faults are corrected by the CCD component. The hight number of corrections can be explained when we investigate the raw readings from sensors at
the CoffeeCorner. Because CCD helps to correct PIR sensor readings with the
following rule
3Acoustic “ true _ 3M icrowave “ true ñ 3P IRM otion “ true
The tables from Table 7.16 to Table 7.18 illustrate the result in more detail by
showing precision and recall of all activities and all areas. In all three areas, CCD
improves Recall of Working with PC, Having a meeting/discussion, and Having a coffee
break activities, making sure that PC/meeting-related devices are working probably while the users are really working with the PC or having a meeting. These
satisfy one of the important criterion of a smart building that is the user comfort
has higher priority than energy saving. For example, Recall of Working with PC
at WorkingRoom-1 improves from 94.53% to 99.06%, while this improvement at
WorkingRoom-2 is from 81.69% to 97.61%.
The improvement of success rates is also reflected by the results presented in
the Figure 7.6, which show the comparison between actually happened activities
in each monitored area and the recogised activities from Averaged result and CCD
result.
During the experiments, we also measure the running time of our system. The
results show that our current system, which includes three activity areas (two working rooms and a coffee corner) and 19 sensors (15 simple sensors and five electricity

157

7.3. Activity recognition with the support of CCD evaluation
Table 7.15: Success rates of the system at each area

ř

Area
WorkingRoom-1
WorkingRoom-2
CoffeeCorner

Area
WorkingRoom-1
WorkingRoom-2
CoffeeCorner

@activities F N
Averaged
CCD
230
138
284
151
46
8
Tall “ 1201 minutes

Averaged

Success rates
CCD

80.85%
76.35%
99.17%

88.51%
87.42%
99.33%

% of errors
fixed
40.00%
46.83%
82.60%

Improvement
7.66%
11.07%
00.16%

measuring plugs), can run in a distributed manner with the running time of less
than 5ms.
Table 7.16: Results for coffee corner

(a) Confusion matrix
Recognised as Ñ
Having a coffee break
Absence
(b) Precision/Recall
Activity

C
Aver.
312
0

A
CCD
350
0

Precision (%)
Aver.
CCD
Having a coffee break
100
100
Absence
94.82
99.06
C = Having coffee break; A = Absence

Aver.
46
843

CCD
8
843

Recall(%)
Aver.
CCD
87.15
97.76
100
100
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Table 7.17: Results for working room 1

(a) Confusion matrix
Recognised as Ñ
Wpc
W
M
B
A
U
Aver. CCD Aver. CCD Aver. CCD Aver. CCD Aver. CCD Aver. CCD
Working with PC
605 634
8
2
0
0
2
4
0
0
25
0
Working without PC
1
9
255 247
0
0
0
0
0
0
0
0
Having meeting/discussion
1
1
2
2
0
0
0
0
0
0
0
0
Being present
1
6
12
17
0
0
46
117
168 92
5
0
Absence
0
0
3
5
2
3
0
0
65
62
0
0
(b) Precision/Recall
Activity
Precision (%)
Recall(%)
Aver.
CCD
Aver.
CCD
Working with PC
99.50
97.54
94.53
99.06
99.60
96.48
Working without PC
91.07
90.47
Having a meeting/discussion
0
0
0
0
Being present
95.83
96.69
19.82
50.43
Absence
27.89
40.25
92.85
88.57
Wpc = Working with PC; W = Working without PC; M = Having a meeting/discussion;B = Being present;
A = Absence; U = Unrecognised minutes

Wpc
Aver. CCD
616 736
4
4
12
37
0
2
0
2

W
Aver. CCD
14
14
130 131
4
5
6
17
0
0

M
Aver. CCD
0
0
0
0
0
25
0
0
0
0

B
Aver. CCD
3
4
3
2
0
0
44
32
1
1

A
Aver. CCD
1
0
2
2
0
0
62
61
127 126

CCD
97.61
94.24
37.31
26.78
97.67

U
Aver. CCD
120
0
0
0
51
0
0
0
1
0

Precision (%)
Recall(%)
Aver.
CCD
Aver.
Working with PC
97.16
94.23
81.69
Working without PC
84.41
78.44
93.52
Having a meeting/discussion
0
0
Being present
86.27
76.92
39.28
Absence
66.14
66.31
98.44
Wpc = Working with PC; W = Working without PC; M = Having a meeting/discussion;B = Being present;
A = Absence; U = Unrecognised minutes

Working with PC
Working without PC
Having meeting/discussion
Being present
Absence
(b) Precision/Recall
Activity

(a) Confusion matrix
Recognised as Ñ

Table 7.18: Results for working room 2
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(a) Result day 1

(b) Result day 2

(c) Result day 3

Figure 7.6: Experiment in three days
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Evaluation on energy savings and user satisfaction

To not only evaluate the accuracy of the proposed activity recognition technique, but also to estimate the energy saving potential, we propose and implement
an approach that manipulates context information, and combines our ontologybased technique to recognise occupant activities with Artificial Intelligence (AI)
planning to automatically produce office adaptations at run-time. Given the context information and the recognised activities, a technique based on Hierarchical
Task Network (HTN) planning is adopted to compose a plan, that is, a sequence of
device operations. Finally, plans are executed by using a wireless network of actuators. We refer to (Georgievski et al. 2013) for more details about our solution and
its implementation.
We conduct two experiments with our combined control solution in order to
evaluate the energy saving potential as well as the user satisfaction with our control
system. The first experiment is a semi-simulated setting which takes into account
the activities recognised by our ontology-based approach with CCD and weather
conditions of the three days when the experiments are conducted work as inputs
for the HTN-planning-based controller. In the second experiment, we deploy our
system at the restaurant of our own building in the city of Groningen, in the north
of The Netherlands, in order to assess the possible benefits of using the system. We
demonstrate the experiments we made with our system in a real environment. With
this deployment we also evaluate the opinion of occupants of the environment with
respect to several usability factors.

7.4.1

Energy saving evaluation

We consider controlling workstations of the two participants, and ceiling lamps
at three locations (two working rooms and a social corner). The workstations are
standard personal computers with an LCD 24” screen associated with electricity
consumption when active of 100 W h and 20 W h, respectively. When actively being
used, the total electricity consumption of a workstation is 120 W h, while in sleep
mode, a workstation consumes only 5 Watts per hour. Therefore, in order to save
energy spent for workstations, we develop and implement a system based on the
client-server paradigm that is able to bring workstations into a sleep mode as well
as to wake workstations up on demand (Setz et al. 2014).
The lamps at our living lab are T8 fluorescent double tube ceiling lamps with
electricity consumption of 32 W h each. There are three of them in each room. All
ceiling lamps are equipped with Plugwise plugs which provide the switching ability to our control system. In order to prove the potential for energy saving, we
perform a comparative analysis on two scenarios: regular control and combined con-
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trol. In the regular-control scenario, natural light is not taken into account, neither
recognisable user activities. Two workstations of the participants and ceiling lamps
at all three areas are assumed to be turned on for the whole duration of the experimental period, that is also considered as working time, on March 29, April 2, and
April 3, 2013.
In the combined-control scenario, both the light level and activities recognised
are considered by the Planning System when controlling workstations and ceiling
lamps. Workstations are in active mode only if working with PC is taking place,
otherwise they are brought to sleep mode. Ceiling lamps are controlled in order
to provide just enough light level. According to European Standard on Lighting
of Indoor Work Places (European Committee for Standardization 2011), low-light
levels („500 lux) are sufficient for working with PC, having a meeting as well as
being present, while working without PC requires light level of 750 lux. The ceiling
lamps used in our living lab provide 3200 lumens in spaces of about 20 m2 , thus
each lamp provides equally 160 lux. We simulate the natural light according to the
weather condition of the experimental days retrieved from Freemeteo (Site 2013).
Namely, clear weather indicates 700 lux, few clouds 550 lux, partly cloudy skies
500 lux, cloudy skies 425 lux, light snow 400 lux, and mist indicates 350 lux.
Fig. 7.7 illustrates the power required for the regular-control and combinedcontrol scenarios at every minute. Significant electricity is saved in case of the
combined-control scenario, that is, when our approach is applied. These significant savings are a result of taking the light level into account, turning off as many
lamps as possible as well as bringing workstations into sleep mode as soon as users
do not work with PC. In the same figure, the number of lamps and workstations
that were turned on during the experiments is represented as well. In particular,
no ceiling lamps were needed on March 29, while on April 2 and April 3 only five
lamps were on for 11 minutes and 24 minutes, respectively. Similarly, two workstations were needed in total of 5.13 hours on March 29, 8.47 hours on April 2, and
8.27 hours on April 3.
Table 7.19 provides an insight into the potential for energy saving of our solution. Totally, the combined control brings significant potential for energy reduction
of 75.5%, including 46.9% and 98.5% savings from control workstations and lighting system, respectively. An important observation is the semi-simulated setting of
the experimentation. In fact, the activity recognition outcome is gathered from a
real setting, while the controlling part is simulated. Consequently, a few restricting assumptions hold: the sensor information about the natural light is artificially
constructed from the information on weather conditions of those three days, no execution of plan actions, and therefore, neglecting the reactions of occupants. Consider that those days were pretty much sunny, and accordingly, most of the time

7.4. Evaluation on energy savings and user satisfaction

163

Figure 7.7: Experiment Results and Comparison between Regular Control and Com-

bined Control

the lamps were off (thus 98.5% of savings).
In summary, the simulated testing of the overall approach shows very interesting potential for energy saving in the order of 70% under the assumptions that those
three days are mostly sunny and devices to be controlled in offices are restricted to
lamps and workstations. The simulation refers to the trials performed after those
three days, that is, the adaptations are not executed in a real environment. We did
not lose on generality, because even in the case of real executions, the outcome of
the activity recognition would remain unchanged.
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Table 7.19: Potential Energy Saving Analysis

Total time (hours)
Consumption (Wh)
Combined Regular Combined
Regular
L (32)
0
64.98
0
2079.36
March 29 WA (120)
5.13
14.44
615.6
1732.8
WS (5)
9.23
0
46.15
0
L (32)
0.92
64.53
29.44
2064.96
April 2
WA (120)
8.45
14.34
1014
1720.8
WS (5)
5.5
0
27.5
0
L (32)
2
63
64
2016
April 3
WA (120)
8.27
14
992.4
1680
WS (5)
5.82
0
29.1
0
Total energy consumption of lamps
93.44
6160.32
Total energy consumption of workstations
2724.75
5133.6
Total energy consumption
2818.19 11293.92
Energy saved from lighting system
6066.88 Wh (98.5%)
Energy saved from workstations
2408.85 Wh (46.9%)
Total energy saved
8475.73 Wh (75.05%)
L - Lamps; WA - Workstation Active; WS - Workstation Sleep
Date

7.4.2

Device (W)

Evaluations at the restaurant

We choose the restaurant as a real environment. It is located on the ground
floor of a more than 10000 m2 recently erected building, the Bernoulliborg. The
restaurant covers a total area of 251,50 m2 and has a capacity of 200 sitting places.
The restaurant has glass walls from three sides, enabling a significant amount of
natural light to come through when the weather conditions allow for it, of course.
The restaurant area is used for lunch in the period from 11:30 a.m. 2:00 p.m. Outside these hours, the area is used by staff, students, or other visitors for working,
meeting, or other social activities.
The restaurant area is an open space divided in two sections. We make use of
this division in our testing. The layout is illustrated together with the locations
of deployed sensors and electricity plugs in Figure 7.8. In particular, each section
has 15 controllable light fixtures, making for a total 30. There are several light fixtures that are uncontrollable and represent security lamps. While we do not control these, we take into account the light that they provide. In addition, there are
two types of controllable fixtures. The first one are large and have 38W of power
consumption each, and small ones, each of which has 18W. These fixtures are con-
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trollable thanks to the actuators we installed on them, which also serve as sensors
by providing information about the fixture’s power consumption. We installed 15
sensors more, one to measure the natural light level, and the rest to detect people’s
movement. In order to make more meaningful use of the restaurant space given the
movement sensors, we divide each section into smaller spaces, called areas. Then,
we embed a movement sensor in each area.

Figure 7.8: Electric drawings of the Bernoulli restaurant

We conducted tests on the system over the course of several weeks in the months
of February, March, and April 2015, involving measurements from Monday to Sunday. In more than two weeks in February, we recorded measures of energy consumption of light fixtures in order to understand the typical energy consumption
and operating cycle of manual control of lamps in the restaurant. This enables to
define a baseline. In the last week of March and first week of April, we allowed
our system to control the environment in order to obtain the benefits of the system. Thus, manual control was disabled and the system was running continuously
without interruptions during these two weeks.
We can now present the benefits of the system in terms of energy savings, which
are due to the coordination of light fixtures given weather conditions, presence of
people and a set of minimum requirements for satisfactory level of light, and monetary savings, which result naturally from the reduction of power consumptions.
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Energy savings
Observing the measurements gathered in February 2015, when the restaurant
is controlled manually, we found that the average time point when the lamps are
turned on is 7:30 a.m, and they stay turned on until 8 p.m., which is also an average
time point. This means the average consumption per working day in the restaurant is 13 kWh. For weekends, there is no manual control of the lamps, thus no
consumption.
The use of our system results in intelligent adaptations of the restaurant with
respect to the natural light and presence of people. This means that there are a
plenty of possibilities for lamps to be turned off. Thus, this provides for energy
saving. Figure 7.9 shows the average energy consumption when the lamps in the
restaurant are manually controlled and when our system is used. In contrast to the
manual control, which assumes almost fixed time points for turning on/off lamps,
our system reduces the consumption of these lamps by turning them on only when
really necessary. Figure 7.10 depicts this situation better. The charts show the intelligent use of lamps and therefore energy in each day. The top part refers to the first
week of using our system, and the bottom one depicts the results for the second
week. We also include the estimations of consumption if manual control would
have been used. In addition, the figure includes weekends when there is no manual control provided regularly. Though the presence in the restaurant at evenings
and during weekends is rare, there are still special occasions that our system encountered without any intervention (see Friday evening and Saturday on the top
part in Figure 7.10). This demonstrates that our system makes the restaurant truly
adaptable to the happenings within. To have a fair comparison, we assumed that
in cases of special occasions, there would be manual control of the lamps provided
in the restaurant. Also, one can notice that Friday in the second week is a special
occasion too, that is, a holiday. In summary, the average savings of energy between
the scenario of manual control and the one with our system is in the order of 80.
Economic savings
We can also have an insight into the amount of money that needs to be paid
for the periods of manual control versus our system. Of course, the proportion
between the two cases is the same as with the energy consumption. As an example, the electricity cost of the given day illustrated in Figure 7.9 when our system is
used is e0.34. Even in the worst case during working hours, which would happen
when weather conditions are worse than on average and the restaurant is visited
more than usual, the cost resulting from the use of our system stays strictly within
the boundaries of the one paid if lamps are manually controlled. From the ex-
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Figure 7.10: Comparison of energy consumption between manual control and our

system for each day during week one (upper charts) and week two (bottom charts)

periments, we observe two situations, which do not occur in the case of manual
control but happen when using our system, that imply more electricity consumption: 1) lamps are turned on in the evening of working days and 2) lamps are turned
on for sometime on weekends. The reason for turning on the lamps is that people
just pass through the restaurant in the evenings or on weekends while the natural
light level is not enough. It is difficult to extrapolate such situations from the data,
but one obvious example is Sunday in week one. However, the cost paid for this
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situation is negligible, 0.78% from the amount of money we save in an average day.
In summary, considering a monthly bill paid for electricity based on manual
control, the use of our system implies economic savings such that allow for paying
about 7 months in total using the same amount of money as in the bill.
Usability
We perceive usability as “the extent to which a product can be used by specified
users to achieve specified goals with effectiveness, efficiency and satisfaction in a
specified context of use” – a usability definition within the ISO 9241 standard for
ergonomics of human-computer interaction.1 Usability testing then provides a way
to evaluate such extent of products and systems (Wichansky 2000).
We prepared a questionnaire as a means to perform the usability testing. In
order to have-well formed questionnaire and focused evaluation, we used the following guidelines for creating our evaluation (Georgievski and Aiello 2015b).
• Determine users, which involves identifying the set of possible user groups
with their own specific goals and varying levels of effectiveness, efficiency
and satisfaction. In our case, we focus on two groups of users, one experiencing the system during lunch, and another one outside lunchtime.
• Determine user goals, which involves the following aspects:
– Acceptability, indicating the attitude of users towards our system. This
includes the use of sensors, switching lamps more often than usual, automation of tasks, etc.
– Learnability, referring to the need for users to understand how to use our
system. For example, do users know how they can trigger the lamps?
– System effectiveness, comprising the satisfaction of users with the overall system.
– Efficiency, signifying the satisfaction of users with the time the system
takes to perform its tasks. While this aspect is more technical, users can
still evaluate how they perceive reactions of our system.
• Determine the context of use, which involves requirements of users based on
the reason of “use” of the system. Since the system is unobtrusively integrated into the environment, there is no actual or international use of it. As
for the requirements, for example, users having lunch may not have the same
expectations for the level of light as compared to the ones reading or working
in the restaurant outside lunchtime.
1 http://en.wikipedia.org/wiki/ISO_9241
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• Determine the level of importance, effectiveness, efficiency and satisfaction,
which involves deciding the rating scale in an informed way as this defines
the actual usability of the system. We use two Likert scales each with five
levels, thus ensuring a symmetry of categories and therefore clarity when observing (Likert 1932). The format of the first scale includes the categories:
totally disagree, disagree, neutral, agree and totally agree, while the second
one offers: not useful at all, not useful neutral, useful, and very useful. Some
questions have an additional category that captures the situation when users
do not have an answer for or cannot answer a respective questions. This category can be either “I do not know” or “Does not apply”.
Set-up. The questionnaire is conducted for two groups, two groups of users,
one experiencing the system during lunch (Group A), and another one outside
lunchtime (Group B).
The inputs for the Group A were collected on the 7th and 9th April of 2015.
Total number of inputs was 54. Most of the subjects were visitors of the restaurant (57.41%) while others were occupants who are working (25.93%) or studying
(16.67%) in the building. Most of the subjects are those who use the restaurant only
for lunch (96.30%) while the rest uses it both for lunch and studying or working.
The Group A consisted out of the subjects who believe that are aware of sustainability issues (83.33%) and those that engage in environmentally friendly behaviour
(79.63%). High percentage of the subjects was familiar with automated control in
buildings (64.81%) and lamps triggered by movement sensors (83.33%).
The inputs for the Group B were collected on the 4th and 7th May of 2015. Total
number of inputs was 18. Most of the subjects were students (72.22%) and visitors (27.78%) who use restaurant both for studying/working and having lunch
(61.11%), some only having lunch (22.22), 11.11% playing games and 5.55% doing
business. The Group B also consisted out of the subjects who believe that are aware
of sustainability issues (77.78%) and those that engage in environmentally friendly
behaviour (88.89%). More than half of the subjects were familiar with automated
control in buildings (55.55%) and lamps triggered by movement sensors (66.67%).
Results. The results of the questionnaire are devided according to following aspects: awareness, perception, learnability, acceptability, efficiency, effectiveness and
usefulness. Each aspect was represented with one or more questions in the questionnaire. In the following are the results for each aspect per questioned group.
The Group A showed only partial awareness with one third of the subjects stating
that they are aware of system. 25.92% of subjects stated that they were not aware
of the system, while 25.93% did not know the answer to this question. The percep-
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tion of the Group A was that this system saves energy (64.81%), considers natural
light level (53.70%) and considers people’s presence (72.22%). This implies that the
majority of this group had good assumptions or it was well informed. Regarding
the learnability, 42.59% of the group stated that the system is easy to use, while
51.85% was neutral or did not know the answer to this question. 71.11% of the subjects found system to be acceptable, while 16.66% considered that the system caused
distractions. As for the efficiency of the system, the majority of the subjects did
not know if the system immediately reacted to changes or their answer was neutral (61.11%). 24.07% found that system was efficient, while 14.81% did not agree.
When it comes to effectiveness, 59.26% of the subjects stated that they are satisfied
with the system, 31.48% was neutral and only 5.56% was dissatisfied. Finally, the
majority of subjects (70.37%) stated that they found the system to be useful, with
12.96% neutral and only 11.14% of those who stated that it was not useful.
The Group B showed moderate awareness with a bit more than one third of the
subjects (38.89%) stating that they were aware of the system. 25.92% of the subjects stated that they were not aware of the system, while 25.93% did not know the
answer to this question. The perception of the Group B was that the system saves energy (77.78%), and considered people’s presence (66.66%). Only half of the subjects
thought that the system considered natural light levels. This implies that the majority of this group well informed regarding energy saving and presence detection.
Information about inclusion of natural light levels into the system could be better
communicated within the project. Regarding the learnability, 66.67% of the group
stated that was easy to use the system, while 33.33% was neutral or did not know
the answer to this question. 83.33% of the subjects found that system to be acceptable, while none of the subjects considered that the system caused distractions. As
for the efficiency of the system, the majority of the subjects did not know if the system immediately reacted to changes or their answer was neutral (72.22%). 22.23%
found that system was efficient, while 5.56% did not agree. When it comes to effectiveness, 72.23% of the subjects stated that they were satisfied or very satisfied with
the system, 11.11% was neutral and none of the subjects was dissatisfied. Most importantly, majority of the subjects (83.33%) stated that they found the system to be
useful, with 5.56% neutral and only 11.11% of those who did not know the answer.

7.5

Summary

We presented the experimental results conducted. The experiments include the
evaluations of the fault detection and classification mechanisms using benchmark
datasets as well as living lab experiments in order to evaluate the accuracy and
performance of the user activity recognition algorithms. The evaluations on energy
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Figure 7.11: Usability results of user group A

savings and user satisfaction are also discussed.
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Figure 7.12: Usability results of user group B

Chapter 8

Conclusion

E

nergy adaptive building systems based on user activity will be the next generation of building automation systems. The aim is that of optimising the energy
usage while personalising the office environment for building occupants, therefore preserving user comfort and productivity, and ultimately making buildings
energy smart and sustainable. We set out to find answers to the questions of how
an architecture for such energy adaptive buildings should look like, how to collect,
process, and analyse data and information from building environments. Our work
focused on building context processing and user activity recognition approaches as
well as their realisation in order to transform simple sensor data into meaningful
and useful context information and user activities that are crucial inputs for energy
adaptive buildings.

8.1

Summary

In this dissertation, we investigated the use of an ontology-based approach for
user activity recognition. Using data coming from simple, unobtrusive sensors, we
presented a design and implementation deployed in living lab settings.
One of our findings is that, in contrast to other smart environment applications,
such as medical monitoring and security systems, the domain of energy conservation can tolerate a small loss in accuracy in favour of cost and ease of use. Therefore,
an energy adaptive building does not require cameras or wearable tags that may be
considered privacy breaching by users. Instead, wireless sensor networks are today
considered the most promising and flexible technologies for creating low-cost and
easy-to-deploy sensor networks in scenarios like those considered for energy adaptive buildings. Along this lines, our findings suggest that such an ontology-based
approach for user activity recognition is preferable to symbolic learning approaches
for energy adaptive buildings since an ontology-based approach overcomes the disadvantage of machine learning techniques, that is, the demand on a sufficiently
large amount of labelled data for training in order to perform well. Instead, without any training data, it is still possible to obtain potential performed activities of
the user in a given context by exploiting symbolic reasoning. With this advantage
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an ontology-based approach, including the ontologies generated, can be applied in
different buildings and situations with minimised modifications, making the approach scalable and reusable. In addition, with a minimised training, system users,
i.e., building managers, can modify the ontologies to make it best suitable for a
particular building, office, or area. In this way, the approach helps improving system usability. In addition, our proposed ontology for office activities covers most
popular office activity areas and performed activities. Furthermore, the ontologies
are easily extensible to address more type of offices, workplaces, and buildings together with the activities users perform inside.
One of our findings is that in contrast to other smart environment applications,
such as medical monitoring and security system, the domain of energy conservation can tolerate a small loss in accuracy in favour of cost and ease of use. Therefore,
an energy adaptive building might not require cameras or wearable tags that may
be considered intrusive to the users. Instead, wireless sensor networks are today
considered the most promising and flexible technologies for creating low-cost and
easy-to-deploy sensor networks in scenarios like those considered by energy adaptive buildings. Along this line, our findings suggest that such an ontology-based
approach for user activity recognition is preferable for energy adaptive buildings
since the approach overcomes the disadvantage of machine learning techniques,
that is, the demand on a sufficiently large amount of labelled data for training in
order to perform well. Instead, without any training data, it is still possible to obtain
potential performed activities of the user in a given context by exploiting symbolic
reasoning. In addition, our proposed ontology for office activities covers most popular office activity areas and performed activities. Furthermore, the ontologies are
easily extensible to address more activity areas and their performed activities of the
application domain.
Another finding of our research is that the main drawback of a ontology-based
approach lays in their inability to represent the uncertainty of environment. Thus
in order to gain precise and fine-grained recognition results, such systems must
overcome partial observability of the environment and noisy, imprecise, and corrupted sensor data. In this thesis, we proposed and applied a set of algorithms
and techniques, namely context consistency diagram, neighbourhood voting, and
an autoregressive-moving-average model, in order to resolve most of the erroneous
sensor readings and context inconsistencies, that, in turn, help our ontology-based
approach enhance its recognition accuracy. Moreover, we go beyond simple, isolated techniques for fault detection, classification, and correction, but we also proposed a fault tolerance framework that provides self-healing capabilities, enabling
a flexible choice of components for detection, classification, and correction of faults
at runtime. Within our framework, a variety of fault detection and classification al-
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gorithms can be applied, depending on the characteristics of the sensor data types
as well as the topology of the sensor networks. A set of mechanisms for each and
every step of the self-healing framework, covering detection, classification, and correction of faults are proposed.
As an important contribution, our work is a first attempt to realise a software
framework that covers the full adaptation control loop of energy adaptive buildings,
starting from physical layer of WSNs for environment monitoring, going through
environment analysis, up to environment adjustment planning, and then again
down to execution via actuator networks deployed in the environment. We manage
to address the vital need of evaluating the framework in real-world situations. Our
software system has been up and running for more than one year in an operational
environment of the 10.000sqm+, the Bernoulli building, generating energy savings
in the order of 10% to 15% while user comfort is well preserved.
Recalling the requirements listed in Chapter 3, throughout the thesis, we proposed, designed, implemented, and evaluated necessary algorithms and techniques to prove that the arising requirements of energy adaptive buildings have
been satisfied.

8.2

Open issues and future directions

The issues explored in this thesis are open to further investigation and point to
many directions for additional research developments.
First and foremost, the ontology-based approach for user activity recognition,
specifically applied for office environment, supporting the control of the devices
that require almost instantaneous or sluggish resume, such as lighting, electronic
displays, or desktop PC. Activities are recognised in an almost real-time manner,
every second in our current implementation, without memorising past activities
nor predicting activities in the future. On the other hand, slow bootstrap devices,
such as heating systems, have a long response time to power state changes and demand a temporal predictive approach. However, temporal reasoning is currently
not supported by our ontology-based solution. To build activity ontologies, we
use the ontological language OWL-DL. Fundamentally, OWL-DL enables the representation of time in the ontology, but the language does not support any form
of temporal reasoning due to some restrictions to the language operators of its underlying description logic, necessary for preserving the decidability of reasoning
problems (Riboni et al. 2011). Nevertheless, temporal reasoning should be integrated into ontology-based activity recognition, supporting slow warm-up devices.
The approaches presented in (Moens and Steedman 1988) and (Huang and Stuckenschmidt 2005) give a good hint for our future work in this direction.
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Secondly, to improve the quality of the reasoning and to pursue better locationbased reasoning, an important step is to consider spatial reasoning and the spatial
relationships between objects, people and their relative location. It is not necessary
to resort to precise metric information and qualitative approaches to spatial reasoning already can provide very useful information for building reasoning, thus more
accurate classifications. To this end, we plan to include in our ontologies spatial
information in the spirit of qualitative spatial logics (Aiello et al. 2007).
Another open issues is to improve further the ontology-based activity recognition approach in combination with CCD. Currently, the CCD component works
independently, providing another layer of sensor data pre-processing in order to
correct faulty sensor readings before fetching the data as inputs for the activity
recognition component. We initially proposed an improvement, that is, to use sensor dependency rules to detect inconsistencies in sensor readings, and use probabilistic reasoning to find the most probable situation at the current moment of time.
All information, even if conflicting, is kept in the system, representing several possible situations with different weight, which changes when sensor readings become
obsolete, or new information arrives.
There is also much space for improvement of fault tolerance. The choice of
a time series model for sensor measurements is determined by the nature of the
phenomenon being measured. Our experimental results with a real-world dataset
show that the model that we use is effective at detecting faults in a time series of
temperature measurements. The issue of determining the best-fit time series model
for modelling different phenomena, e.g., indoor lighting, is an interesting topic for
further investigations. Moreover, other fault detection and classification techniques
should be considered since different types of sensor data require different techniques in order to achieve a high level of accuracy. Zhang et al. (2010) provide a
good suggestion for our future work. As for fault correction, bias and drift faults
are more difficult to correct. Model-based fault diagnosis would address the issue (Chen and Patton 2012). Since faults only belong to a limited number of proposed classes, statistical pattern recognition is suitable to learn appropriate fault
models. A fault model for each faulty node can be learned from 1) expectations of
correct behaviour established at the calibration phase and 2) the historical sensor
data. For example, Takruri et al. (2009) consider a low order polynomial model for
drift faults, whereas bias are presented by a constant offset. Model learning for
fault correction is in the scope of our future work.
From the application point of view, more real-world living lab experiments
should be conducted in order to thoughtfully evaluate the user acceptance and
satisfaction of our solution for building automation as a whole. In addition, deployments in a large scale should be realise to evaluate the scalability of the system.

8.3. Outlook
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Outlook

On average, people in the developed world spend 90% of their lives in buildings (EPA 2009), which are responsible for the consumption of two-thirds of all
generated energy. Consequently, the CO2 emissions associated with the operation
of buildings is the cause for roughly 30% of global CO2 emissions (WBCSD 2009).
Therefore, there is always a vital question how to optimise the energy usage of the
built environment where two-thirds of the global energy comes in and 30% of the
CO2 emissions goes out. Not to mention that there is where people spend 90% of
their lives. We believe that the answer for this question is energy adaptive buildings, that are able to facilitate intelligent control, that are aware of people inside
and their activities, that are able to cope with dynamic changes caused by users’
interactions of with the environment, that put building occupants as the central of
the system, sensing and adapting the buildings with the overall goal of supporting
building occupants while reducing the waste of energy.
Our ambition is that buildings would be equipped with intelligent systems and
can interact with building occupants in order to provide them a personalised working environment, with which user comfort is satisfied while buildings can optimise
energy consumption and perform automated adaptations. To realise such personalised building automation systems, the learning ability is of important since it enables the system to learn about user activities, behaviours, wishes, and preferences,
therefore, automated and optimised controlling, in turn, is enabled.
From the user acceptance point of view, knowledge of user behaviours, especially energy-saving behaviours, is needed in order to improve user acceptance of
an ICT-based system for energy adaptive buildings (van der Werff and Steg 2015).
Therefore, we envision that the realisation of energy adaptive buildings, as well
as energy smart systems in general, is an interdisciplinary study that requires the
participant of computer science as well as behavioural science.
Building automation, since its birth when Johnson invented the electronic room
thermostat, has taken advantage of many sustaining innovations in order to become much more intelligent. Nowadays, with the advance of ICT techniques,
namely, internet of things, machine learning, spatial logics, artificial intelligence
planning, networked embedded sensing and control, mobile technology, and user
eco-feedback, we believe that energy adaptive buildings will become the next generation of building automation, truly transforming buildings into living systems that
are aware of occupants inside and become good friends of them. Many projects are
still in the prototype stage, but will soon make the transition from research to viable
industrial products and broad applications.
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Samenvatting

Energy adaptive buildings zijn uitgerust met technologie die toestaat bewust te zijn
van de gebouwgebruikers en de voorzieningen ontworpen ter automatisering en
optimalisatie van aansturing. Gebruik van verlichting, verwarming, ventilatie, airconditioning en huishoudelijke apparaten kan geoptimaliseerd worden om energie
te besparen terwijl de gebruikerscomfort en productiviteit behouden blijft. Deze
gebouwen zijn een voorbeeld van pervasive computing omgevingen, waarbij het
essentieel is om de door mensen uitgevoerde activiteiten tezamen met omgevingsomstandigheden te begrijpen. Om het omgevingsgedrag automatisch aan te passen
aan de gebruiker zijn behoefte aan energiebesparing terwijl toch te voldoen aan gebruikerscomfort, is het essentieel voor energy adaptive gebouwen om in staat te
zijn de activiteiten die mensen uitvoeren tezamen met contextinformatie, zoals omgevingsomstandigheden, te begrijpen Wij presenteren een framework dat energy
adaptive gebouwen mogelijk maakt. Ons onderzoek ontwikkelt algoritmes en frameworks voor 1) het verwerken van data van eenvoudige, niet-invasieve sensoren,
2) gebouwcontext analyse en 3) activiteitherkenning.
Wij richten ons eerst op het fysieke aspect van het framework, waar een draadloos netwerk van niet- invasieve, goedkope, eenvoudige sensoren wordt ontworpen
om onbewerkte omgevingsinformatie te verzamelen, zoals bijvoorbeeld; passieve
infrarood sensoren om gebruikersbeweging te detecteren, akoestische sensoren ter
detectie van stemmen, energieverbruik metende contactdozen voor huishoudelijke
apparaten, enzovoorts. Wij stellen voor dergelijke sensoren te gebruiken omdat zij
geschikt zijn binnen het energy adaptive gebouw scenario. Terwijl eerder onderzoek zich voornamelijk richtte op het uitlezen en analyseren van visuele informatie, zoals bijvoorbeeld afbeeldingen en bewakingsbeelden, als middel om toezicht
te houden op de omgeving en activiteiten te herkennen, richt huidig onderzoek zich
voornamelijk op het gebruik van een hoge dichtheid van meerdere kleine sensoren
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geı̈ntegreerd binnen omgevingen. Belangrijker, invasieve sensoren zoals camera’s
of draagbare labels zouden weleens niet wenselijk kunnen zijn omdat deze hinder
ondervinden van inzetbaarheid, prijs, en privacykwesties. In plaats daarvan, zijn
draadloze netwerken van eenvoudige sensoren een minder invasief alternatief voor
het creëren van voordelige eenvoudig uitrolbare oplossingen in situaties zoals die
zich voordoen binnen energy adaptive gebouwen. Op het fysieke niveau, spelen
sensoren en actuator netwerken (WSNs) een belangrijke rol door voortdurend en
naadloos het gebruik van het gebouw, de omgeving, alsmede de activiteiten van
gebruikers, in de gaten te houden, wat de grondslag vormt voor energie-efficiëntie
bij gebouwen, en de basisinfrastructuur verschaft voor het verzamelen van onbewerkte contextinformatie van de omgeving en de aansturingsmogelijkheden van
aanpassing van de omgeving.
Ten tweede, aangezien een systeem gebaseerd op eenvoudige sensoren waarschijnlijk veel praktische inzetbaarheidsproblemen met zich mee brengt, zoals het
slechts gedeeltelijk zichtbare omgevingsprobleem of onnauwkeurige, corrupte, en
foutieve sensor data met ruis, introduceren wij algoritmes en mechanismen ter detectie, classificatie, en correctie van fouten in de sensordata. We presenteren een
hybride benadering voor de detectie en classificatie van de sensor data fouten.
Een neighbourhood voting techniek wordt in combinatie met een auto-regressive
moving-average (ARMA) model voor het voorspellen van tijdseries gebruikt om
sensordata fouten te detecteren. Voor de classificatie van fouten passen wij een foutmodel toe gebaseerd op de frequentie en de continuı̈teit van de opgetreden fouten,
en op de observeerbare en leerbare patronen die de fouten achterlaten in de data.
Het voorgestelde model is bewezen compleet en consistent te zijn, en maakt het ons
mogelijk om sensordata fouten in vier fouttypes te classificeren, 1) willekeurig, 2)
storing, 3) bias en 4) drift. Voor foutcorrectie gebruiken wij context consistency diagrams (CCD) welke een mechanisme voor probabilistisch redeneren verstrekken:
CCD’s helpen om de meest waarschijnlijke situatie op elk bepaald moment te berekenen wanneer in de aanwezigheid van inconsistenties, conflicten of ambiguı̈teiten
in de beschikbare sensormetingen.
Met betrouwbare contextinformatie geleverd door het sensordata verwerkingsproces, kunnen wij een ontologische aanpak toepassen voor activiteitherkenning.
Wij gaan een stap verder dan het eenvoudig modeleren van activiteiten, artefacten
en locaties op basis van een taxonomische aanpak, aangezien wij tevens de semantische relaties en restricties tussen deze ontologieÕăn uitdrukken. Op ontologie
gebaseerde algoritmen ondervangen de nadelen van symbolic learning technieken,
dat wil zeggen, de noodzaak van grote hoeveelheden gelabelde data voor training
voor goede prestaties. In plaats daarvan is het toch mogelijk om, zonder enige trainingsgegevens, potentiële verrichte activiteiten van de gebruiker in een bepaalde
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context te verkrijgen door symbolic reasoning toe te passen. Door een volledig
beeld te hebben van de gegeven context kan symbolic reasoning toegepast worden,
wat het mogelijk maakt om mogelijke activiteiten van de gebruikers te herkennen.
Tot slot valideren wij de door ons ontwikkelde algoritmen en mechanismen niet
alleen met de bekende datasets voor het benchmarken van WSN-systemen, maar
ook door daadwerkelijke toepassing binnen living labs. Wij rollen ons framework
uit in combinatie met Artificial Intelligence (AI) planning in operationele omgevingen. De contextinformatie en de herkende activiteiten dienen als cruciale input voor
het AI planning component om automatisch, gedurende runtime, een plan te genereren, dat wil zeggen, een serie van apparaat handelingen. Op basis van de contextinformatie en herkende activiteiten, stelt het AI planning component een plan
samen, welke vervolgens uitgevoerd wordt door een netwerk van actuatoren om op
deze manier het gebouw af te stemmen. Uit de evaluatie blijkt dat het netwerk van
sensoren en actuatoren stabiel draait, waardoor het de basis infrastructuur vormt
voor het verzamelen van informatie vanuit de omgeving, en de aansturing daarvan.
De fout-tolerantie mechanismen controleren de sensordata betrouwbaar en zorgen
voor de correctheid. De voorgestelde aanpak voor het herkennen van gebruikersactiviteiten is instaat overweg te gaan met meerdere gebruikers binnen meerdere
omgevingensituaties en verkrijgt een hoge precisie bij het herkennen van activiteiten, waarbij het voldoet aan de eisen voor activiteitsherkennings in scenarios zoals
gezien binnen energy adaptive buildings. Bovendien laat de test situatie een behoorlijke mogelijkheid voor energiebesparingen zien met behoud van gebruikerscomfort en productiviteit.
Voorzover wij weten is ons werk de eerste poging om een software framework
te ontwikkelen die de gehele aansturing van energy adaptive gebouwen verzorgd,
startende vanuit de fysieke laag van WSNs voor het monitoren van de omgeving,
het analyseren van deze omgeving, tot het omgevingsaanpassing plannen, en vervolgens de uitvoering met behulp van het uitgerolde actuatoren netwerk in deze
omgeving. Nog belangrijker is het feit dat wij er in slagen om de haalbaarheid
en bruikbaarheid van onze aanpak te demonstreren door het te evalueren binnen
daadwerkelijk gebruikte gebouwen. Op het moment van schrijven draait het softwaresysteem al meer dan een jaar in de operationele omgeving van de Bernoulliborg, welke een oppervlakte heeft van 10,500m2. De Bernoulliborg staat op het
Zernike campus, waar het een deel van de Faculteit Wiskunde en Natuurwetenschappen van de Rijksuniversiteit Groningen huisvest. Onze oplossing genereert
energiebesparingen tussen 10% en 15% terwijl het gebruikerscomfort niet wordt
aangetast.

