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ABSTRACT

The Web can be seen as a graph structure with documents as vertices
being connected to each other via hyperlinks. From the content of
these documents, we can extract another type of graph with semantically interrelated entities. Such graphs are more difficult to extract,
because their relations are more implicitly defined and spread out
over multiple documents.
We analyze the possibilities of combining the scattered information
on the Web to extract social graphs with users as vertices and their
relationships as edges. The developed end-to-end system can map
HTML documents to a social graph and provides a visualization of
the result.
With a combination of a keyword-based and a configurable ad-hoc
approach, we are able to extract usernames from web documents. To
evaluate the system, we gather a dataset containing 5812 documents
by injecting the Alexa Top 100 of The Netherlands as seeds into a
crawler.
For this dataset, the system extracts usernames with an average
F1 score of 0.91 per document. Based on these usernames and their
co-occurrences, our system can create a graph and store it in a Titan database. This process relies on MapReduce, making our solution
capable of scaling out horizontally.
Co-occurrence metrics are used to resolve relation strengths between users in the social graph. A high value indicates a stronger relationship (e. g. close friends) than a low value (e. g. acquaintances). We
compare the Jaccard index, Sørensen-Dice index, overlap coefficient
and a thresholded overlap coefficient to determine these strengths.
In the queries to our graph, we use strength values to remove the
weakest relations from query results. This allows us to visualize only
the most relevant results and provide better insight in the data. By
analyzing several often-occurring patterns in our dataset, we discover
that the Jaccard index performs best.
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Invisible threads are the strongest ties.
— Friedrich Nietzsche
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1

INTRODUCTION

The online search engines we use on a daily basis are mainly text- and
document-oriented. The user is prompted a search box in which keywords can be entered and receives a number of web pages complying
to the search query as a result.
This works reasonably well to find specific information, but falls
short in providing insight in the relations between the entities. If we
were able to analyze the information automatically, we could more
easily discover knowledge and provide far better insight in online
information. A considerable amount of this information is mutually
linked, either explicitly or implicitly. Due to the volume, it is practically impossible to find all these relations by hand.
Recently, advances have been made in order to provide a better
context to search queries. A number of examples are given in Section 2.1. Most of these attempts try to use web information to capture
what is considered as common knowledge. The common idea of these
knowledge graphs is to semantically interpret the search query and
provide related information based on what the query represents in
the real world.
Much of the information that is not considered as common knowledge is scattered over the Web, e. g. information on common people
or companies. These pieces of information on their own are not always particularly interesting, but collectively become a great source
of knowledge. By combining all these pieces of information, we can
map the interrelationships between these entities to provide a context.
To give an example, a fact stating that John Doe works at Acme on its
own might not be very interesting. However, combining multiple of
such facts can yield more interesting information. For instance, this
could be used to list the colleagues of John Doe. If even more sources
with information on John Doe are used, we can describe the network
of people around person John Doe with improved accuracy.
1.1

problem statement

The main goal of this project is to create a prototype application that
constructs a social graph. The information in this graph is retrieved
from the Web and contains persons as vertices. These vertices can be
interconnected with edges. Each edge describes the relation between
the vertices it connects.
Before being able to implement a prototype, research had to be performed on the state of the art with respect to creating such a graph.
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We wanted to know how similar graphs are constructed, mainly focusing on how the data is retrieved and in what way the entities and
their relations are extracted.
1.1.1

The World Wide Web

The World Wide Web is an enormous collection of web pages connected to each other with hyperlinks. The number of web pages is
still rapidly growing. In 1998, Google had indexed 24 million pages
[Brin and Page, 1998]. The size of the Google index has expanded
since then to 1 billion in 2000 and even further to 1 trillion in 2008
[Alpert and Hajaj, 2008].
In practice, the Web is even bigger, considering a large portion of
its information is not open for public. The size of the restricted documents, the Deep Web, is almost impossible to estimate, due to its
nature of being hidden and locked. An attempt is made in [Bergman,
2001] nonetheless, estimating the deep web to be a factor of 400 to
550 the size of the visible web.
The huge amount of information available on the Web yields great
opportunities, but also great challenges. Using the Web as input data
gives us the possibility to answer questions that are otherwise hard or
impossible to answer. On the other hand, we need to be able to find
the data, extract entities and relations, and store these locally. This
challenge is the central aspect of this research.
Big data is the term that refers to the area that addresses three main
issues that are accompanied by huge, varied and complex structured
datasets. These issues can be divided in three main components, the
three Vs of big data [Sagiroglu and Sinanc, 2013]:
volume The order of magnitude of the data exceeds the limits of
traditional methods for storage and analysis.
variety Data can come from any kind of source, which is either
structured, semi-structured or unstructured.
velocity The speed at which data is generated varies and needs
either a batch, near real-time, real-time or streaming solution.
A known problem with content on web pages is the difference in
quality. The ease of putting information on the Web makes it possible
for a large amount of incorrect information to appear. Often this leads
to conflicting information between different sources. We need to be
able to combine the information we have in order to maximize its
veracity. This problem of finding out which information conforms to
the truth is called the veracity problem [Yin et al., 2008]. This is sometimes referred to as the fourth V of big data [Dong and Srivastava,
2013].

1.2 relevance

This research revolves around the Web and therefore uses it as a
dataset. Considering the vast size of the Web, it is impossible to investigate more than a minuscule fraction in this study.
1.1.2

Research questions

After having a clear vision of the goal of the project and the problems it entails, we defined our main research question. This question
should lead to the desired goal and takes into account the problems
that are accompanied by using the Web as a dataset. The main research question is defined as follows:
How can we combine multiple sources of information on the
Web to construct a graph containing information of persons and
their relations?
The main research question incorporates multiple problems and is
too complex to answer at once. Therefore, we split this question into
multiple smaller sub-questions. These sub-question are more atomic
and answered separately. This aids the process of answering the main
research question. The following sub-questions are specified:
1. What is the state of the art with respect to social graph extraction from
web data?
2. How is the Web structured?
3. How can we analyze the Web to find relations between persons?
4. How can we store the retrieved information as a graph?
5. How can we filter out weak relations based on the number of cooccurrences?
6. What questions can be answered with the system and how can we
evaluate the result?
7. How can we give the user insight in the information in the graph?
1.2

relevance

The current state of the art consists mostly of solutions for delimited
problems. Not all of these solutions are applied to a context with
the Web as a dataset. Our contribution is to provide an end-to-end
system that can extract entities, extract relations among these entities
and also visualizes the result. In addition, we show how this can be
used on a real-world dataset.
This research was started with the aim of providing law enforcement agencies with tooling to get better insight in social graphs contained in specific portions of the Web. The result can for instance be
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used to visualize the social networks on forums that are used to discuss criminal activities. Such a network could be analyzed to find out
who are its key players and discover which users have strong relationships to each other.
1.3

document structure

In the remainder of this document we describe the steps taken to
answer the research question.
This starts in Chapter 2, where a more in-depth overview of the
state of the art is given. This answers the first sub-question of this
research.
In Chapter 3, we perform an analysis of the problem. We define
a number of questions that could be answered by the system (subquestion 6). Moreover, we analyze the Web as a dataset (sub-question
2) and design our method for extraction persons and relations to answer sub-question 3. This is concluded by the design of our visualization (sub-question 7).
The architecture of our system is defined in Chapter 4. This gives a
technical description of how we built the system and covers research
questions 4, 5 and 6.
The developed system makes extensive use of external technologies.
We provide an explanation of what these technologies are, how they
work and their relation to the architecture in Chapter 5.
We evaluate the system in Chapter 6 to show the results we achieved
with this research. Lastly, we provide an explanation of the results
and conclude the research in Chapter 7.
Appendix A provides background information on graph theory,
crawling and NoSQL. It is added as a rundown for readers who are
new to these topics or need a short recap.

2

R E L AT E D W O R K

We want to construct social graphs from data that is available on the
World Wide Web. Before being able to start the implementation of a
prototype, we had to find out what is already known on this topic.
By gaining insight in the current state of knowledge, we provide ourselves a starting point from which we can advance. Different research
areas might have already addressed problems similar to ours and
provide solutions for them.
Constructing such a graph is a problem that comprises multiple
topics. The topics are covered by different research areas and form
the core for both this research and its implementation.
We describe examples of existing knowledge graphs in Section 2.1.
These are entity-relationship graphs of relatively well-known public
information. In Section 2.2, we explain DIPRE and Snowbal, two techniques for extracting entities and relations from the Web. Related
work focusing on extraction of social networks from different types
of sources is listed in Section 2.3. From a technological viewpoint, we
look at graph visualization in Section 2.4. Lastly, we provide a short
explanation of the Semantic Web in Section 2.5.
2.1

knowledge graphs

Traditionally, search engines were not aware of what queries semantically mean in the real world. Parts of the query might be entities
that have a relation to each other that is specified over different web
pages. If a user is interested in such relationships, he or she should
find and connect the content from different sources manually.
The next step in online search is to overcome this problem by extracting the actual entities and their relations from the content in web
pages. These entities are stored as nodes on a graph and relations
are given as edges. When a user performs a query, a node in the
graph representing the queried entity is found. The search engine
can provide context to the query by adding information from connected nodes. We present a number of examples of existing knowledge graphs.
2.1.1

Google’s Knowledge Graph and Knowledge Vault

Google introduced its Knowledge Graph in 2012 as an addition to
its existing keyword-based document search functionality [Singhal,
2012]. This Knowledge Graph contains entities that are derived from
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public information sources such as Freebase1 , Wikipedia2 and the CIA
World Factbook3 . During its launch, it already contained 3.5 billion
facts and relationships about 500 million different entities.
According to [Singhal, 2012], the Knowledge Graph enhances Google’s
traditional search functionality in three ways:
• It helps the user narrowing down search results and finding the
right thing by disambiguating search queries.
• It summarizes the content around the topic of a search query.
• It enables users to discover facts or connections that would have
been kept hidden with the old search functionality.
The Knowledge Vault is the successor of the Knowledge Graph and
relies less on structured data [Dong et al., 2014]. Its major advantage
over the existing Knowledge Graph is the ability to extract data from
unstructured or semi-structured sources.
2.1.2

DBpedia

Another example of a knowledge graph is DBpedia4 . The goal of this
project is to extract structured information from the online encyclopedia Wikipedia. It provides the functionality of performing complex
queries against Wikipedia’s dataset. As of 2014, it contains 38.3 million entities in 125 different languages. From this entity collection,
14.5 million are unique [DBpedia, 2014].
Many articles on Wikipedia contain so called infoboxes, which are
placed in the upper right corner. The content in these infoboxes is
usually a summary of the most important facts the article it is placed
in. Moreover, it is already highly structured, which makes it perfectly
suitable for information extraction.
Infobox extraction is the core of DBpedia. In addition to this, it uses a
set of extractors to retrieve useful information, such as labels, abstract,
page links and categories [Morsey et al., 2012].
2.1.3

YAGO

YAGO5 (Yet Another Great Ontology), is an effort that is comparable to DBpedia. It retrieves information from a number of web

1
2
3
4
5

https://www.freebase.com/
https://www.wikipedia.org/
https://www.cia.gov/library/publications/the-world-factbook/
http://dbpedia.org/
http://www.mpi-inf.mpg.de/departments/databases-and-information-systems/
research/yago-naga/yago/
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sources, such as the online encyclopedia Wikipedia, the English lexical database WordNet6 and the geographical database GeoNames7 .
To extract information from Wikipedia, YAGO makes use of the
category structure used by Wikipedia [Fabian et al., 2007]. Categories
can have any number of articles belonging to that category and an article usually describes a single entity. YAGO combines the categories
with the content from WordNet to establish a list of synonyms for
that category in order to improve the accuracy of the system.
2.1.4

Freebase

Freebase8 is a knowledge base containing data that is added by its
community. It is similar to Wikipedia in the sense that it is collaboratively created. On the other hand, Freebase is by nature more structured than Wikipedia.
Nowadays, the database of Freebase comprises 2.7 billion facts on
46.3 million topics, ranging from popular topics like music and books
to more scientific topics such as physics and geology [Freebase, 2014].
Data in Freebase’s knowledge base can be edited directly from the
website, as opposed to purely depending on data from other sources.
Edit access for the metadata of existing entity types is not granted
to all users, because external applications rely on the structure of
Freebase. All data is made available under a Creative Commons license [Bollacker et al., 2008].
2.2

entity and relation extraction

Most of the information on the Web is given in the form of text in documents that can link to each other. Since we want to create a graph
with entities and relations, we need methods to extract this information from the Web.
The field of Named Entity Recognition (NER) tries to solve the problem of extracting entities from documents and mark them with an
appropriate label. For instance, the sentence “John Doe is a software
engineer at ACME” could yield the entities John Doe and ACME with
labels person and organization respectively.
Relation extraction is the area that not only aims at extracting entities from natural language, but also recovers the relationship between these entities. Having the same sentence as before as input
could result in the following entity-relation-entity triple as output:
employee of

John Doe −−−−−−−→ ACME.

6 http://wordnet.princeton.edu/
7 http://www.geonames.org/
8 https://www.freebase.com/
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2.2.1

DIPRE

One way of extracting relations from text is using semi-supervised
models. This method starts with a seed set and tries to find patterns
in the set that can be used to expand the set of known relations.
An early example of a semi-supervised model is described in [Brin,
1999] in which the author proposes a system called Dual Iterative
Pattern Relation Expansion (DIPRE). DIPRE is used in the context of
finding the relations between book titles and authors.
As input, this system receives a small set of sample data in the
form of tuples. The original author uses a set of five items. The Web
is searched to find occurences of these tuples close to each other on a
single web page.
Based on the occurences of the tuples, a set of patterns is generated. These patterns explain how the relation for a book-author pair
is described on a particular web page. An example of such a pattern
is “<i>title</i> by author (”.
These patterns are used to expand the known information in DIPRE.
This process can be performed iteratively. The expanded set of tuples
can lead to new patterns, in its turn providing additional tuples, et
cetera.
2.2.2

Snowball

The Snowball system, described in [Agichtein and Gravano, 2000], is
based on the principles behind the DIPRE system. It adds a more
elaborate pattern matching system, based on weights of pattern parts.
The authors explain the system with an example of finding organizations and the corresponding headquarter’s location on the Web.
An important difference between DIPRE and Snowball is the way
in which patterns are generated. Snowball uses 5-tuples with weights
for each of the items. The entities in this tuple are tagged with a
named-entity tagger.
For each of the patterns, Snowball calculates to which extent it has
confidence in that pattern. It bases this value on the number of positive and negative matches for that pattern. By selecting only the most
trustworthy patterns in each new iteration, Snowball surpasses the
results of DIPRE.
2.3

social network extraction

A special type of entity and relation extraction is social network extraction. Its aim is to retrieve relationships (or ties) between people
(or actors) from one or multiple information sources.
The review performed in [Arif et al., 2014] defines different methods for social network extraction. We give a short overview of social

2.3 social network extraction

network extraction techniques based on different online sources such
as email, blogs or Online Social Networks (OSNs). Generic Web based
social network extraction techniques are often based on a search engine such as Google to define the tie strength between two actors. As
this mostly suits the area of our interest, we delve a bit deeper in this
method in Section 2.3.1.
email One type of source to extract social networks from is online
communication such as email or Instant Messaging (IM). Email communication contains standard header information that can be parsed
easily to extract information. Interesting importance measurements
can be derived from emails, such as frequency, longetivity, recency or
reciprocity of the communication [Whittaker et al., 2002].
Privacy is an important issue to consider when using email as
source of information. Email communication can contain personal or
organizational information that is not te be used for other unrestrictedly. This problem can sometimes be dealt with when using only
emails from within a single organization. In [Tyler et al., 2005], where
community extraction is performed by analyzing email logs within
an organization of 400 people. The to: and from: fields were extracted
from one million email headers and converted to a social graph.
blogs A blog (short for weblog) is a Website managed by a person
or a group of people to share opinions, activities, facts, or believes.
People can respond to blog posts or follow certain blogs. This inhibits
a social structure that can be extracted by automated tools
In the early days of the blogging phenomenon, there was already interest in mining communities from blogs. Self-organizing maps were
used by [Merelo-Guervos et al., 2003] to find features of communities
based on the similarity of content on a small blogging website.
SONEX (short for SOcial Network EXtraction) is a tool that extracts
information from blogs. It parses blog posts and uses Natural Language Processing (NLP) tools for NER. Two entities are considered an
entity pair if they are found in the same sentence within a reasonable word distance. Clustering on entity pairs is performed to find
similar relations. Ultimately, the clusters are labelled with a relation
type based on the context in which the entity pairs are found. This
gives promising results for extracting knowledge about well-known
entities written about on blogs.
online social networks OSNs such as Facebook9 are naturally
structured as social graphs, containing a huge volume of personal information. This makes them interesting research candidates for social
network mining.

9 https://facebook.com/
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The authors of [Catanese et al., 2010] built a crawler that, given
a seed profile, automatically acquires friendship relations from Facebook recursively down to three levels deep. Social Network Analysis (SNA) and visualization is performed on the resulting dataset. The
outcome yields interesting insight and metrics in the social graph on
a large scale, but it does not focus on more detailed parts of the graph.
The authors published a new work in 2011 in which additional metrics were extracted from a larger dataset [Catanese et al., 2011].
Instead of considering only the overt links between users, such as
from a comment to a post, the research in [Song et al., 2010] focuses
on more implicitly defined ties. It targets extraction of connections between users occurring in the same message threads. The idea behind
this is that users replying often together to the same online posts are
likely to be communicating with each other.
2.3.1

Web-based social network extraction

Generic Web-based tools for social network extraction are mainly
based on results from search engines. Co-occurrences are often used
as metric to define the strength of a relation between two actors. The
input for the co-occurrence calculation is the result of a query with
two names on a search engine.
The initial study that uses co-occurrences for automatic extraction
of relations is Referral Web [Kautz et al., 1997]. The system extracted
names from public Web documents retrieved via Altavista. The focus
is mostly on the academic area by analyzing documents such as technical papers, or organization charts for university departments. The
strength of a relation between researchers X and Y is uncovered by
performing a X AND Y query. This results in |X ∩ Y|, the number of
documents in which both X and Y occur. A high number of documents matching the condition indicates a strong relation between X
and Y.
An advancement of the Referral Web is Flink [Mika, 2005]. This
research also focuses on extraction of social networks of researchers.
The dataset is extracted from different sources, including emails, Web
pages and publications. It bases the ranks of relations also on |X ∩ Y|,
but this value is divided by the number of results for the X OR Y
query. This yields the Jaccard index, defined as:
J(X, Y) =

|X ∩ Y|
|X ∪ Y|

(1)

Within Flink, a relation between X and Y is only defined if J(X, Y) >
t, where t is a predefined threshold. The result is a small social network containing 608 researchers world-wide.
Other types of entities can be used for extracting social networks,
as done in [Jin et al., 2006]. This study not only focuses on extracting

2.4 graph visualization

social networks, but also annotates the relations with a relation type.
This is done in the context of two entity types: Japanese firms and
actors.
A list of 60 firms was manually compiled from online news articles.
Each combination of the names of these firms were entered in a search
engine. The sentences in the retrieved document were analyzed. Sentences containing a certain relation keyword were scored higher. A total
score above a certain threshold indicates the existence of that relationship. For instance, a high score for the relation with keyword lawsuit
for Company A AND Company B most probably indicates that these
companies have had a legal dispute.
The same study also extracts the social network for a group of 133
artists. Two types of similarity measures are computed for each artist
pair. The matching coefficient is simply the number of co-occurences
of two entities. The overlap coefficient divides the number of cooccurrences by the minimum occurrence count of the separate entities.
A threshold is defined for both coefficients. All artists with relationships with the coefficients above these thresholds are connected.
Based on the number of relationships, additional ties can be added to
even out the number of relationships per artist.
POLYPHONET [Matsuo et al., 2007] is a similar social network extraction system. This system also does not extract the vertices itself,
but is provided with a list of researchers. Again, a search engine is
used to retrieve the occurrences and co-occurrences of this input list.
The system uses context in which names are found to disambiguate
different people having the same name.
The overlap coefficient is used as similarity algorithm for defining
the tie strength between two entities. Many other similarity coefficients are considered. Among these are the already mentioned Jaccard index and matching coefficient.
2.4

graph visualization

KeyLines10 is a toolkit for visualization of graphs. It is written in
JavaScript and available in two editions via commercial licenses. KeyLines is not a complete visualization application, but a library that
provides this functionality to other applications.
Adding KeyLines to an application can be performed by adding a
set of files to a web application. A graph can be created by loading
data into JavaScript and providing this to KeyLines in the form of vertices and edges. KeyLines itself is agnostic of the type of information
source.
The provided vertices and edges can be arranged in a layout. Computation of the standard layout is based on forces. The system sim10 http://keylines.com/
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ulates repulsion forces between vertices, together with springs that
pull vertices closer to each other. The last force in the layout is a network force that moves vertices around in a random direction. This
results in a layout that minimizes the number of edge crossings and
positions highly connected vertices close to each other.
This works reasonably well for graphs with sizes in the order of
hundreds of vertices and edges, but can yield visualizations that are
far from optimal with larger graphs. KeyLines provides alternative
layouts that can be used to emphasize specific properties, such as
hierarchy, distances from a vertex (radial layout) or cluster density
(lens layout).
Customizability is provided by KeyLines in the form of styling options for all elements in the graph. In addition, its event system can
be used for handling user actions performed on the graph.
There are alternatives that can be selected for graph visualization.
Gephi11 and GraphViz12 are two full-featured applications that are often mentioned. A major advantage of these applications is their support for various layout algorithms. Both are standalone desktop applications. In the context of visualizing grpahs in web applications, this
means that they can only use them for server-side rendering. This solution is less elegant than performing all visualization in the browser
as it requires an additional service to run. This is not a problem per
se, but requires additional development effort in comparison with
Javascript-based frontend solutions. Neither Gephi nor GraphViz is
fully compatible with the latest versions of OS X and Ubuntu.
There are different options as client-side graph visualization libraries. D313 is an all-purpose data visualization library written in
JavaScript. It provides a relatively low-level interface in which graph
visualization is certainly possible. In comparison with other frameworks, it might require more development effort to create functionally
polished graph visualization.
Sigma14 is a basic open source library for creating graphs. In comparison with other libraries, it requires some more effort to create a
visually appealing graph. Linkurious15 is a commercial and fork of
Sigma for visualizing graphs from a Neo4j database.
Cytoscape is an application for graph visualization, with a focus on
the area of bioinformatics. It is written in Java and as such not suitable
for our visualization. There is also a web version available, but this
version is currently not maintained and uses outdated technologies
such as Flash.
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semantic web

Web content is targeted at humans, therefore it is structured in natural
language. For computers, it is a difficult task to parse this data into
useful information and relations.
The Semantic Web was introduced in [Berners-Lee et al., 2001]
to provide semantically meaningful structure to Web information in
such a way that it is machine-understandable. The Semantic Web is
an extension to the classic document-based Web. The World Wide
Web Consortium (W3C) is in charge of defining and developing the
standards for Semantic Web technologies16 .
An important specification in the Semantic Web stack is Resouce
Description Framework (RDF)17 . It is used as a way to structure information in the form of triples. Such a triple describes a predicate
relation from a subject to an object. The subject and predicate of the
triple are Uniform Resource Identifiers (URIs) [Shadbolt et al., 2006].
Combining multiple of these RDF triples yields a graph.
Ontologies can be seen as a formal description of the structure of
a knowledge domain. It defines relations and entities on a meta level
in order to uniquely define a single concept that can have many identifiers or be in different formats. The standard set of languages used
to describe such ontologies is Web Ontology Language (OWL)18 .
The standard language for querying databases that expose their
information in RDF format is SPARQL Protocol and RDF Query Language (SPARQL)19 .
2.6

overview

In this chapter, we presented word related to entity graphs, both in
the form of theoretical studies and practical implementations used
in production. The knowledge graphs listed in Section 2.1 [Singhal,
2012; Morsey et al., 2012; Fabian et al., 2007; Bollacker et al., 2008]
are particularly focused on the extraction of well-known entities of
which much information is scattered of the Web, e. g. famous people,
movies or books.
In Section 2.2, entity and relation extraction methods are given
[Brin, 1999; Agichtein and Gravano, 2000]. These methods start out
with a seed set of examples and iteratively expand their set of relations and entities. This extraction method is mostly useful for relatively structured data, because it leverages this structure to find information.
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Lastly, we covered several social network extraction methods in Section 2.3. Several input sources have been used to achieve this, such as
email [Whittaker et al., 2002; Tyler et al., 2005], blogs [Merelo-Guervos
et al., 2003] and social networking sites [Catanese et al., 2010, 2011;
Song et al., 2010]. Studies using the Web in general as basis for a
social graph are generally based on some form of co-occurrence between entities [Kautz et al., 1997; Mika, 2005; Jin et al., 2006; Matsuo
et al., 2007]. Most of these studies have been performed on a small
scale in a well-defined specific (usually academic) context.
In this study, we present a system for extracting a social network
from web data. We have listed various studies with a similar, but not
equal, aim. As opposed to the knowledge graph implementations, we
target at extracting entities and relations that are not well-known. As
data source we use publicly available web communication, e. g. forum
threads. Our interest lies not so much in the content of the communication, but in who communicates with whom and where.
Knowledge graphs in their turn use the content of Wikipedia, news
articles et cetera to retrieve the relation between for instance celebrities, disregarding the author as an entity.
Existing social network extraction methods only work within a
well-defined context, e. g. academic publications or OSNs. Others require manual input in the form of an entity list or do not provide a
user interface to provide insight in the data. We focus on handling a
broad spectrum of web documents and provide end-to-end functionality from input to visualization. On top of that, we provide simple
extension points that can be used for custom entity and relation extraction implementations, such as ad-hoc filters for OSNs.
Being able to easily scale out was an important factor in the development of this system. This is reflected in the choice of technologies,
listed in Chapter 5, and in the design of the algorithms. In the related studies, the topic of scalability is overlooked or insufficiently
mentioned.

3

A N A LY S I S

Before starting with the implementation, we performed an overall
analysis of the project. Firstly, in Section 3.1, we focus on the analysis of the problem itself and describe our solution on a high level.
We specify the scope of the project in Section 3.2 by describing the
existing functionality and defining high-level requirements.
3.1

problem analysis

After having defined the research questions (cf. Section 1.1.2) and
gathered related work, listed in Chapter 2, we performed a more indepth analysis. This was needed to get more insight in the problem.
The steps we followed are as follows:
1. Definition of user questions
2. Analysis of the data set
3. Design of entity extraction method
4. Design of relation extraction method
5. Design of visualization
3.1.1

User questions

The end result of the project is a system that can be used to extract
social networks from the Web. The end-product is to be used by law
enforcement agencies in order to get insight in the social network of
a crawled subset of the public Web.
Relationships or ties are important aspects of questions posed to
the system. These ties are not binary, but have strength values. Intuitively, we can think of a strong tie as close friends, whereas weak ties
are mere acquaintances.
The field of social sciences provides more precise definitions, e. g. "the
strength of a tie is a (probably linear) combination of the amount of time, the
emotional intensity, the intimacy (mutual confiding), and the reciprocal services which characterize the tie." [Granovetter, 1973].
Giving insight in a dataset is the main purpose of the application.
Some types of question can be easily translated into queries, but other
questions are better answered with visualization.
A number of questions was defined to use as foundation for the
design of the system:
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• Who are the n people with the strongest ties to user x?
• Is there a connection between users x and y?
• Is there a central person connecting two or more specific users?
• Which entities (e. g. forum posts, photo albums) created by user
x are the most popular?
• At which moment(s) has there been the most activity by user x?
• Which users are related to entity y?
• Which people have many connections in a dataset?
The list of questions mentioned above is not exhaustive, but merely
gives an idea of the typical use case. Each question could be reverted,
e. g. change the last question in the list to Which entities are related to
user x?
Additionally, we want to provide general exploration functionality
for datasets. This can be used to discover the unknown in a dataset and
serve as a basis for defining new questions for the system.
Overall, precision is less important than recall. The end-users are
professionals that understand that some false positives are found and
can distinguish these from the true positives. It is much harder to find
out if entities are not extracted from a document without manually
going through that document.
3.1.2

Dataset

The Web is of such an enormous size that we simply do not have the
means to use a substantial portion of it within this project. Therefore,
we selected a tiny fraction of the Web for further analysis. As starting
point we used the Alexa top 100 of the Netherlands1 , that provides a
collection of highly popular Uniform Resource Locators (URLs) within
the Netherlands. The variety within this collection is considerable.
It is among others composed of social networking sites, news sites,
search engines, web fora and online retail sites.
As we are mainly interested in people and their communication,
we looked at the websites that provide communication between users
in a broad sense. This means that we scope down by excluding news
sites without commenting functionality, search engines, et cetera. For
the remaining sites, we browsed randomly through both its pages
and the HyperText Markup Language (HTML) structure to get a grasp
of the underlying patterns and information.
Although there were some outliers, most of the websites adhered
to a set of default patterns. We discovered the following properties
for the manually analyzed websites in the Alexa top 100:
1 http://www.alexa.com/topsites/countries/NL

3.1 problem analysis

• The main language is either English, Dutch, or both.
• Regardless of the site’s language, most of the HTML element
identifiers and classes are in English. The same goes for URL
paths.
• The quality of content, in terms of grammar and spelling, varies
widely. This is often even the case within the scope of a single
webpage.
• Websites usually have profile pages for single users. Content of
users is accompanied with a link to his or her profile page.
• There is a diversity in the level of activty between different users.
Few active users were found in an extensive fraction of pages
from a website, while many others appeared just once or twice.
• From almost any website in the dataset, we could find links to
at least one other website also contained in the set.
3.1.3

Extraction methods

The heterogeneity of the dataset makes extraction of entities and relations a complex task. Initially, we planned on prototyping with the
algorithms behind DIPRE and Snowball, described in Section 2.2, to
extract entities and their relations. After analysis of the dataset, we
concluded that this was not the most viable option. This method
could work well for highly structured data or for information that
is widely spread over the internet multiple times.
For instance, the Google query "Stephen King The Gunslinger" returns among others the pattern "is a novel by American author". Using
this pattern as search query retrieves 673 000 results on Google. After manual inspection of the first 10 pages, all results are considered
sensible.
In the same analogy, we performed search queries to retrieve people’s family relations, friendship relations, employment information
or residence information. Unfortunately, this did not yield useful results.
In the analysis of the Alexa top 100 of the Netherlands we discovered that from the websites with user registration functionality, the
majority also provided a profile page with a unique URL for each user.
Activities of a user (e. g. posting on a forum) are often accompanied
with a hyperlink to that URL having the username as label. We could
leverage this mechanism to extract usernames from Web pages.
There is a large variation in the type of profile links that exist on the
Web. Example profile link structures are http://username.tumblr.com/,
http://twitter.com/username, and http://reddit.com/user/username.
A generic approach based on machine learning is hard to implement, because of this variety and the lack of evidence indicating that
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a URL links to a profile. We can not use a lexical approach either, because usernames can be of any form and are not contained within
a single lexical list. Our solution is to use a generic hand-crafted approach that can extract profile links based on the existence and absence of individual keywords. A URL containing a keyword such as
user or profile probably indicates that it links to a profile page. If it
also contains registration or login, this is most probably not the case.
We want to combine this information by defining a set of rules te
decide whether a link points to a profile page or not.
For specific websites, we want to be able to override the default
behavior of this extractor with specific implementations. We provide
simple implementations for types of profile links that occur often. In
addition, we allow for injection of hand-crafted profile link patterns
so that support for additional websites can be added easily.
To extract relations between entities, we look at which entities appear together in the same Web document. For each relation, we calculate its strength based on these co-occurrences and individual entity
occurrences. This allows us to query strongly connected entities from
the graph. We compare several similarity measures in order to find
out which one works based for our case. Similar to how we provide
site-specific entity extraction, we provide an opening for site-specific
relation extraction methods.
3.1.4

Visualization

In order to give the end-user full insight in the dataset, we need to
implement graph visualization. As datasets tend to become large very
quickly, it is usually not a viable option to show a whole graph at once.
Showing too many items only clogs the screen, instead of giving the
user a visual understanding of the underlying data. Therefore, we use
an approach in which we let the user perform a query, show the most
important results with the most essential context. The elements that
are most important for the user can be expanded to provide more
context. This approach of "Search, show context, expand on demand" has
been applied before on graphs in [Ham and Perer, 2009] and is based
on the Shneiderman Mantra: Overview first, zoom and filter, then detailson-demand [Shneiderman, 1996].
The filtering of graph items is based on a search query provided by
the user. This query contains one or more keywords that can be used
to retrieve entities. Around these entities, we will show the context
based on the strength of the tie between these entities. The similarity
measures methods we selected range from 0 to 1. For each entity
i in the result set, we provide context by adding all neighbors j of i,
where the strength of the tie between i and j is larger than a threshold
θ ∈ (0, 1). The ideal value of θ is to be evaluated by trying different
values.

3.2 scope

The graph visualization aspect of the application can put emphasis
on specific parts of the visualization. Some properties associated with
a vertex are different than those of other vertices. For instance, in a
social network, some people play a more important role than others.
To properly address this "importance" in a visualization, it first needs
to be mapped to a value. To allow the user to perceive this value
pre-attentively, we need to map it to the visualization in an easily understandable way. Many such mapping exist, with some being better
suitable to some use-cases than others.
The node-link metaphor is a popular model for graph visualization. In this metaphor, vertices are usually drawn as circles (or other
shapes) and edges as line segments. Arrowheads can be used to indicate edge orientation. This type of visualization comes natural to
many users, because they are already familiar with it from other contexts. It allows for simple reasoning on vertex adjacencies.
Groups of entities that are mutually highly connected (i. e. there are
many edges between these vertices) should be placed near each other.
As such, the user can easily identify communities from a network.
Some entities play a central role within a network. We want to quantify this central role based on the degree of the node within the shown
results. Vertices that are connected to many others get a higher value
than vertices connected to just a few others. Within the visualization,
we want to reflect this by increasing the size of a vertex with a high
degree. Intuitively this makes the important vertices stand out more
than the others.
Degree centrality only takes into account the direct neighbors of a
graph. This makes it easy to comprehend for a user. Other measures
exist for indicating the centrality of a vertex. The closeness centrality
measure is based on the lengths of the shortest paths to all other vertices in the graph. The closer a vertex is to all the others, the higher
its closeness. Betweenness centrality is based on the number of shortest paths that run through a vertex. A highly central node is part of
many such paths.
Another aspect in which we want to have a clear differentation is
the type of entity that a node represents. We want to allow the user
to easily distinguish the type of node in order to find the information
that is the most relevant to him or her. This is a qualitative (or nominal) value, which mostly suits a color mapping. We define a clearly
distinguishable color for each type and show all vertices of that type
in the predefined color. A legend should be available to the user to
see which color maps to which entity type.
3.2

scope

The ultimate aim of this project is to show a graph containing entities extracted from the Web. This task is divided into several smaller
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pieces. We defined these pieces as high-level requiremenents that can
be independently implemented as a whole.
We investigated the existing codebase, before we were able to define the requirements. Mainly, we were interested in what functionality was already present and could be used or extended. In this section
we focus on the functionalities the system provides. Refer to Chapter 4 for an architectural overview.
3.2.1

Existing basis functionality

We integrated this project in a codebase that already exposed functionality that could be used. To precisely define the scope of this
project, these are the the basis functionalities that this project could
be built on top of:
• A full-fledged and highly configurable distributed crawler.
• An HTML parser for Document Object Model (DOM) tree traversal.
• An extensible analysis pipeline for information extraction from
web documents.
• An application programming interface (API) for performing raw
queries on datasets.
• A web interface for user-friendly access to datasets.
The codebase was still under active development at the start of this
project, but the crawling and analysis pipeline could already be used
as a stable groundwork. The crawl provides already sufficient functionality that it can be configured and run to retrieve a dataset to evaluate this project. The HTML parser can be used to perform analysis on
specific HTML elements without having to implement low-level functionality. The existing pipeline can be extended by adding an analysis
pipe for usernames. The currently implemented extraction methods
can be used to provide additional entities that can be added to the
graph.
3.2.2

High level requirements

This research was performed at Web-IQ, a Dutch company specialized in web intelligence. Within this company, there was already significant experience in providing software for law enforcement agencies. Moreover, there was already a vision of what the system should
do on a high level. Together with Web-IQ, we crystallized this vision
into a list of high-level requirements.
The requirements are used for the design of the system architecture
and are iteratively used as guidance for the implementation of the
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final product. Furthermore, these requirements are used as a basis to
evaluate the functionality of the system in Chapter 6. The following
high-level requirements are defined:
req-1: The system must be able to extract usernames from crawled web
documents.
For this requirement, we focus on extraction of usernames
from web documents. The system must be able to handle arbitrary web documents for username extraction. In addition,
we need to be able to override this generic implementation
with specific implementations for distinct websites.
req-2: The system must be able to extract relations between entities from
a crawl database.
A generic implementation is required for extraction of relations from any web document. Being able to label the type
of relation is not necessary, but we want to systematically
classify the strength of a relation. Moreover, similar to entity
extraction we need to provide relation extraction implementations for specific websites.
req-3: The system must be able to create graphs containing entities and
their relations.
The extracted entities and relations should be used as input
and be transformed into a persisently stored graph. Potentially an enormous dataset could be used as input, which
requires the system to have adequate scalability options.
req-4: The user must be able to perform graph queries.
Showing a graph as a whole can be overwhelming for the
user and is a computationally complex process. Therefore,
the system needs to be able to filter a subset of the graph
based on search criteria entered by the user. Search queries
contain keywords, eventually accompanied by a required
type, e. g. retrieve all users with username johndoe2015. Queries
are not predefined, which eliminates the choice of selecting
a batch solution.
req-5: The system must be able to perform graph visualization.
Not all queries are easily performed with formulas and humans are visually oriented by nature. Thus, the system needs
to have visualization incorporated in the existing web interface. The user should be able to discern different entity types
easily. Important relations or entities, those connected with
many others, should stand out from the others. To give the
user more insight in the phenomena the graph represents, it
should provide graph exploration functionality.
Scalability with respect to dataset size is an important non-functional
requirement to our system. Handling large datasets is significantly
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more important than being able to handle a high load from many
concurrent users at once. Creating a graph visualization system that
can show all this data at once is not feasible. This is not really a problem, because the potential users are usually concerned in relatively
small portions of a graph at once.
Extracting information and creating a graph is a process in which
high performance is a nice to have, but not essential. The end-user
does not notice whether it took a few minutes or days to prepare
a dataset. On the other hand, the user will notice it when query or
visualization performance is subpar. Therefore, we aim to achieve a
relatively high importance mostly for req-4 and req-5. The number
of query results can have an impact on performance and we accept
non-instantaneous querying and visualization for larger graphs.

4

ARCHITECTURE & DESIGN

The system consists of several different components that are connected to each other. In Section 4.1, we give a high-level overview
of this system architecture. The design of different parts of the system are described in detail in their own sections. Section 4.2 covers
entity extraction. Our generic data model is described in Section 4.3
and is used by the graph creation of Section 4.4. A description of the
graph visualization is given in Section 4.5.
A number of external technologies is used. We refer to some of
these technologies in the explanation of the design. More detailed
descriptions of these technologies are listed in Chapter 5.
4.1

architectural overview

We described the existing basis functionality of the system in Section 3.2.1. In this section, we focus on the system in a more technical
level by giving an overview of the architecture and extending it to fit
our goals.
The existing architecture of this system in a number of smaller components. An overview of these components and their interactions is
given in Figure 1. The arrows denote the dependencies for the system
components.

Index

Crawl

WWW

Docs

API

Analysis

Web Interface

Meta

Figure 1: Existing architecture at the start of this project

The direction of the dataflow through the system differs from the
dependency directions. The overview shows some dependencies from
right to left (e. g. from Analysis to the docs table), whereas the dataflow
is exclusively in the direction from left to right. The Web is the input
of the system and ultimately results are shown in the Web interface
shown on the right.
The Crawl component is responsible for fetching documents from
the web and stores these in the docs table. The Analysis pipeline
iterates through the documents in the docs table and extracts entities
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from this dataset. These entities are stored in the meta table and
indexed in Elasticsearch. The API provides an interface that can be
used by the Web interface to retrieve data.
Based on the high level requirements and the existing architecture
from Figure 1, the architecture was changed to the one depicted in
Figure 2.

Crawl

WWW

API

Analysis

Docs

Graph

Entities

Web Interface

Graph
Index

Graph

Figure 2: Adapted architecture with graph extraction

The data flow again starts at the Web on the left and ends in the
Web interface on the right. The arrows again correspond with the

dependency structure of the system.
The main difference with the existing architecture is what resides
between the Analysis component and the API. Note that the meta table and the meta index are grayed out as they are not relevant within
the scope of this project, yet still exist within the system.
Three additional data stores are added, accompanied with the new
Graph component. The responsibility of the Analysis component is
extended with the functionality of storing entities and relations in
the entities table. This is used as input by the Graph component,
that converts the input to the storage format used by the underlying
graph database and stores and indexes the result to the graph table
and graph index respectively.
The API is connected to the newly created graph table and index
and should have implementations of graph query functionality and
expose an interface for this to the Web interface. The Web interface
itself should be connected with the new API endpoints and give a
meaningful visualization of the retrieved results.
4.2

entity extraction

As explained in Section 3.1.3, we decided to use a hand-crafted pattern approach to extract usernames from web documents. On top of
that, we have implemented a mechanism for overriding this behavior with specific username extractors. This process boils down to the
algorithm defined as pseudocode in Listing 1.

4.2 entity extraction
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Listing 1: Overall username extraction algorithm in pseudocode
initialize UsernameParseFilter
for each d in docs
for each anchor a in d
if d.url has specific extractor
e ←− specific extractor
else
e ←− DefaultUsernameExtractor
u ←− e.extract(a)
if isValid(u)
store u in parsedata of d



Initialization of the UsernameParseFilter comprises loading of the
blacklist, the whitelist, site specific extractors and initialization of the
DefaultGraphExtractor. This results in a set of initialized classes that
are structured as visible in Figure 3.
UsernameResources

UsernameParseFilter

UserValidator

ExtractedUser

<<abstract>>
HrefUsernameExtractor

DefaultUsernameExtractor

PathStartUsernameExtractor

PatternBasedUsernameExtractor

SubdomainUsernameExtractor

Figure 3: Class diagram for the username extraction

The locations at which configurable resources can be found are
defined in the UsernameResources class. The UsernameParseFilter
initially loads these resources and forwards them to the required
other classes. The UserValidator receives a blacklist file of illegal
usernames. By default, this file is empty and can be filled by the user
in order to prevent some false positives in the username extraction.
In addition, the UsernameParseFilter loads a URL keyword whitelist
and blacklist and a file in which sitespecific username extractors are
defined. These extractors are required to extend the abstract class
HrefUsernameExtractor that defines an abstract function for extracting usernames that should be overridden by subclasses.
The UsernameParseFilter is added to the analysis pipeline and receives a document during each step. It loops over the parsed DOM
tree of the HTML and passes the anchor elements in this document to
an HrefUsernameExtractor implementation. The existing implementations are as follows:
• The PathStartUsernameExtractor extracts usernames from the
start of the path of the incoming URL. This extractor can for in-
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stance be used to extract usernames from links structured in the
form http://facebook.com/johndoe123/ or http://example.com/
johndoe123/photos/.
• Usernames that are defined in subdomains of URLs are extracted
by the SubdomainUsernameExtractor. An example of a URL with
this structure is https://johndoe123.tumblr.com/.
• PatternBasedUsernameExtractor extracts usernames based on
user-defined patterns for URLs. It can be configured with a pattern photos/{username} for the site flickr.com to extract the username from https://www.flickr.com/photos/johndoe123/
• The DefaultUsernameExtractor is the fallback username extractor used if no other extractor is configured for the document. It
performs our keyword-based username extraction method. This
algorithm is listed as pseudocode in Listing 2. The blacklist and
whitelist in this algorithm can be configured in the application.
Listing 2: Keyword-based username extraction algorithm in pseudocode
a ←− anchor element
if not a.href contains a keyword from blacklist
if a.href contains a keyword from whitelist
i ←− index of first ’ ? ’ or ’/ ’ after keyword in a.href
if there are any characters after i
return a.textcontent
return empty username

4.3

generic data model

For some specific Web sites, we want to allow for creation of a graph
based on specific extraction patterns for that Web site. The easiest
way to do this is to define a model and create site-specific extractors
that can extract entities and map these to this generic data model.
The generic model is visualized in the class diagram of Figure 4.
From a high level, we distinguish three different entity types. All of
these types derive from the Entity superclass.
The Entity class defines fields that are shared by all entity types.
The namespace is the context in which the entity is extracted. Usually,
this is the domain of a website, e. g. facebook.com. The type is the type
of entity and is automatically set in the subclasses. The id is the identifier for the Entity. The namespace forms together with the type and
the id the uid, which uniquely identifies an entity.
An entity can have numerous possible relations to other entities.
Such Relations have a type, defined in RelationType and the uid to
which it is connected.
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Relation

UsernameResources
- namespace
- type
- id
- creationDate
- location
+ getUID()

ContentItem
- title
- content
- contentType
- link
+ getCreatorUID()

Person

- sex
<<enum>>
ContentType

- type
- uid

<<enum>>
RelationType

Profile
- username
- name
- userinfo
- email

Figure 4: Class diagram of the generic data model

A Profile object models an entity that can be active on a Web page.
It is not defined whether this profile is actually about a person. For
instance, it could also be a profile of a company on an OSN. A special
type of Profile is the Person class for profiles of which we know they
actually belong to a single user. Eventually, the person’s sex can be
set, which is not possible in the Profile superclass.
A ContentItem is something a user can create. This can be a photo,
a post, a reply or even a collection of such content items. The possible
contentTypes are defined in the ContentType enum.
4.4

graph creation

In order to be able to perform entity queries based on relations, we
need to construct a graph. We describe how this graph is created, initially focusing on an entity graph based on co-occurrence relations
and subsequently describing how we added relations with our specific entity model.
In the co-occurrence graph we needed to have the extracted entities
from our dataset as vertices and co-occurrences between these entities
as edges. We define co-occurrence as the occurrence of two or more
entities on the same web page.
Entities can occur on many different pages in our dataset. Our implementation combines the information from these pages into a single
vertex per entity and at most one co-occurrence edge between two entities. Meanwhile, we need to keep track of the number of individual
entity occurrences and the number of co-occurrences per entity pair.
These numbers are used as input for the calculation of the similarity
measures for each entity pair.
The graph construction task is divided into smaller steps that are
performed sequentially. An overview of this flow is depicted in Fig-
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ure 5. During the analysis phase, all extracted entities are added to
an Entities table. As row key in this table, we use a unique identifier
(uid) for an entity. This uid is structured as "namespace:type:identifier",
e. g. facebook.com:user:johndoe42. As values we can add any information, such as attributes or co-occurrence relations.
The graph creation job is separated in a map task and a reduce task.
The mapper creates the vertices and emits co-occurring entity pairs.
The reducer receives these pairs and creates the corresponding edges.

Analysis

uid as row key

Map

co-occurrence pairs

Reduce

vertices
entities &
relations
Entities

entities &
relations

edges

Figure 5: Updated graph creation data flow

4.4.1

Detailed overview

From a more detail-oriented perspective, we describe the implementation details of this scalable solution. At the end of the existing analysis
pipeline, we added an instance of a new CooccurrenceParseFilter
class.
Each parse filter can read and write from and to a ParseData object. At the end of the analysis pipeline, all extracted entities from
the document under analysis are stored in the parse data object. The
CooccurrenceParseFilter iterates over these entities and stores the
current URL as occurrence to that entities.
In addition, it adds co-occurrence relations. By nature, these relations are undirected. This makes it redundant to store these relations
twice per entity pair combination. Instead, we only add co-occurrence
relations to entities with a higher uid. Doing this ensures that we do
not store any duplicate relations.
To store the occurrences and co-occurrences, each entity holds a
key-value map in which the keys are URLs and the values collections
of co-occurring entities. Addition of an occurrence can be performed
by simply adding the corresponding URL as key. If there are no cooccurring entities, an empty collection is added as value for that
key. Otherwise, the collection of co-occurring entities for that URL is
added.
At the beginning of an entity graph creation job, we connect to
the graph database to create a schema. The low level functionality
for creating a graph schema is handled by the GraphSchemaModeller.
The DefaultGraphExtractor is initially called to start the creation of
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a graph schema. This class is an implementation of the GraphCreator
interface and delegates incoming calls to all other implementations of
that interface. An overview of the class structure for this part of the
application is given in Figure 6.

DefaultGraph

GraphSchemaModeller
<<interface>>

GraphExtractor
createSchema()
setProperties(v, entity)
createEdges(entity)

EntityGraph

EntityGraphJob

DefaultGraphExtractor

VertexMapper
CooccurrenceEdgeReducer
GenericGraphExtractor
Field
CooccurrenceGraphExtractor

ThresholdedOverlapCoefficient

JaccardCoefficient

SorensenDiceCoefficient

<<interface>>

SimilarityMeasure
getName()
calculate(a, b, aAndB)

OverlapCoefficient

Figure 6: Class diagram for the graph creation

The mapper iterates over the entities in the Entities table. The rows
in this table are identified by the uid as row key. This means we have
all information about a single entity available at once with the knowledge that no vertex has been created for it yet.
We combine all stored attribute values to create an Entity object.
Within the mapper we invoke the DefaultGraphExtractor to create
a vertex for that entity. Communication with the graph database is
wrapped using the EntityGraph class. Setting the properties for that
vertex is delegated to the other GraphExtractor implementations. For
instance, the CooccurrenceGraphExtractor ensures that the occurrence count property for that entity is set in the vertex by retrieving
the number of keys in its co-occurrence map.
As output, the mapper emits all co-occurrence pairs for that entity.
As key, the uid of the current entity is used and as value the uid of a
co-occurring entity. This means that in one mapping step multiple co-

29

30

architecture & design

Table 1: Similarity measures and their formulas

measure

formula

Jaccard index

|X∩Y|
|X∪Y|

Sørensen-Dice coefficient

2|X∩Y|
|X|+|Y|

Overlap coefficient

|X∩Y|
min(|X|,|Y|)

Thresholded overlap
coefficient





|X∩Y|
min(|X|,|Y|)

if |X| > k ∧ |Y| > k

0

otherwise

occurrence pairs can be emitted. If two entities co-occur on multiple
documents, they are emitted as a pair multiple times.
During each step, the reducer receives a key and a collection of
values. The key k is the uid of an entity and the values V are uids
of co-occurring entities. For the vertex of each unique value v in V,
the CooccurrenceGraphExtractor creates an edge from that vertex to
the corresponding vertex for k. As co-occurrence count we use the
number of times v occurs in V.
From within the CooccurrenceGraphExtractor we calculate the similarities between each entity pair. The SimilarityMeasure interface
defines the calculate() function that receives two occurrence counts
and the co-occurrence count to calculate the similarity. The implementations for this interface are based on the coefficients from Table 1.
If there are any entities extracted using the site specific model, we
perform an additional mapping task after the first MapReduce job is
finished. This job iterates over the extracted relations that are stored
as a generic model. The vertices are already stored in the graph during the previous job, therefore we only need to add the edges to the
corresponding vertices in the graph.
4.5

visualization

The visualization aspect of the implementation is divided into two
main components, the API back end that provides data access and the
front end that functions as a presentation layer.
4.5.1

Back end

The back end of the application acts as communication broker between the graph database and the front end. The backend runs as a
standalone web server. Its class level structure is depicted in Figure 7.

4.5 visualization

<< abstract >>

JsonConverter

GraphClient
GraphClientManager

GremlinHelper

EntityGraphClient

GraphQuery

Server

SearchServer

Figure 7: Class diagram of the back end

The general flow of performing a graph query is visualized in the
sequence diagram in Figure 8. The main class of the back end is
Server, which starts a Web server and binds Java functions to URL
paths. Any incoming requests for that path are automatically forwarded to its corresponding function. The Server extracts a GraphQuery
object from each incoming graph search requests. This object is forwarded to the entitySearch function in the SearchServer.
The SearchServer has an instance of the GraphClientManager. This
manager class holds one GraphClient instance per dataset. Each of
these has a direct connection with its graph database backend. This is
needed because it takes a few seconds to establish such a connection.
Once a connection is established, queries can be performed instantaneously.

Server

SearchServer

GraphClientManager

EntityGraphClient

query
GraphQuery instance
getGraphClient(dataset)
graph client
search(graph query)
Gremlin pipeline
getResult(pipeline)
perform query
result
result
result
result

Figure 8: Sequence diagram of graph query execution

The corresponding graph client is returned to the SearchServer.
For entity graphs, this is the EntityGraphClient implementation. The
SearchServer forwards the GraphQuery to the received GraphClient
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instance. The responsibility of this client is to create a pipeline and
pass it back its caller. Subsequently, the SearchServer requests the
GraphClient to connect to Titan and fetch the results based on the
returned pipeline. The returned results are structured in Javascript
Object Notation (JSON) format, performed by the JsonConverter class.
A query in the form of a pipeline can be divided into two types. The
simplest query type is based on pattern matching. This mechanism
takes some pattern as input and retrieves all vertices matching this
pattern, usually with help of some index backend to ensure performance. The second type, traversal queries, starts with a set of vertices
and perform predefined steps to traverse to adjacent vertices.
In our application, these types of queries are combined to acquire
the desired result. Initally, we perform pattern matching queries to
find a set of vertices that match the given query. Starting from these
vertices, we expand the result set by adding context of these queries.
The three types of supported pattern matching queries supported
are keyword search, entity search and wildcard search. Keyword search
performs full-text search on the search index of the graph. Usually
this only retrieves content items. Entity search performs direct search
for specific entities and can be used for instance to retrieve users with
a specific username. Lastly, the wildcard query can be used to get
insight in a recent part of the dataset by matching the last n content
items, based on their timestamp.
A large problem with traversal queries is how the number of vertices that have to be visited explodes with the number of steps. This is
especially a problem for vertices with high degrees. Consider for instance performing a friend-of-a-friend query on one user having 100
friends that have 100 friends each. This requires us to visit 1 + 100 +
100 · 100 = 10101 vertices.
It rewards to perform filtering early in a pipeline so that adjacent
vertices do not have to be visited at a later stage. This is why we
perform the actual filtering in the initial pattern matching step. An
alternative is to start with all users and traverse to all their content
items that match a specific keyword query. However, with index-free
adjacency such a query cannot be answered with a global index and
requires a huge number of traversals for larger datasets.
After having performed the pattern matching part of our query, we
fetch additional context. The pipeline we created for this is given in
Figure 9. Usually, pipes are created in order to transform an input to
an output, discarding the original input. In our case, the output of
each pipe includes the input itself as well.
The input of the pipeline is a set of vertices. These can be vertices
of any type, including users and content items. In the first pipe, we
enrich the result by adding parent vertices. Such parent vertices are
only available for site-specific extracted entities. An example of this
is the parent-child relation between a post and its replies. Secondly,
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add parent

add creator

add similar
neighbors

add interconnected edges

Figure 9: Context pipeline

we add creator vertices to the items in the pipeline. These relations
are again only available for content items. By now, the pipeline contains vertices of content items and users. In the third pipe, similar
neighbors are added to the result. Similar neighbors are all adjacent
vertices for which the similarity measure is larger than a threshold θ.
In the last pipe, the edges between all incoming vertices are included
to the result.
4.5.2

Front end

The front en of the application is written in Javascript. From a highlevel perspective, we define two type of classes. A number of classes
are visual components and directly correspond with a renderable
DOM component in the front end. The other classes are used to handle actions and API calls. An overview of the most relevant classes in
the front end is given in Figure 10.
RouterActions

GraphApi

GraphActions

GraphServerActions

GraphConstants

GraphSearch

GraphStore

GraphResults

KeylinesComponent
KeylinesUtils

ProgressBar

AppDispatcher

KeylinesWrapper

KeylinesTools

KeylinesFilter
KeylinesLegend

SearchActions

KeylinesFilterItem

KeylinesDetail

Figure 10: Class diagram of the front end

We explain how this class structure was created in two steps. First,
we focus on the communication between the different classes. Comprehension of this architecture is the easiest when considering the React components, shown within the dashed rectangle, as a black box
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that takes as input a JSON-structured graph and emits the visualization of that graph.
The application router automatically maps the path of a URL structured as /modules/<dataset>/search#/query/<query>/graph to the
corresponding view and actions. The RouterActions invokes the search
method in the GraphApi to pose the query extracted from the URL.
On receival of the graph query result, the graphResultsReceived
action, defined in GraphServerActions is called. This class depends
on the GraphConstants class that defines graph actions that can be
dispatched on the system. When the graph results are received, the
GraphServerActions dispatches such an action.
Any number of stores can register themselves with the system’s
AppDispatcher in order to listen to changes it emits. For the graph
visualization, we implemented a GraphStore that registers itself as
action listener with the AppDispatcher.
If any change action defined in the GraphConstants class is fired,
this is received by the GraphStore. The graph receival action is accompanied with the graph as payload. The GraphStore internally stores
this graph. Any view interested in showing anything of this graph
can connect to the store and retrieve the data from the graph.
Within the GraphActions, an expandVertex action is defined. This
action is used for expansion of a single vertex in the graph. It receives
a vertex identifier and retrieves all adjacent vertices with the GraphApi.
An incremental graph results received action is fired with the additional
results. The GraphStore already has a graph stored an merges this
with the newly received results.
4.5.2.1 Rendering
The renderable classes are visualized in Figure 10 in the dashed box.
The dependencies of these components correspond with their structure in the DOM tree. The outermost item in the DOM tree is in this
context the GraphSearch component. The render method of this component is automatically invoked.
The GraphSearch is not aware of how the graph is visualized, nor
does it know how to communication with the API works. Its only
task is to render a DOM container element that holds the visualization
result of a graph query and add the GraphResults components as a
child.
GraphResults adds itself as a change listener to the GraphStore.
Any change events in the GraphStore, i. e. new graph query results
are received, are automatically propagated to the GraphResults component. This component changes its internal state by fetching the new
graph data from the GraphStore, which triggers a refresh in the rendering of the component.
If the stored graph contains any items, the KeylinesWrapper is rendered with the graph data as input property. This component wraps
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the ProgressBar, the KeylinesComponent and the KeylinesTools components.
The KeylinesComponent is responsible for performing the actual visualization of the graph, using KeyLines as visualization library (cf.
Section 2.4. In order to do so, it initializes a Keylines chart object.
The JSON input the component receives is converted to the data form
required by KeyLines. The KeyLines library in its turn returns calculates the x and y coordinates of the vertices and edges and returns
a HTML canvas object visualizing the graph. Helper methods for connecting to KeyLines are implemented in the KeylinesUtils class.
The KeylinesComponent defines how a vertex or an edge are visualized. It extracts the label of a vertex based on the type of entity it
represents. For a content item, it extracts the title or the content itself
if no title is present. This string is shortened of there are more than
30 characters in order to prevent an overload of the text in the graph.
For a user object, we extract the name and/or the username based on
the information available.
The color of a vertex is based on the type of the underlying entity.
This type information is available during rendering and mapped to
a color. For the vertex sizes, we use the degree of the vertex as described in Section 3.1.4. KeyLines requires a size multiplication factor
defining how much a vertex should be scaled. As basis we use a scale
of 1. Each adjacent vertex in the result set adds 0.1 to that scale. We
want highly connected vertices to stand out without being disproportionally large. With manually testing, we found out that an upper
limit of 4 is a good equilibrium between these aspects. Thus, we use
the following formula for the scaling factor s of a node v:
s(v) = min(4, 1 + 0.1 · deg(v))
KeyLines supports rendering of timebars. This functionality is handled in the KeylinesComponent as well. If timebar rendering is enabled, it extracts any timestamps from the graph input and adds it to
the timebar. Usually, these timestamps originate from site-specific entity extractors. The timebar object itself automatically renders a timebar and picks a level of zoom that corresponds with the data. If the
underlying data is timestamped with several dates in a month, timestamps from the same day can be combined. If the user wants more
detail, he or she can zoom in to show the times as well.
Via the KeylinesComponent we handle communication from the
timebar to the graph. This timebar allows us to filter on items in
a specific timespan. This makes it possible to only show graph elements from a specific period. The timebar itself provides more insight
in time-based data. Combined with the query, this allows us to see
trends in online activity on certain topics.
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The KeylinesComponent binds callback functions to the KeyLines
chart object. Double clicking, hovering or selecting an item in the
chart returns in an invocation of the corresponding callback function.
When the cursor hovers a vertex, we automatically move all other
non-adjacent vertices to the background and lower their transparency.
This makes it easier for the user to unravel the connections between
vertices when there is a large number of them.
Another callback used is the progress callback. KeyLines regularly
returns its rendering progress as a fractional number between 0 and
1. From within the KeylinesComponent we give this number to its
wrapper, which in its turn makes sure the ProgressBar is rendered
with the correct progress percentage. Neither the ProgressBar, nor
the KeylinesComponent know about one another. This improves the
design of the code and makes it easier to perform changes.
The KeylinesTools component is a wrapper for a number of tools
related to the content of the graph. The KeylinesFilter contains a
number of KeylinesFilterItems that allows us to quickly add filters
to the graph query. These filters are added to the query using the
SearchActions component.
The KeylinesLegend provides the user with the types of vertices
that are available in the graph and shows how these are mapped to a
color in the graph. This legend is based on the actual data in the graph
and is automatically updated when the state of the GraphResults
component is updated.
In order to get a detailed view from specific items in the graph,
the KeylinesDetail view can be used. This component receives the
selected vertices and renders the labels of these items in separate
boxes next to the graph. This is mainly useful for long content items
such as forum posts that are not easily readable in the graph itself.

5

TECHNOLOGIES

We made extensive use of external technologies. This allowed us to
build a system without having to reinvent the wheel for low-level
functionality. For each of the used technologies, we describe their
functionality and inner workings, with a focus on scalability.
In Section 5.1 we give an outline of Apache Hadoop, an opensource implementation of the MapReduce paradigm for performing
tasks in parallel. The column-oriented database Apache HBase is described in Section 5.2, followed by the search server Elasticsearch
in Section 5.3. Section 5.4 covers the Tinkerpop stack, which is implemented by Titan as outlined in Section 5.5. Information on the
Javascript libraries React and Flux is provided in Section 5.6. We conclude this chapter with the relation of these technologies to the architecture of the system in Section 5.7.
5.1

apache hadoop

MapReduce is a programming paradigm designed to process large
scale data sets, introduced by Google in [Dean and Ghemawat, 2008].
The main power of MapReduce is its parallelism. It is meant to run
distributed on a cluster of computers working in parallel on the same
task. This cluster might be composed of commodity hardware instead
of top-notch hardware.
Apache Hadoop was created as an open-source implementation
of the MapReduce principle developed by Google. It is part of the
Apache Software Foundation. Version 1.0.0 of Hadoop was released
back in 2011, after it had been worked on for six years. Hadoop consists of the following components [Hadoop]:
common The core of the Hadoop framework. It is a utility module
to support the other modules.
hadoop distributed file system A file system based on Google
File System used to store data distributed on a Hadoop cluster.
yarn Used for scheduling of jobs and managing resources on a cluster.
mapreduce The Hadoop implementation of the MapReduce programming model.
The MapReduce principle uses the divide and conquer strategy by
segmenting a problem into smaller subproblems which can be solved
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more easily. The input of the algorithm is read from the disk and
sliced into a number of key-value pairs. These pairs are distributed
over the worker nodes in the Hadoop cluster by the master node.
Each worker node performs a map step by applying a function on its
input data. This function has input form of (key, value) and returns a
list of (key, value) pairs. The output is partitioned over the reducers in
the cluster. An important aspect of this partitioning process is that all
key-value pairs with a specific key are passed on to the same reducer.
Each reducer sorts its list of incoming intermediate (key, value) pairs
locally. The reduce step is then performed once for each key by performing a function on all values mapped to that key. The result of
this step is a new list of (key, value) pairs, which are then written to
the disk again.
5.1.1

MapReduce example

To give a clearer understanding of the principle behind MapReduce,
we provide a practical example of how it works. Suppose we have two
shopping lists and we want to count how many times each product
occurs in these lists. These lists form the input of our algorithm, as
visible in Figure 11.

Apples
Bananas
Cherries

Cherries
Bananas
Dates

map

map

(Apples,1)
(Bananas,1)
(Cherries,1)

(Cherries,1)
(Bananas,1)
(Dates,1)

(Apples, 1)

reduce

(Apples, 1)

(Bananas, 1)
(Bananas, 1)

reduce

(Bananas, 2)

(Cherries, 1)
(Cherries, 1)

reduce

(Cherries, 2)

(Dates, 1)

reduce

(Dates, 1)

Apples
Bananas
Cherries
Dates

1
2
2
1

Figure 11: Example MapReduce flow

The mapper function reads the shopping list input and returns a
list of (key, value) pairs with the products as key and the value 1 as
value. Note that if a product was listed on the same input list twice,
this value would still be 1 and the key was added twice to the output
instead. It is obvious how well the mapping function scales, as both
list can be mapped in parallel by different mappers.
The reducers receive the intermediate results and perform the reduce function on the input. All pairs are shuffled and sorted such
that the same keys are received by one single reducer. The reduce job
sums all values for that key and emit the result. This reduce task can
also be performed in parallel by multiple reducers. Ultimately, the
results are combined by writing them to the Hadoop Distributed File
System (HDFS) again.

5.2 apache hbase

5.2

apache hbase

Another Apache product used in this project is HBase, a NoSQL
database that is highly related to Hadoop. It is built on top of HDFS
and HBase inspired by Google’s BigTable in the same sense that HDFS
is inspired by the Google File System [Chang et al., 2008].
With HBase, data can be stored in columns. A row key uniquely defines a row, which consists of one or more of these columns. An arbitrary number of rows together form a table. This concept of columns,
rows and tables is the same for a traditional relational database management system (RDBMS). The most important difference is that HBase
is a column-oriented database; data is grouped by column instead of
by row, where RDBMSs are row-oriented.
Mentally, one could consider a relational database as a rigid spreadsheet. Each of the predefined columns should be filled in for each
row. A null value should be stored when no value exists for that
column. In addition, the names and column widths are predefined.
Column-oriented database are much more flexible. This difference is
visualized in Figure 12. A row in a column-oriented database can
be considered as a collection of tags for that row. There are no restrictions on these columns. Names and widths can be selected at will and
whole columns can be omitted for values that should not be stored.
Family 1

Family 2

row a

A: true

C: 19

null

row b

A: false

null

row c

A: false

A

B

C

true

null

19

row b false

null

row c

42

row a

false

B: 42

Figure 12: An RDBMS (left) and a column-oriented store (right)

Rows are unique and lexicographically sorted by their keys. This
makes a row key comparable to a primary key that exists in a relational database. HBase extends the paradigm of columns and rows by
adding the concept of a cell. Multiple versions of data for a column
can exist by storing these different versions in separate cells.
HBase supports versioning, where each version is stored in a separate cell. A cell belongs to one column and a column can have multiple cells. Each cell is timestamped, which facilitates versioning of
columns by time.
To improve performance, it is possible to create column families.
Different column families are stored in separate files. This reduces
input/output (I/O) in cases where we are not interested in all columns,
which is often the case for analytical software. In addition, data in the
same column is often similarly structured and thus very suitable for
compression [George, 2011].
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5.2.1

Sharding is the
process of
partitioning data
horizontally over a
cluster, i. e.the rows
in a table are divided
over different nodes
in the cluster.

Scalability

Scalability is a key advantage of using HBase over RDBMSs. It achieves
this by providing the ability to shard a table. An HBase table can be
split into disparate sets, called regions. Each region contains adjacent
rows, in the interval [start key, end key), sorted by key, as visible in
Figure 13.

Row
A
.
.
N
.
.
Z

Region
Server #1
K-Q

Region
Server #2
R-Z
A-D

E-L

Figure 13: Region servers in HBase

When the size of table exceeds a configured limit, it is automatically
split at the middle key into two halves. Each region is served by a
single region server, which in its turn can serve multiple regions. This
concept of splitting and serving is called autosharding and facilitates
load balancing and quick recovery after server failures.
Within the concept of the CAP terminology, HBase is a CP system.
It accepts a slightly reduced availability in favor of consistency and
partition tolerance.
5.3

elasticsearch

Elasticsearch1 is a search server written in Java. It wraps Apache
Lucene, a library for information retrieval written in Java, in order to
provide an easier to use interface around the complexities of Lucene.
Both Elasticsearch and Lucene are open source.
In order to provide communication with its index, Elasticsearch
has a programming language agnostic RESTful API. Elasticsearch is
a distributed document store, its basic unit of work is a document.
Such a document can contain rather simple or more complicated data
structures, serialized as JSON. This API can be used to perform queries
in the domain-specific language (DSL) created for Elasticsearch.
By default, Elasticsearch indexes all stored data in inverted indices.
One or any combination of these indices can be used to search for
documents in real-time.

1 https://www.elastic.co/

5.3 elasticsearch

5.3.1

Exact and full text queries

Search queries can be either structured, full-text or a mixture of these
two. Structured queries are queries of the type we are already used to
in Structured Query Language (SQL), filtering results based on exact
values, such as age or id. This type of queries is relatively simple and
results in a boolean value. A value either matches a condition of a
query term or it does not.
Full-text search is more comprehensive and retrieves documents
that match one or more keywords in a query. It searches in textual
data and can sort the resulting documents by relevance. The result
of full-text searches is more nuanced. For a document, it results in
a number describing how well it matches the query [Gormley and
Tong, 2015].
The result of a full-text search query should correspond to the
user’s intent. Simply checking whether some text contains a keyword
does not always suffice. Therefore, Elasticsearch provides normalization and filtering functionality to improve results. Examples of this
are:
stemming Words can be stemmed to a basic form. For instance,
changing a noun from plural to singular (theses to thesis) or stemming a verb (writes to write).
lowercasing Replacing uppercase letters with lowercase, e. g. the
words Thesis and thesis can be lowercased to the simplest form
thesis.
replacing synonyms Words with the same or a similar meaning
can sometimes be replaced with a root word, such as serene and
calm.
filtering Removing special characters, diacritics or stop words,
such as the or and.
spell checking Fixing spelling errors in a search query.
5.3.2

Scalability

Elasticsearch is built to support horizontal scalability. Starting from
a single development machine and ultimately moving Elasticsearch
to a large cluster is relatively easy. Just as with HBase, Elasticsearch
has the notion of shards. Each shard contains a subset of all the data
and is either a primary or a replica shard. Replica shards are only used
for read operations and, if running on different nodes, can relieve
the workload of other nodes. Elasticsearch is, in terms of the CAP
theorem, an AP system.
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To see in more detail how a search is executed on an Elasticsearch
cluster, consider a cluster with two shards distributed over six nodes,
as depicted in Figure 14. On this cluster, let us for instance perform
a search for the 21 to 30 most relevant documents for a query, thus
omitting the 20 most relevant documents. A search is split into two
phases: query and fetch [Gormley and Tong, 2015]. The three steps of
the query phase are:
1. The node that receives the search request, Node 2 in this example, creates an empty priority queue of size 30 (size 10 + first 20
omitted). Node 2 is the coordinating node for this request.
2. The search request is forwarded to a copy of every shard, regardless of the copy being primary or a replica. Every shard
performs the query, which results in priority queues with 30
items for each shard.
3. Node 2 receives the document IDs and sorted values from each
shard and combines these values into its priority queue.
The query phase has resulted in a globally sorted result set containing the IDs of the documents we need. In the fetch phase, the actual
documents are retrieved:
4. Node 2 selects document IDs 21 to 30 from its priority queue
and performs a multi GET to fetch these documents.
5. The relevant documents are retrieved by each shard and a returned to Node 2.
6. After receiving all requested documents, Node 2 forwards them
to the client.

Node 1
R0

P1

4
5
2

Node 2
P0

R1

3

Node 3

4
5
2

R0

R1

3
6
1

Figure 14: Executing a search on an Elasticsearch cluster

5.4 tinkerpop

5.4

tinkerpop

Tinkerpop2 is an open source software stack containing several subprojects related to graph computing. The aim of the project is to
provide tools and interfaces that can be used with various graph
database implementations.
Since its start in 2009, Tinkerpop has gained a lot of attention within
the world of graph databases. As such, Tinkerpop is integrated within
many products, which makes it the de facto standard in the area of
graph databases. Currently, Tinkerpop is part of the Apache Incubator, which is required before it can become fully part of the Apache
Software Foundation. Tinkerpop is composed of six projects:
blueprints The basis of the Tinkerpop stack is called Blueprints.
It provides a generic API for the property graph model, analagous to
graph databases as Java DataBase Connectivity (JDBC) is to RDBMSs.
Using the generic Blueprints API instead of a specific API makes it
easier to switch to another graph database in a later stage. In addition, it comes with utilities and wrappers for easy graph manipulation. Examples for this are import and export capabilities or advanced
transaction handling.
The Blueprints API defines the interface for addition, retrieval, manipulaton, and removal of edges and vertices in a graph. The class
diagram of the relevant core concepts of Blueprints is given in Figure 15.
Describing the whole range of methods defined by Blueprints is
beyond the scope of this document. The reader interested in a bit
more detail can refer to Figure 38 in Appendix B in order to also see
which methods reside in these interfaces.

Element

Graph

Edge

Vertex

Direction

GraphQuery

Query

VertexQuery

Figure 15: Class diagram of the Blueprints core

2 http://tinkerpop.incubator.apache.org/
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pipes A common task on graph databases is the transformation of
data. Pipes provides a framework for implementing a graph dataflow
from input to output. This framework has the concept of a pipe, which
receives a number of starts and transforms these into zero or more
ends. Multiple pipes can be connected with each other to form a
pipeline.
The pipes framework is not restricted to creating pipelines for graph
processing, but can be used for any type of pipeline. The pipes framework is inspired by and can be seen as an implementation of a Kahn
process network [Kahn, 1974].
Pipes provides, apart from the framework itself, also a number of
pipe implementations. These implementations are divided into four
different categories.
Firstly, filter pipes receive a number of starts S and emit a number of ends E, where E ⊆ S. In each process step, such a pipe either
emits or blocks an element. The implementation of the pipe determines the condition on which elements are filtered. The second type
is the type of transform pipes, which consume the collection S and
returns a collection E, containing transformations of S. Thirdly, the
side effect pipes both receive and return the set S, while in addition
yielding a side effect. An example of this pipe type is the groupCount
pipe, which as side effect counts how many occurrences of an element flow through the pipe. Lastly, branch pipes can be used to split
the dataflow into multiple directions or merging parallel pipes into a
single one.
gremlin Tinkerpop provides Gremlin as a DSL for graph traversal. In essence, Gremlin is a language which wraps the Pipes framework and basically exposes the same functionality. In addition, it is
equipped with a console that can be used for easily creating queries
on the fly. As such, Gremlin is a more concise method of describing
graph traversals in comparison to using Pipes in Java.
frames As a programmer it is sometimes easier to think in terms
of objects and attributes than in vertices and edges. Frames aims to
solve this by providing functionality for mapping domain objects to
graph elements. It is data schema modelling tool that resides between
the application logic and the graph database. This is comparable to
object-relation mapping which is regularly used with RDBMSs.
A Java interface describing a domain object should be annotated to
provide the mapping from graph to Java and vice versa. The Person
interface given in Listing 3 is a simple example of how Frames can
be used. The @Adjacency annotation describes which edge label describes the getChildren() relation. When this method is invoked,
only the neighbor vertices connected with an edge labeled with child
will be fetched and mapped to a Java object.

5.5 titan
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Listing 3: Simple example of a Frames interface
public interface Person {
@Adjacency(label = " child " )
public Iterable<Person> getChildren();
}

Frames provides a collection of annotations that can be used to
define simple or more complex relations. The type of added functionality is based on the prefix of a function (either get, set, is, can, or
remove).
furnace Some generic graph algorithms can be used in many contexts, like PageRank or Dijkstra’s shortest path algorithm. Furnace provides implementations of many of such algorithms in a way that they
can be used on graphs that provide the Blueprints interface. Moreover,
it accommodates generation of graphs in ways that they conform the
a given distribution. This can for example be used to create a scalefree network.
rexster Rexster is a stand-alone server that can be used to communicate with graphs that expose the Blueprints interface. Rexster
provides a REST interface over HTTP. This is programming language
agnostic, which makes Rexster a useful tool for projects that are not
written in Java or another Java Virtual Machine (JVM) language.
Insight in a graph can be gained by using the web interface provided by Rexster. It provides a simple search interface in which properties and relations of elements can be looked up and visualized.
However, this functionality is very basic and therefore of limited use.
5.5

titan

Titan is a database that is specialized in persistence of graphs. Its
official website gives the following description for Titan [Thinkaurelius]: "Titan is a scalable graph database optimized for storing and querying graphs containing hundreds of billions of vertices and edges distributed
across a multi-machine cluster. Titan is a transactional database that can
support thousands of concurrent users executing complex graph traversals
in real time."
Instead of creating a new storage backend, Titan wraps already existing storage backends. It supports Apache Cassandra3 , HBase, and
Oracle BerkeleyDB4 . This allows for the developers to select a storage
backend that is respectively either AP, CP or CA. This makes titan
scalable in terms of the number of users and the size of a graph. The

3 https://cassandra.apache.org/
4 http://oracle.com/us/products/database/berkeley-db/overview/index.html



46

technologies

theoretic maximum number of vertices is 160 and the limit on the
number of edges is 260 .
5.5.1

Internal structure

The data model used in Titan is a variation on the adjacency list described in Section A.1.2. Each element (a vertex or an edge) automatically receives a unique identifier of 64 bits in size. This is the row key
used in the underlying storage backend to point to the column with
the data for that element [Thinkaurelius].
For each vertex, we have a column family containing the properties and adjacency list for that vertex. The properties and edges are
added as cells. An edge is stored in the adjacency lists of the incoming and the outgoing vertex. To improve graph traversal performance,
the cells are sorted by type and vertex identifier. On this ordered list,
we can perform a binary search to find an edge between two vertices
much faster compared with linear search.
Titan uses a comprehensive system to define columns for edges
stored in the adjacency list of a vertex. It combines a few defining attributes for an edge to use as key value. The attributes are as follows:
label identifier An element can have one label. This is an additional property that is commonly used to define a type of that
element.
direction Whether this is an incoming or outgoing edge for the
vertex this edge is in the adjacency list of.
sort key The value on which the edge should be sorted.
adjacent vertex id The identifier of the vertex this edge connects
with. Instead of storing the full identifier, only the difference
between the vertices on both ends of this edge is stored. Titan
assigns identifiers in such a way that connected identifiers have
a relatively small difference to reduce space.
edge id The identifier of the actual edge itself.
The values that are stored in this column are the signature key (the
value that belongs to the label property) and then the other properties
belonging to the edge. Properties are stored by their id and value. An
example of the Titan data structure is given in Figure 16.
5.5.2

Indexing

Titan provides multiple forms of indexing. The most simple form of
indexing is a composite index, indexing based on exact values of a
property. This can be handled by Titan internally, without needing to
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Edge

Signature key Other properties
value

Figure 16: Data structure of vertex and edge rows

use an external indexing backend. This avoids the necessity of having
to iterate over all vertices in the graph to find a query result, which
would scale terribly.
External search backends can be used for advanced search queries.
Out of the box, Titan supports Elasticsearch, Solr and Lucene to search
in so called mixed indices. The advanced search capabilities of these
search engines can be used to perform for instance full-text, range
search or sorted search. A more detailed description of Elasticsearch
is given in Section 5.3.
In practice, many types of graphs form a scale-free network. The
fraction P(k) vertices with a degree k follows a power law distribution P(k) ∼ k−γ [Barabási and Albert, 1999]. The vertices with the
highest degrees in this type of network (hubs) have an exponentially
higher degree than the majority of the other vertices. Due to the high
degree of hubs, we would often stumble upon these nodes during
graph traversal. Evidently, this requires a solution that allows for
graph traversal without having to iterate through all neighbors of
a vertex.
In Titan, an index is either defined as a graph index or a vertex-centric
index. Graph indices are used to quickly retrieve vertices or edges
from the whole graph. Vertex-centric indices are built per vertex and
implement fast traversal from a vertex to its neighbors [Rodriguez,
2012]. For instance, in a social network we could rapidly traverse from
a user to all its posts created on a specific date. This does not gain
a considerable performance improvement for vertices with a small
degree, but can be very beneficial for vertices with a high degree.
5.5.3

Alternatives

Graph databases have gained more and more popularity over the
course of the last years, which led to several different implementations. Each of these systems has its advantages and drawbacks. Comparisons of graph databases have been performed, for instance in [An-

Social networks are
prime examples of
scale-free networks.
A new Twitter user
is more likely to
follow a hub, such as
Barack Obama with
more than 60
million followers
than a user with just
a few followers.
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gles, 2012]. This overview from 2012 is already outdated due to the
rapid change in the area of graph databases, e. g. Titan is not yet included. In this section, we compare the key players and show the
rationale behind selecting Titan.
Graph databases come in different flavors. In-memory databases
are extremely fast, because the whole graph is loaded into RAM.
However, this restricts the maximum size of a graph, because the
amount of RAM available is normally much smaller than disk space.
Therefore, we do not consider graph databases of this type.
Graph processing systems such as Apache Giraph and Google Pregel
are often mentioned in comparisons between different graph databases
[Labute and Dombroski, 2014]. These systems are not pure graph
databases, but transform existing graphs in a vertex-centric manner,
based on Bulk Synchronous Parallel (BSP) [Malewicz et al., 2010]. Accordingly, we will not take these systems into account either.
For the remaining graph databases, we selected the most popular
ones:
neo4j The most widely adopted graph database is Neo4j5 . It is, as
the name already suggests, written in Java and supports the
Tinkerpop API. With its initial release in in 2007, it is the most
mature system of those listed here. It is used in production by
big corporations such as eBay and Walmart.
The GPL license
requires you to
disclose the source
code of your
software if you
distribute an
executable of it that
uses the licensed
product. Therefore,
it is not allowed for
proprietary software
to use GPL licensed
libraries.

Neo4j has two editions, a free community edition under GPL
license and an enterprise edition. Both editions are open source,
but the enterprise edition can only be used free of charge in
projects that are open source as well. For other projects, a commercial license is required. The community edition is unfit for
large graphs, as it lacks horizontal scalability, advanced caching
support and monitoring.
orientdb Besides being able to store graphs, OrientDB6 can also
handle documents, key/value pairs and objects. Its backend
is written in Java and implements the Tinkerpop stack. The
free community edition is open source and licensed under the
Apache 2 license and provides linear scalability with a multimaster architecture. The paid editions of OrientDB can provide
metrics and are provided with support.
sparksee The DEX graph database was initially released in 2008
and later renamed to Sparksee7 . Although the system is written
in C++, it exposes a Java API with Tinkerpop support. Bitmap
data structures are used to compress the data in the graph
[Martinez-Bazan et al., 2011]. The system is closed source and
supports scalability only with paid licenses.
5 http://neo4j.com
6 http://orientdb.com/
7 http://www.sparsity-technologies.com/
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infinitegraph Objectivity, the company behind InfiniteGraph8 , claims
to have an extremely distributed and scalable graph database.
Infinitegraph is closed source and can only be used with paid,
commercial licenses. Its Java API is only partially compliant with
Tinkerpop, which decreases the ease to switch to another graph
database in a later stage.
An overview of all considered graph database and their aspects related to this project is given in Table 2 on page 50. As visible, the Tinkerpop stack is widely supported considering most graph databases
have full support for Gremlin and the Blueprints API. We can reject
the Neo4j community edition directly, because it is GPL licensed and
does not support scalable databases.
From the remaining systems, only two are free of charge: OrientDB
and Titan. Because both of these applications seem to be suitable for
this project, we eliminated the others as well. Ultimately, we selected
Titan, because it can be used in combination with HBase and Elasticsearch. It did not require us to extend our software stack with more
applications that had to be monitored and maintained. Moreover, we
already had experience with these libraries.

8 http://www.objectivity.com/products/infinitegraph/
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Table 2: Comparison of various graph databases

database

license

free

backend

blueprints

gremlin

scalable

Neo4j (community)

GPL

Yes

Custom

Yes

Yes

No

AGPL/commercial

No

Custom

Yes

Yes

Yes

OrientDB

Apache 2

Yes

Custom

Yes

Yes

Yes

Sparksee

Commercial

No

Custom

Yes

Yes

Yes

Infinitegraph

Commercial

No

Custom (Objectivity/DB)

Partially

Yes

Yes

Apache 2

Yes

Hbase, Cassandra or BerkeleyDB

Yes

Yes

Yes

Neo4j (enterprise)

Titan
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5.6

react and flux

React9 is an open source Javascript library that can be used to create
web interfaces. It was initiated by Facebook and initially released in
2013.
The idea behind React is to decompose a user interface into multiple smaller encapsulated components. Components can receive properties and have an internal state. Based on this, a component can
render HTML. The flow of data within React components is unidirectional, making it as a software developer easy to reason about.
A nested structure of React components can be seen as an abstraction of the ultimately rendered HTML page. Under the hood, React
keeps track of the representation of the DOM tree. If there is a state
change in a single component, React keeps track of these changes and
makes sure that not a rerender of the whole DOM tree is performed.
React is in principle agnostic of any framework or architecture that
uses it. However, its unidirectional data flow fits perfectly within the
Flux10 architecture also developed by Facebook.
Flux is created as a response to the ubiquitous Model-view-controller
(MVC) type of Javascript frameworks. Large MVC applications often
have complex structures and corresponding data flows. This makes it
difficult to solve bugs and have a consistent state. Flux tries to solve
this by introducing a data flow into one direction.
The Flux programming paradigm defines four core concepts, namely
actions, a dispatcher, stores, and views. The data flow between these concepts is visualized in Figure 17.

Action

Action

Dispatcher
Action

Action
Store

Action
View

Figure 17: Unidirectional data flow in React

An action represents some change in the form a small object with
a type and some data. The architecture contains one dispatcher which
broadcasts incoming actions to all listening stores.
Stores are the part in the application where state and logic are kept.
A store decides to change this change based on incoming actions from
the dispatcher. If a change occurs, this is emitted to all listening views.
Usually, these views are React components. They are updated if a
change occurs, reflecting in a change of the HTML. In addition, views
can dispatch new actions, for instance on a user click. This action is
9 http://facebook.github.io/react/
10 http://facebook.github.io/flux/
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again dispatched to all relevant stores and any changes propagated
to corresponding views.
5.7

relation to architecture

In Chapter 4, we discussed the system architecture. Figure 18 shows
the relation between the different components in the architecture
and the technologies used. The Crawl and Analysis components use
Hadoop to process data in parallel and writing the results to HBase
tables. The Graph component uses Titan as a graph abstraction layer
and writes to HBase and Elasticsearch. The Web Interface uses React and Flux for creating interface components. KeyLines is used for
graph visualization in the frontend.
Hadoop

Crawl

WWW

Hadoop

API

Analysis

Web Interface

React + Flux
KeyLines

Docs

HBase

Graph

Graph
Index

Elasticsearch
HBase
Entities

HBase

Graph

Hadoop
Titan

Figure 18: The relation between the technologies and the architecture

6

E VA L U AT I O N

We tested the system to gather information on how well it performs.
Initially, we describe the steps performed to evaluate the system. This
includes an analysis of the dataset used in Section 6.1. In Section 6.2,
we describe how we quantitatively evaluated the entity extraction aspect. This is followed by the qualitative evaluation of the graph construction in Section 6.3. Lastly, we evaluate how the end-result of the
system adheres the defined requirements in Section 6.4.
6.1

dataset

In order to be able to evaluate the system, we needed to collect a
dataset. This dataset should be a representative part of the Web, because we want to test how it performs on actual web data. This means
that it should contain documents from both popular and less popular websites. Moreover, the type of content in the dataset should be
diverse.
The Alexa top list of The Netherlands1 was used as basis to create
the dataset. This list contains the most popular websites, based on
both pageviews and the number of daily visitors.
The categories of the sites on this list are varied. In addition, most
of the sites on the list contain outlinks to other sites, both highly and
lowly ranked by Alexa. This makes this list an ideal starting point for
our dataset.
We injecting the top 100 URLs from the Alexa list as seeds into a
web crawler. In the crawler configuration, we did not put any limit
on the maximum distance from the seed list. In addition, the crawler
was setup to randomly sort the documents from the fetch queue.
6.1.1

Characteristics

We ran the crawler for a short period to retrieve our dataset. During this timespan 5812 documents were downloaded. The number
of unique domains in the dataset expanded quickly during crawling.
Even though 100 different domains were injected, we ultimately had
1405 different domains in the dataset. In terms of document numbers,
this comes down to 2311 documents (39.8%) being retrieved from a
domain outside our originally injected seed list.
The 1405 domains represented have in total 65 unique top-level
domains. The Dutch .nl top-level domain is the most popular with
1 http://www.alexa.com/topsites/countries/NL
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685 (48.8%), followed by .com with 404 (28.8%) domains. The next
most occurring top-level domains are .org, 71 domains (5.1%), and
.net with 42 (3.0%). The remaining 203 domains have one of the other
61 top-level domains.
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.org
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.net

42

other

203

0

100

200

300

400

500

600

700

800

Figure 19: The number of host per top-level domain

The languages used on the Web pages form a similar pattern, as
visible in Figure 20. Of all 5812 documents, 3100 (53.3%) are in Dutch.
English is the main language of 2066 (35.5%) of the documents. German is used in 96 (1.7%) documents and Spanish in 59 (1.0%). All
other languages are less popular and each indidually is used in fewer
than 50 documents.
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Figure 20: The number of documents with the most popular languages

6.2

extractor evaluation

The username extraction method we defined is described in Section 4.2.
Based on our manual analysis of the Alexa Top 100 of The Netherlands, we defined the following keywords as whitelist for detecting
usernames: member, profile, user, users, and usr. As blacklist, we used
the following 15 keywords: about, agreement, campaign, login, password,

6.2 extractor evaluation

policies, policy, press, register, registration, remind, reset, search, share,
signup.
In addition, we configured specific username extraction methods
for several domains, as listed in Table 3.
Table 3: Specificly configured username extraction methods

method

domains

Subdomain

blogspot.nl, tumblr.com

Path start

facebook.com, instagram.com, twitter.com, vk.com

Pattern-based

flickr.com, reddit.com, stackoverflow.com
stackexchange.com, youtube.com

Using our username extraction method with this configuration, we
extracted the usernames from all documents in the dataset. We randomly selected 89 documents from the dataset and labeled these by
manually extracting the usernames from these documents. We consider this manually labeled test set as ground truth to compare the
results with.
This evaluation is performed with a Python script that iterates over
all documents in the test set. It compares the actually extracted usernames with the manually extracted usernames. Usernames that are in
both sets are the true positives (T P). These are the correctly extracted
usernames. False positives (FP) are the usernames that are extracted,
but are not in the labeled test set. The usernames not contained in the
extracted set are the negatives. The usernames that should have been
extracted are false negatives (FN).
Based on the sizes of these sets, we can calculate a number of measures. Precision defines how many of the retrieved results are actually
relevant. This value is large if many extracted results are in the test
set. This measure is defined as:
precision =

|T P|
|T P| + |FP|

(2)

Recall describes how many of the relevant results are retrieved. It
is large if many of the usernames in the testset are extracted. Recall
can be computed with:

recall =

|T P|
|T P| + |FN|

(3)

We calculate the precision and recall for each document in the test
set and use this to calculate the average and total precision and recall.
Moreover, we calculate the F1 -score, a value from 0 to 1, based on both

55

56

evaluation

the precision and the recall. It is the harmonic mean of the precision
and recall:

F1 = 2 ·

precision · recall
precision + recall

(4)

Alternatively, we could have used a subset of the actually extracted
usernames as input and mark each item as being a valid username
or not. This would decrease the effort needed to create a labeled test
set, as it is usually not hard for a human to detect false positives
(e. g. "Forgot your password?" as a username). This would enable us to
find out the precision of the algorithm, but it does not help us to find
out the recall. This is the reason we did selected this approach.
6.2.1

Results

The results for calculating the precision and recall of the test set is
given in Figure 21. The mean precision, recall and F1 score are calculated as the average value over all all documents for these measures.
All documents are treated equally, regardless of the actual number
of usernames present on that document. As visible in the blue bars,
these values are 0.92, 0.91, and 0.91 respectively.
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Mean

0.85
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Overall

Figure 21: Precisions, recalls and F1 scores of the username extraction

The orange bars represent the overall precision, recall and F1 score.
This is calculated over all usernames in the test set. The results are
somewhat lower with values of 0.89, 0.82, and 0.89 for respectively
precision, recall and F1 score.
In our evaluation script, we kept track of the number of documents
of which our system perfectly performed extraction according to one
of our evaluation metrics. This results in a distribution of these documents into four sets, visualized in Figure 22. Off all 89 evaluated
documents, our system extracted 68 documents perfectly. This means
that were able to achieve both a precision and a recall of 1 in 76%

6.3 graph construction

of all documents, visible in blue. From the remaining documents, 5
are extracted with only a perfect precision and 10 with only a perfect
recall. In Figure 22, this maps to orange (11%) and gray (6%) respectively. The usernames from the remaining 6 documents, or 7%, are
extracted with neither a perfect precision, nor with a perfect recall.
Perfect
recall
6%

Not perfect
7%

Perfect
precision
11%

Perfect
precision
and recall
76%

Figure 22: Propertions of documents with either no, partially or only perfect
scores.

6.3

graph construction

In this section, we conduct an analysis of the similarity measures in
order to find out their behavior in the context of our dataset. We
perform aggregations over the dataset as a whole to give insight in
these measures on a macro level. For a more in-depth analysis on a
smaller scale, we show the similarities and differences between these
functions in a representative subset of the graph.
We constructed a graph from the same dataset used to evaluate
the username extraction. The resulting graph contains 6502 vertices
and 47404 edges. Each edge is based on the co-occurrences of the vertices it connects and has properties for each implemented similarity
measure, ranging from 0 to 1.
6.3.1

Overall analysis

To gain an overall insight in the behavior of each similarity measure,
we analyzed all edges in the graph. We iterated over all edges to retrieve the frequencies for each measure. The means µ of the encountered similarity values are shown in the second column of Table 4.
Most striking is the high average for the overlap measure and the
low average for the thresholded overlap measure. Our assumption is
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Table 4: Average similarities in the dataset

µ

µ >0

µ <1

µ >0∧<1

Jaccard

0.77

0.77

0.34

0.39

Sørensen-Dice

0.82

0.82

0.47

0.47

Overlap

0.97

0.97

0.48

0.48

Thresholded overlap

0.01

0.68

0.001

0.32

measure

that this is due to many edges having a value of either 0 and 1. To test
this, we calculated additional averages. Value µ >0 is calculated as the
average of all values that are larger than 0, whereas µ <1 excludes all
measures with value 1. Lastly, µ >0∧<1 is the average of all measures
that apply to both conditions. The results are shown in the rightmost
columns of Table 4.
To investigate how the similarity values are represented in the
dataset, we divided all edges over 10 equal-sized bins ranging from 0
- 1, denoting the similarity. The frequencies in each bin are plotted in
Figure 23.
Conform to the averages µ, we see that the thresholded overlap
mostly occurs in the range 0 - 0.1. The other similarities are shifted
more to the right, especially in the range 0.9 - 1.
In addition, we can see that the Jaccard index occurs more often
than Sørensen-Dice in all the ranges below 0.4 - 0.5, whereas SorensenDice is represented far more often in the range 0.6 - 0.7.
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Figure 23: Occurrences of similarity values divided over 10 bins

6.3.2

In-depth analysis

The aggregations given in the previous section provide some overall
insight in the relation of the similarity measures to the dataset. In

6.3 graph construction

practice, we need to analyze specific parts of the graph to find out
what the difference is between the similarity measures.
Our analysis is performed by querying the graph to fetch the context of a large number specific users. This context consists of all vertices adjacent to that user having a similarity of at least θ.
While browsing through the dataset, we discovered a few network
patterns occurring often. We describe their structure by visualizing
archetypes of these patterns. In addition, we investigate the change in
structure with varying similarity measures and values of θ to provide
representative behavior of the similarity functions.
The first four graph structures are relatively simple and usually
appear when entities occur in relatively homogeneous contexts. Each
pair of entities either appears almost consistently together or the number of co-occurrences is very low.
Querying the context around such entities usually results in a fairly
small result set in which a small θ value suffices for filtering out the
weaker links. However, performing this filtering is not necessarily
required for small result sets, because it already fits on the screen.
The last two described netword structures are slightly more complex and require removal of weak relations and entities to get insight
in the underlying information.
disconnected vertices The simplest type of community structure is consists simply of a single vertex, such as the one represented
in Figure 24. It is not connected to any other node, i. e. it has never cooccurred with other entities on the same web document. We found
out that from all vertices in our dataset, 3.84% is not connected to
any other vertex. Many of these vertices represent entities that occur
on multiple web pages. Tweaking the θ parameter or investigating
the effect of changing similarity measures is obviously not possible,
because there are no edges.

Figure 24: Example of a disconnected vertex

strongly related cliques Particular entities are always accompanied with the same set of other entities on a webpage. Together,
they form a small clique in which every vertex is connected to all of
the others. None of the vertices ever appears on the same page with a
vertex outside this clique, rendering this community a disconnected
subgraph. As a result of this, all of these vertices relate strong to each
other. The similarity measures result in a relation strength of 1 for
each edge.
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An archetypical example is given in Figure 25, showing entities for
the Rabobank. This Dutch bank provides links to its profiles on Facebook, Twitter, and Youtube in the footer of its website. In the crawled
dataset, this appears 48 times. Apparently, no other documents in the
crawled dataset contains one of these entities. Therefore, their mutual
relations have a similarity of 1.

Figure 25: Example of a strongly related clique

compound cliques A compound clique is similar to strongly
related cliques, but contains relations in various strength levels. This
happens when the entities in the clique appears with all of the other
entities in the clique at least once, but not all entities co-occur every
time. Since not all relations are of equal strength, we can perform
filtering to show only strongly related vertices.
The most basic archetypical example for this structure is shown in
Figure 26. It shows the Facebook and Twitter profiles of Voetbalzone cooccurring in all their 64 occurrences. Connected to these two vertices
is the Twitter profile of CaravanaDeporte that occurred once, together
with the others.

Figure 26: Example of a compound clique

The Jaccard coefficient from CaravanaDeporte to the others is just
0.02, which is similar to the Sørensen-Dice index value of 0.03. Because the relationship occurs just once, we have the lowest possible
value of 0 for the thresholded overlap coefficient. The normal overlap
coefficient, however, is 1, because of CaravanaDeporte occurring just
once.

6.3 graph construction

indirectly connected communities An often appearing graph
structure is one in which a single node acts as hub between multiple strongly connected communities. An example of this structure is
shown in Figure 27, where two communities are connected via the
selected green node.

Figure 27: Example of indirectly connected communities

Usually, this type of structure appears when the entities in the small
communities occur only once. This is also the case for the community
shown in the left of Figure 27. The hub in the center always occurs
multiple times and therefore has relatively Jaccard and Sørensen-Dice
similarities. Such weakly connected communities can be filtered out
by selecting a low θ value. With the overlap coefficient as similarity
measure, the strengths of the ties to the community of entities occurring only once is changed to 1.0, because the minimum occurrence
is decisive. To distinguish rarely occurring relations from often occurring relations, we need to use an occurrence threshold again.
interconnected communities with hubs An evolution of
the indirectly connected communities happens when communities
are being connected to one another. An example of such a pattern
is shown in Figure 28. Distinguishing communities in such patterns
is not trivial, because there are multiple relations between different
communities.
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Figure 28: Example of interconnected communities with hubs

The effect of using the Jaccard index or the Sørensen-Dice index
is similar. For the Jaccard index we needed to use a slightly smaller
value of θ = 0.2 to get a similar result with the Sørensen-Dice index
and a θ of 0.3. The corresponding graphs are visualized in Figure 29a
and Figure 29b. Selecting an even smaller threshold value resulted in
not any vertices being filtered.
Selecting the overlap distance is in this case not a viable option.
Even for a high θ, there is no difference in the graph (cf. Figure 29c).
In Figure 29d, we selected the thresholded overlap coefficient with
the smallest θ possible. Only three vertices remain in this graph. Effectively, this is only because these are the only vertices that occur at
least three times in the dataset.

6.3 graph construction

(a) Jaccard with θ = 0.2

(b) Sørensen-Dice with θ = 0.3

(c) Overlap coefficient with θ = 1.0

(d) Thresholded overlap
with θ = 0.01

coefficient

Figure 29: Different similarities and θ values used performed on the graph
of Figure 28
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’spaghetti’ network The screenshot in Figure 30 shows the network around the user envatomarket in which there are many connection among all nodes. Some communities seem te appear, but their
vertices are interlaced with the rest of the network.

Figure 30: Example of a ’spaghetti’ network

These kind of ’spaghetti’ networks appear often in the extracted
social graph. For a human it is hardly possible to analyze these kinds
of networks and make sense of the underlying information. Using
our similarity measure, we can refine the search results to untangle
the network.
We notice that using the Jaccard index with θ = 0.05, the size of the
graph decreases to about half its original size, but is still a network
of cluttered vertices and edges, as visualized in Figure 31a.
Increasing θ further to 0.1 results in the much clearer overview
shown in Figure 31b. Just nine entities remain and it is possible to
differentiate between different relations. Increasing θ to higher values
would filter out all relationships but the strongest one visualized with
the thickest edge below in the center.
The Sørensen-Dice index yields the same results, albeit the required
θ values are a little higher. A θ of 0.06 gives the same results as Jaccard
with θ = 0.05. With θ = 0.15, we get the same graph as retrieved with
Jaccard and θ = 0.1.

6.4 requirement evaluation

(a) Jaccard with θ = 0.05

(b) Jaccard with θ = 0.1

Figure 31: Different similarities and θ to unravel the ’spaghetti’ network

The overlap coefficient is not usable in this situation. Even for the
highest possible θ of 1, it retrieves a clutter of vertices and edges as a
result, comparable to the original graph in Figure 30.
The strength of relations resolved with the thresholded overlap coefficient is spread out more over the range [0, 1]. Selecting θ as 0.1
returns the graph of Figure 32a. This graph contains a few more elements than selecting Jaccard with the same θ. If we change θ to 1,
we get the same vertices as in Figure 31b, but there is no difference
between the strengths of the relations.

(a) Thresholded overlap with θ = 0.1

(b) Thresholded overlap with θ = 1

Figure 32: Different similarities and θ to unravel the ’spaghetti’ network

6.4

requirement evaluation

In Section 3.2.2, we defined a number of high level requirements that
led to the creation of this system. In Section 6.2, we quantitatively
evaluated req-1. In Section 6.3, we mainly focus on the implementation of req-2. In the remainder of this chapter, we show how the
system functions according to the other defined requirements.
req-3 defines how the system must be able to extract a graph. We
have already shown that the system is capable of doing this in a small
dataset. An additional requirement however was to be able to create
large graphs in a scalable context.
This requirement was achieved by integrating the construction of
the graph within the MapReduce programming paradigm and frame-
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work. This has enabled us to separate the task of construction a graph
into small parts that can be performed concurrently. By using Titan
on top of HBase, we were able to easily store graphs on a distributed
cluster.
req-4 states that the user must be able to perform graph queries.
We have achieved this requirement by creating the possible to search
in the graph via a web interface. Users are presented with a subset
of the graph that is relevant to their search criteria. This includes the
most important context around these vertices. Additional pre-defined
filters can be selected at once. The results can be used as a basis for
further graph exploration, which is implemented in the visualization.
Lastly, req-5 requires the system to provide graph visualization
functionality. Doing so in an appealing manner has been an important
aspect of this project.Visualization is performed at the front-end of the
application. A screenshot of this aspect is given in Figure 33

Figure 33: Visualization of a graph in the front end

Communities within a graph, subsets of vertices that are highly interconnected, are automatically placed close to each other. This makes
it easier for the user to gain insight in such phenomena.
Different types of vertices are each given a unique color. The user
can discern these different types at a glance. A legend is shown as a
reminder of this color mapping.
The size of each vertex is another dimension that is used to emphasize differences among vertices. We use this factor to let vertices that
are connected to many others stand out visually.
Interaction with the graph is an essential part of the application.
Hovering over a vertex adds moves all vertices that are not adjacent
to that vertex to the background. This is mainly useful for unraveling
connections in graphs with many connections.

6.4 requirement evaluation

A small detail view of selected vertices is shown beside the graph.
This gives the user better insight in a specific detailed piece of information, which is especially useful for large content items.
Based on what is presented, the user can go deeper into the context at will. Browsing through the information in the graph is possible
by double clicking on a vertex, at which additional information surrounding that vertex is loaded and presented.
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DISCUSSION & CONCLUSION

The system we presented is able to extract weighted social graphs
from public web data. In Section 7.1, we interpret the outcome of the
results from Chapter 6 to explain what the results actual mean.
In Section 7.2, we combine all parts to draw conclusions and provide answers to the research questions defined in Section 1.1.2. Finally, we recommend any open areas that could be studied to further
improve the results in Section 7.3.
7.1

discussion

The discussion is divided into two separate parts. Initially we list the
implication of our findings in order to show what it contributes to
the current knowledge. This is done for both the username extraction
and for the graph construction segment of this research.
Additionally, we reflect on our research and assess its limitations.
This is done in order to show in which way the quality of our findings
should be considered as limited.
7.1.1

Extractor implications

The system we created is capable of selecting usernames from an
input set containing a number of Web documents. With a set of 89
labeled documents, we have analyzed our results to find out how
well our system is able to extract usernames from the dataset.
The achieved precision is 0.92 as an average over all documents in
the dataset and 0.89 taking into consideration all usernames, regardless of their document.
While analyzing the results by comparing the extracted information with the actually occurring usernames in the dataset, we noticed
the difference in result among different Web pages. The HTML structure of well extracted websites is usually well-structured with descriptive identifiers and class names.
On the other end of the spectrum are Web documents on which
our username extractor performs significantly worse. Usually, this is
due to specific outliers which do not easily fit in a generic model.
For instance, a mixed English and Dutch URL ending with user/wachtwoordvergeten is not blacklisted while it would have been if it were
completely in English (user/forgotpassword).
A mean recall of 0.91 over all documents in the dataset was achieved.
The average recall over all usernames was 0.82. The gap between
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these two values is notably larger than between both precision results.
An important factor underlying this difference is a set of documents
containing many usernames in such a way that the extractor failed to
extract any of them.
A prime example of a website serving such pages is Deviantart1 , an
online art sharing community. Pages on this website usually contain
a significant number of users communicating with each other. Profile
links point to URLs with the username as subdomain of the website
(i. e. http://<username>.deviantart.com/).
No extraction rule was setup for this website and the default username extraction method does not work on such links. Therefore, the
recall for these pages is 0. The large average number of not extracted
users on one document add far more weight to the result than a perfectly extracted document with just a few users. This effect is much
smaller for the average precision over the documents, because it treats
each document equally.
Other problematic pages, comparable to the problem cases for precison, are non-descriptive web documents. One should think of pages
with non-English HTML or profile links such as those described above
where there is no evidence indicating a link is pointing to a user profile.
The F1 scores are 0.91 and 0.85 as an average over respectively the
documents and the usernames, which is close to the averages of the
precisions and recalls. All in all, the results we achieved are better
than we expected. Considering the variety in the dataset in terms
of language, structure and quality, we did not expect that perfection
would be achievable in practice. Related studies use an already structured input or only use hand-crafted extraction methods in a homogeneous dataset. Therefore, we cannot compare these numbers with
related work.
7.1.2

Graph construction implications

In Section 6.3, we evaluated the different similarity measure functions by analyzing their behavior on the dataset we produced. More
specific, we filtered out edges with a similarity value smaller than a
threshold θ. By investigating the effect of different θ values and similarity measures, we tried to find a single combination that could be
used when querying social graph data.
overlap coefficient For each tie between two users, the value
of the overlap coefficient was always the largest of all the similarity
measures we used. This is logical, as it uses the minimal occurrence
count of the two co-occurring entities in the denominator of the similarity function.
1 http://www.deviantart.com/

7.1 discussion

Intuitively, we think an entity x occurring 99 times with entity y
and once with entity z has a stronger relation to y than to z. However,
calculated with the overlap distance this is not the case if z occurs
just once and both x and y occur an additional time apart from each
other (0.99 versus 1.0).
In practice, the overlap coefficient often made it impossible to distinguish between relation strengths based on some θ value, because
many entities occur just a few times. This is the case for a relatively
small dataset, because we did not yet crawl the remaining information about the barely occurring users. If we would crawl further to
expand our dataset, we would introduce new entities occurring just
a few times in our dataset.
The lack of proper filtering options makes the overlap distance a
poor candidate for measuring relation strengths.
thresholded overlap coefficient The difference between
the thresholded en the normal overlap coefficient is a minimum threshold k, denoting the minimum number of occurrences two entities
should have in order to have a relation strength measure above 0. We
used k = 3, hoping to removed any relationships based on random
co-occurrences between two entities.
The thresholded overlap distance improved the results slightly. It
was able to remove any relationships between often-occurring entities
and adjacent entities appearing just once in the dataset.
However, we still encountered problems similar to the normal overlap distance. This means that some relations occurring just a few
times are valued with a strength of 1. We could easily adjust this
by increasing k to a higher value. On the other hand, this gives problems for other queries where the resulting entities occur less often
and remove too many adjacent vertices in the filtering process.
jaccard and sørensen-dice The similarity measures providing the best results are the Jaccard and the Sørensen-Dice coefficients.
We packed these measure functions together, because of their resemblance.
We noticed that these measures are most evenly distributed over
the possible range from 0 to 1, with Sørensen-Dice having slightly
larger values than Jaccard.
Filtering values based on a θ value often worked best with Jaccard
or Sørensen-Dice, providing good possibilities for removing entities
with a weaker relation. Despite this, the results for different graph
queries differed a lot.
For graphs with many entities with a significant number of occurrences, the Jaccard and Sørensen-Dice measures provided good ways
to only keep the stronger connections. The differences between these
two measures are so insignificant that it would not matter if we se-
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lected either one or the other. For the sake of simplicity, we think the
Jaccard index is slightly easier to comprehend.
We were unable to find a single perfect θ value to be used globally
to retrieve the most important subset of the graph. For less occurring
entities, we noticed that it is regularly even possible to provide an
good overview of all unfiltered results at once with θ = 0. On the average, using a value of θ = 0.1 leads to reasonable results. In specific
cases, another value would be better, i. e. a lower value for smaller
social graphs and a higher value for larger social graphs.
7.1.3

Limitations

One should be aware to generalize the results and apply these techniques in contexts where the results might be different. We provide
an overview of everything that might be to some extent a limitation
to the study.
We gathered a dataset by starting with popular websites and iteratively fetching outlinks from these pages. Although we configured
our crawler to select the order in which to fetch the outlinks randomly,
we still cannot be fully sure that the dataset is a good representation
of the Web.
The dataset is small in comparison to the tremendous size of the
Web as a whole. If we would have crawled a much larger portion of
the Web, we might have obtained relatively more documents with a
structure that is more difficult to process by our system.
The fraction of Dutch documents in our dataset is for sure much
larger than on the whole Web. Although we noticed that English is
usually used in the HTML structure of Web documents, we do not
know how our techniques work on a set with other languages. This
might require new keyword whitelists and blacklists to achieve satisfactory results.
We did not label each of the 6502 entities spread over the 5812 in
the dataset. In theory, this could mean that we randomly selected a
set of documents to label with significantly better or worse results
than the dataset as a whole.
7.2

conclusion

The Web can be seen a graph structure with documents as vertices
being related to each other with hyperlinks as edges. We looked at
the Web from another perspective by focusing on find a way to extract social graphs from web data. Such graphs are more difficult to
extract, as their relations are more implicitly and scattered over multiple documents.
These graphs can be used for many different applications. Our
main incentive is to help law enforcement agencies by providing in-
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sight in the social graph buried in specific parts of the Web. Such a
graph allows them to find hidden connections between suspects, thus
allowing them to be more effective in their work.
In our research we focused on finding a way to combine spreaded
out information from web documents to construct a social graph. This
led to the research questions defined in Section 1.1.2. This thesis as a
whole, covered by the implementation of the system, can be seen as
an answer to the main research question.
The state of the art in extracting entities and relations is described
in Chapter 2. The knowledge graph techniques are mainly focused
on retrieval of information from mostly reliable and well-structured
sources such as Wikipedia. As such, we cannot simply transfer these
to our context. The semi-supervised models for entity and relation
extraction aim at high quality input and neglect to take advantage of
the linked structure of the Web. The social networking extraction tools
all use a highly structured input set, which is usually not available.
Based on our analysis of a popular subset of the Web, we created a
username extraction system based on keywords in hyperlinks, overridable with detailed implementations for specific websites. Using
the output from this username extraction method, we created a social
graph with relations based on co-occurrences between entities.
An important requirement to our graph extraction method was its
ability to scale horizontally. We solved this problem by analyzing technologies used for working distributedly, ultimately selecting Titan as
a graph database on top of HBase and MapReduce.
Users can have many types of questions that can be answered using
a social graph. We discovered it is not easily possible to answer such
question with predefined queries. In order to provide full insight in
the data, we added the possibility to visualize data in the graph.
During our evaluation, described in Chapter 6, we achieved very
promising results with an average precision and recall of respectively
0.92 and 0.91 per document and 76% of the documents being extracted perfectly.
We used four different measures to calculate the strength of the
relations between two particular users, namely the Jaccard index,
Sørensen-Dice index, overlap coefficient and thresholded overlap coefficient.
The social graph we extracted contained several often-occurring
patterns. We analyzed the result of filtering all relations with a strength
below several values of a threshold θ. The results of filtering based
on these relation strengths were somewhat unpredictable. Ultimately,
we decided upon using the Jaccard index in combination with a θ of
0.1.
Overall, we are highly satisfied with our solution to the problem.
As opposed to existing techniques, we created an end-to-end system
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that receives input in the form of Web documents and yields visualization of a graph as output.
7.3

future work

The presented methods can be improved in some particular ways
to achieve better results. An obvious improvement is to add more
extractors for usernames that are specific to certain websites. For a
generic web dataset, creating extractors for popular websites has the
greatest impact.
Another point of interest is to focus on extremely often occurring
outliers in the dataset. We expect that an extracted username occurring on almost every document coming from one website gives an
indication that it could be another type of link instead (login, registration, et cetera). Finding out the thruth of this hypothesis requires
further investigation.
To improve the graph querying functionality, research should be
dedicated to creating queries that extract context around a user and
adapt to the size of the result set. For instance, one could reuse the
similarity measure used in this research and use combinations of occurrences, co-occurrences and these similarity measures to sort a result set descending. By limiting the number of results, the behavior
becomes somewhat more predictable.
In the graphs covered in Chapter 6, we often stumbled upon visualizations with many connections between the vertices. As a result,
the different edges are indistinguishable. The best example of this is
the ’spaghetti network’ in Figure 30. Edge bundling can be used to improve the visualization and provide a better overview of the structure.
Edge bundling techniques combine spatially and semantically related
into bundles. Several approaches can be used to achieve this, such as
a skeleton-based approach [Ersoy et al., 2011] or a force-directed approach [Holten and Van Wijk, 2009].

A

BACKGROUND

The background consists of general topics relevant to this work. This
information differs from the related work in Chapter 2 in the sense
that it describes core concepts instead of specialized material.
In Section A.1, we provide context on graph theory, representations
of graphs and the property graph model that is often used in graph
databases. The concept of web crawling is described in Section A.2,
accompanied by the typical crawl dataflow. Lastly, we give information on different types of NoSQL databases in Section A.3 and give a
short explanation of the CAP theorem.
a.1

graph theory

A graph is a mathemical model to describe networks. Usually, it is
denoted as G = (V, E), meaning that a graph G consists of a set V of
vertices and a set of edges E.
The most basic unit is a vertex, which can be connected with any
number of vertices via an edge. An edge connects two vertices and
can be either directed or undirected. In some situations, an edge can
even connect a vertex with itself. The degree of a vertex v (denoted as
deg(v) is defined as the number of edges touching v.
A graph is a fundamental data type to which many practical applications can be mapped. The underlying structure of the Web for instance is a graph with pages as vertices and hyperlinks as edges. The
usage of graphs is not restricted to computing science. It is used in
many other fields, including social sciences, chemistry, and physics.
Applications in such fields include social networks, molecule structures, electrical networks, or (rail)road networks.
a.1.1 The Seven Bridges of Königsberg
Graph theory originates from the problem of The Seven Bridges of
Königsberg. The now-called city of Kaliningrad is crossed by the river
Pregel, creating two islands in the city center. During the 18th century,
seven bridges crossed the Pregel, connecting the islands to the main
land and to each other.
The left side of Figure 34 shows this topology. The Königsberg problem was to compose a path through the city crossing each bridge
exactly once.
In 1736, Leonhard Euler proved that no solution to this problem
exists. He defined the notion of a graph and mapped the bridge lay-
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In the literature, a
vertex is also
referred to as a
node. Within the
context of
distributed systems,
a single machine on
a network (which
can be represented as
a graph) is often
called a node as well.
For the sake of
consistency we use
the term node only
in a distributed
systems context and
vertex in a generic
graph context.
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Figure 34: The Seven Bridges of Königsberg mapped to a graph.

out to vertices and edges. For arbitrary connected graphs he showed
that such a Eulerian path exist if an only if exactly zero or two vertex
degrees are odd. If two vertices with an odd degree exist, the path
should start and end at these vertices.
All four vertices of the historic Königsberg graph have an odd degree, therefore there is no Eulerian path. If it also required to start
and end the path on the same vertex, the path is called a Eulerian
cycle, requiring all vertices to have an even degree [Hartmann and
Weigt, 2006].
a.1.2

Graph representations

There are many data structure that represent graphs. Such representations are needed to allow computation on a graph or store it in
a database. Two popular options are the adjacency matrix and adjacency list.
The adjacency matrix structure for a graph of n vertices is represented with a n × n matrix. An edge between vertices i and j is
represented with a non-null value at position (i, j). In terms of space,
this data structure always uses O(n2 ), regardless of how dense or
sparse the graph is. However, this structure enables us to quickly
check whether an edge between two vertices exists.
The adjacency list is an alternative to the adjacency matrix. With an
adjacency list, each vertex has a list of vertices it is connected with.
We only take space if the relation actually exists. For a graph with
m edges and n vertices, the required space is O(m + n). For sparse
graphs (small m), this means that we need less space to store the
graph. However, to find the edge between vertices i and j, we need to
execute O(deg(i)) steps.
a.1.3

Property graphs

A special type of graph supported by many popular graph databases
is the property graph. This is a directed, labeled, attributed multigraph [Rodriguez and Neubauer, 2010a]. Besides the usual vertex set
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Figure 35: Adjacency matrix (left) and adjacency list (right) of a graph

V and edge set E, such a graph also has a set of properties λ and is
thus denoted as G = (V, E, λ).
Each element (vertex or edge) has a unique identifier and a map of
key-value pairs for the properties of that element. Vertices additionally have two sets of edges, incoming and outgoing. Edges connect
two vertices and thus have an outgoing and an incoming vertex. In
addition, it has a label for the type of relationship it represents. There
is no restriction on the number of edges between the same two vertices.
Property graphs can easily be mapped to other types of graphs.
For instance, by adding a weight key-value pair to the property map
of edges, it is transformed to a weighted graph.
a.2

web crawling

Web crawling is the process of methodically and automatically browsing the Web. It is performed by internet bots called crawlers or spiders. Usually, the crawling process is meant to retrieve and store
web documents so that these can be indexed locally. Special-purpose
crawlers exist for specific domains, but the general flow of a crawler
is similar to the one described below.
This typical crawl flow is visible in Figure 36. Initially, the injection
phase starts with adding seeds to the queue. These seeds are URLs
pointing to the initial web documents that should be crawled. During
fetching, the crawler connects with the Web to retrieve the raw documents for the URLs in the queue. For Web crawlers, this is usually
performed over http or https.
The default markup language for web documents is HTML. These
raw documents are parsed to allow meaningful further analysis. Hyperlinks to other pages are picked from the parsed documents in outlink extraction. These outlinks are added to the queue so that they
can be fetched in a later stage. The crawled documents are stored
and can be used later. A typical application would be to index these
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Figure 36: Typical crawl dataflow.

documents for search purposes, as done by search engines such as
Google [Brin and Page, 1998].
Documents on the web yield in practice numerous outlinks to other
documents. This can get out of hand rather quickly. Therefore, crawlers
are in practice more sophisticated than the model described in Figure 36. Examples of extensions are:
filtering Not all all URLs in the queue are always interesting. For
instance, we might only want to crawl documents from a specific site or not follow links that are more than n hops away
from the seeds.
boosting The purpose of a crawl might be to find specific information. One way to find documents with the required information
early in the crawling process is to boost documents, i. e. sorting
the crawl queue in such a way that important documents are
crawled before the less important ones. An indicator for ranking documents is the existence of some keyword in or near the
hyperlink.
politeness A site might not be able to answer multitudinous requests in a short time span. Crawlers can prevent overloading
of a site by having a policy of a time limit between requests to
the same site.
distribution Crawlers that are meant to acquire large datasets are
not suitable for running on a single machine. Therefore, some
crawler implementations are meant to scale up easily.
revisiting Some websites are more static than others. Crawlers can
adhere to this by having dynamic refreshness policies, e. g. crawl-
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ing the frontpage of a news site more often than a static company page.
a.3

nosql

Over the course of the last decades, the relational model [Codd, 1970]
was the prevailing paradigm for data persistence. In a RDBMS, data is
stored into tables with rows and columns. A row is uniquely address
by one or more attributes referred to as the primary key.
Redundancy is eliminated by normalization of large tables into
multiple smaller ones. The idea behind this is to have information
about an entity organized in one table. Relations between entities are
defined by foreign keys, attributes pointing to the primary key of an
entity in another table. Without redundancy, there is no need to perform changes, additions or removals in multiple tables.
Traditional RDBMSs can be queried with the SQL. Using this language, one can retrieve information or perform alterations. As not all
information is stored in a single table, it allows you to join multiple
tables to denormalize diverged information into one result.
Over the course of the last years, many alternatives to SQL-databases
have surfaced. Such databases have existed for decades, but recently
gained popularity and were coined the container term Not only SQL
(NoSQL).
a.3.1

CAP theorem

The recent emergence of these databases can be interpreted by the
shortcomings of RDBMSs in some situations. Brewer’s CAP theorem
gives a theoretical explanation on why RDBMSs are not applicable to
all problems.
The theorem defines the restrictions on distributed databases. Simplified, it shows that one can achieve at most two of the following
three properties [Brewer, 2000, 2012]:
consistency (c)
There is a single up-to-date version of the data seen by all nodes.
availability (a)
The system returns a meaningful result to each request.
partition tolerance (p)
The system functions even on arbitrary network partitions.
If a distributed system faces a network partition, it can do two
things with an incoming write request:
1. Refuse the request, because the data in the system as a whole
cannot be updated.
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2. Accept the request with the knowledge that the system as a
whole will not be up to date until the network is restored.
This gives insight in why it is impossible to select all three options
from the CAP theorem. Relational databases disregard partition tolerance and focus on the CA spectrum of the CAP theorem. A relational
system will not work as required if there is a partial failure of the network. For small systems this is usually not a problem, but problems
arise as a system grows.
Many NoSQL databases avoid this scalability problem by selecting
either option 1 (consistency) or option 2 (availability) in favor of the
other.
a.3.2

Database types

Relational databases are mostly suitable for structured data, due to
the fact that tables and attributes have to be predefined. NoSQL databases
come in different categories, each suitable for different situations [Nayak
et al., 2013]:
key-value stores The simplest NoSQL type is the key-value store.
This is basically a distributed hash table (also known as a map or
associative array) with simple keys that point to a value. This value
can be a plain string or a serialized rich object.
column-oriented stores Column-oriented, or column family,
stores are databases where a key can point to multiple columns. A
column contains an attribute for that row and is only stored if there is
an actual column created. This is different from relational databases,
where a table contains a hole for each attributes that is not set.
Examples of this type of database are Google’s BigTable [Chang
et al., 2008], Cassandra and HBase. A more detailed explanation of
the inner workings of HBase is given in ??.
document stores A special and moderately more complex type
of key-value store is the document store. The documents stored in
this type of database can be complex or even nested structures. These
databases are schema-less, which allows the structure of different documents to be dissimilar. Queries can be created based on certain values for attributes in the documents.
graph databases Inherently the most complex type of NoSQL
databases is the graph database, based on graph theory (described
in Section A.1). The property graph model is the most prevalent
graph model in use. Entities are stored as vertices and relationships
as edges. Both can have any number of properties. Graph databases
provide index-free adjacency. It is possible to walk directly from one
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vertex to another without having to use an index to know where the
other vertex is stored [Rodriguez and Neubauer, 2010b].
A graph database can be queried in two ways, via pattern matching or via traversal. Pattern matching is comparable to querying a
document store and retrieves a number of vertices based on a query.
Traversal is what sets graph databases apart. It starts at any number
of vertices (usually retrieved via pattern matching) and walks down
a defined path over the graph.
Graph databases are most appropriate for datasets where the relations between entities are considerably important. Social networks,
(rail)road networks, or recommendation systems are, among others,
suitable subjects to capture in a graph databases. Such real-world
domains are more naturally modelled in graphs than in relational
tables [Angles and Gutierrez, 2008].
Having to perform joins is a performance bottleneck with RDBMSs,
since this operation tends to become slower for large tables. Using
index-free adjacency scales much better, since the graph as whole
does not have to be queried [De Virgilio et al., 2014].
Flexibility and agility of the schema-less model is also mentioned
as a major advantage of using graph databases [Robinson et al., 2013],
but this can be said for the majority of NoSQL databases in general.
a.3.3

Size and complexity

Size

An overview of these database types and their relation in terms to
how easy it is to scale in size and complexity is given in Figure 37.
Naturally, it is easier to scale out with a key-value store, since partioning can be achieved easily for such databases. However, it is hard
to create complex data models on these simple data structures. For
graph databases, it is vice-versa [Eifrem, 2009].

Key-value
Stores
Column-oriented
Stores
Document Stores
Graph Databases

Complexity
Figure 37: NoSQL stores in terms of scalability to size and complexity
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The class diagram in Figure 38 gives a bit more insight in the Blueprints
API. It shows which functions are implemented by the Blueprints
classes depicted in Figure 15 of Section 5.4.

Element
getProperty()
getPropertyKeys()
getProperty(k, v)
removeProperty()
remove()
getId()

Vertex
getEdges(direction, labels)
getVertices(direction, labels)
query()
addEdge(label, inV)

Edge
getVertex(direction)
getLabel()

Direction
Graph

VertexQuery
direction()
labels()
count()

Query
has(key)
hasNot(key)
has(key, value)
hasNot(key, value)
has()
interval(key, start, end)
limit(int)
edges()
vertices()

addVertex(id)
getVertex(id)
removeVertex(vertex)
getVertices()
addEdge(id, out, in, label)
getEdge(id)
removeEdge(edge)
getEdges()
getEdges(key, value)
query()
shutdown()

GraphQuery

Figure 38: Comprehensive class diagram of Blueprints
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