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Abstract—Finding the best vector autoregression model for any
data set, medical or otherwise, is a process that, to this day, is
frequently performed manually in an iterative manner requiring
statistical expertise and time. Very few software solutions for
automating this process exist and they still require statistical
expertise to operate. We propose a new application called Autovar
for the automation of finding vector autoregression models for
time series data. The approach closely resembles the way in which
experts work manually. Our proposal offers improvements over
the manual approach by leveraging computing power, e.g., by
considering multiple alternatives instead of choosing just one. In
this paper, we describe the design and implementation of Autovar,
we compare its performance against experts working manually,
and we compare its features to those of the most used commercial
solution available today. The main contribution of Autovar is to
show that vector autoregression on a large scale is feasible. We
show that an exhaustive approach for model selection can be
relatively safe to use. This work forms an important step toward
making adaptive, personalized treatment available and affordable
for all branches of healthcare.

Index Terms—Vector autoregression, electronic patient diary
data, time series analysis, statistical software.

I. INTRODUCTION

W ITH the advances in portable consumer electronics,
i.e., phones and tablets with internet access, the med-

ical field has started using electronic patient diaries as an
important means of collecting medical data. Electronic patient
diary data is data entered by patients in a (web) application.
The patient fills out a questionnaire using the application,
and the results of the questionnaire are used as data points.
Participating patients are asked to fill out the questionnaire
either daily or at multiple times per day, at set intervals.
Electronic patient diary data (also known as Ecological Mo-
mentary Assessments or Experience Sampling Method data)
can accurately reflect the momentary state of various aspects of
a patient. Analysis of this data can reveal how the symptoms,
emotions, and activity of an individual evolve over time, how
they can be predicted, and which factors contribute to the
symptoms, allowing for effective treatment.

A recent development in the medical field is to analyze elec-
tronic patient diary data using vector autoregression (VAR).
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Vector autoregression has its origins in the field of Econo-
metrics [1] and is typically used in analyzing and forecasting
financial models [2]. In health care practice, the VAR tech-
nique provides insight into the temporal dynamics of variables
related to symptomatology and functioning. This individual-
based approach paves the way for tailoring treatment. VAR
has recently been applied in the medical field to find cause-
and-effect relations between symptoms using electronic patient
diary data [3], [4]. These techniques allow for studying the
temporal order of dynamic relationships among variables,
which may provide concrete indications for intervention. For
example, in psychosomatic research, VAR models can be
used to determine, for individual patients, whether inactivity
predicts depressive symptoms or whether depressive symptoms
predict inactivity. Using VAR results, clinicians can thus derive
whether a patient would benefit more from certain medication
or from physical exercise.

The application of VAR models to analyze electronic patient
diary data is not yet common practice. The main reason is
that the construction of VAR models is a time-consuming
and complex process that requires statistical expertise. The
manual VAR modeling process can take a statistician several
hours up to several days, for a single patient. Current available
software solutions for automated vector autoregression such
as PcGive [5] are a step in the direction of automation but
still rely heavily on the expertise of the user in configuring
the program correctly, and they do not automate some of the
key operations that a statistician might perform when working
manually.

To simplify and speed up the VAR modeling process in
a way that closely resembles how statisticians work, we
developed Autovar. Autovar automates the process of finding
optimal VAR models. Autovar is an open-source package
written in the statistical programming language R and has
a web application front-end. Autovar finds and evaluates
hundreds of potential models in seconds, selects those that are
considered valid as determined by an array of tests, and further
optimizes the discovered valid models by placing individual
constraints. Autovar returns every discovered valid model,
along with additional summary statistics, including Granger
causality summary graphs (used for analyzing cause-and-
effect relations between time series variables [6]), to provide
a comprehensive and robust insight into the possible model
space of a set of time series variables.

We modeled the approach of Autovar after how a statistician
selects and finds VAR models. We identified key decision
points in the modeling process, e.g., which statistical tests to
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perform at which time and how the results should be inter-
preted, adhering to best-practice guidelines, and encapsulated
this knowledge in the program flow of our implementation.
In essence, the approach of Autovar can be applied to data
sets other than electronic patient diary data. However, since
we modeled our approach after experts working on electronic
patient diary data sets, some of the steps may be less suited
for other domains.

Autovar advances the state of the art by being, to the best
of our knowledge, the first demonstration to show fully auto-
mated vector autoregression can work at scale. The innovation
core of the present work is our novel approach for automating
vector autoregression, which leverages computing power to
automate more steps of the process than what was done before,
lowering the expertise required from users.

In this paper, we introduce our approach for automating
vector autoregression, and we explain the design and im-
plementation of Autovar. We compare the performance of
Autovar against VAR models manually constructed by experts,
and we compare its features against those of other software
used for automating vector autoregression.

The rest of this paper is organized as follows. Section II
provides a brief introduction to vector autoregression. Sec-
tion III explains our approach for automating vector autore-
gression. Section IV presents an evaluation of our approach.
Section V discusses the results and compares with related
work. Section VI concludes the paper. An online appendix,
detailing implementation-specific aspects of Autovar and its
web application front-end, is available via IEEE Xplore.

II. VECTOR AUTOREGRESSION

Time series data describes the measurements of a set
of variables at successive points in time spaced by regular
intervals. A VAR model can be specified as a set of equations
that express linear dependencies among multiple time series
variables [7, pp. 4–5]. Here we explain vector autoregression
using a model with two variables, adapted from [8]. In the
formulas below, Act and Dep refer to measurements of the two
variables modeled in this example, activity and depression.

Actt = α0 + Σp
i=1αiActt−i + Σp

i=1βiDept−i + ζXt + ε1,t
Dept = β0 + Σp

i=1γiActt−i + Σp
i=1δiDept−i + ηXt + ε2,t

(1)
A k-variable VAR model consists of k equations (in the above
example, k = 2). An endogenous variable is a variable whose
values are predicted by the VAR model. Thus, each of the
k equations predicts the values of an endogenous variable in
the model. The equations are parametrized by t, the index (or
time points) of the time series data. The term p is the lag
order of the system. A VAR equation predicts the value of
an endogenous variable Y at time index t, based on previous
values from all endogenous variables in the system, including
Y itself, of up to p measurements before t. It is not hard
to see that if we have n data points, we can predict n − p
values at most. Furthermore, in the following, we assume that
there are no missing values in the time series data. The error
terms ε are the residuals of the VAR model. These terms are
strictly not part of the VAR equations. They merely denote the
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Fig. 1. When the lag order p = 2 and the number of measurements n = 7,
the number of predictions and residuals in a VAR model is 5.

difference between the predicted values for the endogenous
variables (e.g., Act′t) and their actual values (Actt), such that
for the first formula, ε1,t = Actt−Act′t. As Figure 1 illustrates,
for n data points, we have n − p residuals per variable. The
lag order p is 2 because the model uses values of at most 2
measurements before t.

The formulas in a VAR model may also include variables
that are not endogenous in the system. Such variables are
called exogenous variables. In equation (1), Xt is an exogenous
variable. We do not consider the exogenous variables to have
lagged effects, and thus we only include their contemporane-
ous values in our formulas, i.e., the values at time t.

A characteristic of VAR is that the contemporaneous effects
of endogenous variables are not part of the model specifica-
tion [7]. In other words, when a prediction for an endogenous
variable at time t is based on an endogenous variable at time
q, then q < t. This facilitates deriving Granger causalities
between the endogenous variables.

In equation (1), the regression coefficients are the terms
αi, βi, γi, δi, ζ, and η. A term is constrained or restricted
when its regression coefficient is set to 0. Constraints are
used to remove terms that do not contribute significantly to
the prediction accuracy of the model. In our approach, each
formula may have a distinct set of constraints. For example,
some terms may be constrained in the predictions for Actt
that are unconstrained in predictions for Dept. We discuss the
approach for setting constraints in more detail in Section III-E.

III. AUTOVAR

In Autovar we mimic the way in which a statistician
would manually perform VAR model selection. There are
different manual approaches to VAR model selection. In our
approach, we adhere to best practices such as those described
in, e.g., Lütkepohl [7]. For example, our approach incorporates
elements to favor simple models that explain more of the data.

There are a number of ways in which the approach of
Autovar differs from statisticians working manually. Whenever
a statistician would make a decision that cannot objectively
be classified as correct, in Autovar we choose to exhaustively
try all available options. For example, instead of using lag
order selection criteria to determine which lag order to use,
in Autovar we consider models from every lag order up to a
specified maximum.

Following multiple execution paths instead of choosing one
naturally leads to a situation wherein multiple models are
under consideration. This is the main distinction between not
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Fig. 2. The flow of information in Autovar.

only Autovar and the manual approach, but also between Auto-
var and other approaches to automated model selection [5], [9],
which return one best model. Our approach does not discard
any valid model found but ranks the returned models by model
fit instead.

A. Overview

The different steps in the approach of Autovar are shown
in Figure 2. Autovar takes as input the time series data and
some parameters. This input is used to determine an initial set
of model configurations, which are specifications for creating
a model. We then construct the VAR models based on their
model configurations and assess their validity. If a model
proves to be invalid, we may choose to modify some of
its properties and reassess several modified variations of the
model. If a model was found to be valid, it is added to the
results. For every valid model, we also include a constrained
version in the results. Finally, we rank the valid constrained
and unconstrained models by how well they fit the data and
present these models to the user, along with some summary
statistics.

B. Model configurations

Let a model configuration be defined as a set of parameters
that specifies the terms to be included in the formulas of
a VAR model, and as such, as a unique specification for a
VAR model. Model configurations have a limited number of
parameters that all have a limited number of values. Let the
model configuration space define the combinatorial space of all
possible models that Autovar can return. When searching for
valid models, we limit the search to certain parts of this space,
with other parts being invalidated by statistical reasoning or
tests performed on the data set.

Figure 3 shows the six parameters that we use in model
configurations.

1) Trend variable inclusion: When a time series linearly
increases or decreases with time t, it is considered stationary
around a trend [10]. Autovar employs the Phillips-Perron

Model configuration

                   Lag order: 2

    Apply log transformation: No

         Include day dummies: Yes

 Model should be constrained: No

             Outlier dummies: <None>

      Include trend variable: Yes

Fig. 3. An example model configuration.
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Fig. 4. An example showing cyclicity associated with day segments.

test [11] to determine whether a trend variable should be
included. Throughout this paper, we use the canonical 5%
level [12] (corresponding to a p-value ≤ 0.05) as criterion
for determining statistical significance.

We run the Phillips-Perron test for each of the endogenous
variables. We add a trend to all VAR equations of the model if
for one or more of them the Phillips-Perron test is significant
(p ≤ 0.05) and the trend itself is significant. The Phillips-
Perron results are always specifically calculated for each
model configuration.

We consider only linear trends, which follow the definition
of an exogenous variable Xt = t for integer t with 1 ≤ t ≤ n,
n being the number of observations in the data set.

2) Dummy variables for days and day segments: Time se-
ries with multiple measurements per day may exhibit cyclicity
because events at the same time of day may correlate. For
example, Figure 4 shows a patient with increased depressive
symptoms in the evenings. Likewise, time series data may
show weekly cyclicity.

Seasonal dummy variables are exogenous variables that
are added to a VAR model to account for cyclicity in the
series. Seasonal dummy variables are called dummy variables
because they are zero everywhere except for on specific time
points, where their value is 1 [7, pp. 585].

In Autovar, we consider two types of seasonal dummy
variables, those for day segments and those for weekdays.
To the best of our knowledge, there is no reliable test to
indicate whether any weekly cyclicity present would warrant
the inclusion of weekday dummy variables in the models.
Hence, Autovar explores both options for all otherwise distinct
initial model configurations. To reduce the complexity of our
approach, we choose to always include dummy variables for
day segments in unrestricted models, and thus their inclusion
is not seen as part of the model configurations.
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Fig. 5. Decision chart for assessing VAR model validity as implemented
in Autovar. Shown are the properties of valid models, the assumptions
whose conjunction defines those properties, and the tests that evaluate those
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3) The lag order: Recall from Section II that the lag order
(or lag length ) of a VAR model is defined by the highest lag
used anywhere in the model. Adding more lags may invalidate
a previously valid model, while any lag length on itself may
result in a valid model. Statisticians working manually cannot
feasibly search for valid models in all applicable lag lengths.
They often limit their search scope to the lag lengths recom-
mended by certain lag order selection criteria [7, pp. 135].

We found that testing only the lags recommended by lag
order selection criteria in practice frequently results in a
significant number of valid models being overlooked. In our
approach, we circumvent this problem by choosing to search
for VAR models for all lag lengths up to a specified maximum.

4) Log-transforming the data: We define a log-transformed
model as a model for the (natural) log-transformed data set. If
a log transformation is applied, it is applied to all endogenous
variables in the model. A log transformation has a moderating
effect on outliers and can thus result in finding valid models
for lag lengths where there are no valid models without log
transformation.

Statisticians working manually may choose to model log-
transformed data only if they fail to find valid models without
log transformation. However, to minimize information loss,
in Autovar, we explore both options for all otherwise distinct
initial model configurations.

Since log-transformed models are strictly models of a
different data set, we cannot directly compare their model
fit with those of models without log transformation. For a
fair comparison, in Autovar we adjust the calculation of the
log-likelihood for log-transformed models to negate the effect
of the log transformation on the data (the net effect of this
adjustment is to subtract from the log-likelihood the sum of
the log-transformed data).

C. Model validity

Figure 5 shows a schematic overview for assessing the
validity of a VAR model. While the properties and assumptions
that define VAR model validity are widely recognized [7,
pp. 157/212], the specific tests used to evaluate those assump-
tions may vary. Electronic patient diary data sets typically span
between a few weeks and a few months, which is a level of
variation that can be covered without having to change test
functions.

We use four diagnostic tests in our approach, automating
their evaluation and interpretation. One test evaluates the
model stability (Figure 5, left). The other three tests (the
residual diagnostic tests) evaluate whether the residuals meet
the model assumptions (Figure 5, right). We consider a model
valid when it passes all four tests.

A VAR model is stable when all eigenvalues of its compan-
ion coefficient matrix lie inside the unit circle [13], [7], and
this assessment is called the eigenvalue test.

The white noise assumption states that the residuals of a
valid VAR model have serial independency [14], [15]. In
Autovar, this assumption is evaluated using the Portmanteau
test of Ljung-Box [16] on the residuals [7, pp. 169].

The homoskedasticity assumption requires that the residuals
of a valid VAR model are homoskedastic, i.e., that the variance
is stable over time [17]. To evaluate this assumption, we per-
form the Portmanteau test on the squares of the residuals [18].

The normality assumption is evaluated using a Skewness-
Kurtosis test [19], [7, pp. 174].

D. Handling invalid models
When any of the four tests fail, the model is marked as

invalid and will not be included in the list of results. The
actions performed when a model fails one of the tests depend
on which property is being invalidated, and are described next.
The result is typically that one or more variations of the model
configuration are queued for assessment.

1) When the model is not stable: Trend inclusion in Au-
tovar is determined by the Phillips-Perron test for the initial
model configurations. However, if the stability test for a model
fails, we toggle the trend inclusion setting (meaning if there
was a trend we remove it, and otherwise we add a trend)
and queue the modified model configuration for assessment.
This step is modeled after the iterative approach of statisticians
working manually. If the modified model still fails the stability
test, the model configuration is discarded.

2) When the model fails residual diagnostic tests: When
the residuals do not meet the model assumptions, depending
on which test failed, a statistician working manually may
choose to add more lags or to log-transform the data set.
Since Autovar already considers all relevant lag lengths and
log-transformed models, such a step is not needed.

Another strategy used by statisticians to solve assumption
violation problems is to include special dummy variables in the
model that allow residual outliers to be tuned individually [20].
As a result, residuals have fewer outliers and a higher chance
of passing the homoskedasticity and normality tests.

We mimicked this process in Autovar. We designed a
relaxation procedure that creates dummy variables based on
outliers of the residuals of a model that failed the residual
diagnostic tests. When we include these dummy variables in
the failed model, the resulting model has an increased chance
of passing the residual diagnostic tests. In the following, let
masking an outlier denote including its index in a dummy
variable that is 0 everywhere except on the time point of the
outlier value.

When any of the three tests (shown in Figure 5) evaluating
the residuals fails, we may queue one or several variations
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of the model for assessment, each with dummy variables to
mask distinct sets of outliers in the residuals of the variables
failing one or more tests. When the equation still fails in the
new model, we queue a model with increasingly more points
masked in outlier dummy variables, and perform up to three
iterations of this procedure per VAR equation or until the
equation passes the tests.

The reason for using multiple iterations of masking outliers
is that choosing one particular threshold for masking outliers
may not perform well on different data sets. Our procedure is
modeled after the manual approach of statisticians, who plot
the residuals and try to add dummy variables for any extreme
value. A common substitute for this method is the “factor times
standard deviation (std) threshold” approach that we use here.
Cousineau et al. [21] provide motivation for using specific
thresholds. In some fields, it is common to use a threshold (or
factor) 3.5, while in other fields 3.0 or 2.5 is more commonly
used. Thus, in Autovar we simply iterate over these three
factors until we find a valid model. We start with fewer outliers
(3.5) and add more outliers only if the tests for an equation
keep failing (3.0 and 2.5). In order to favor models that explain
more of the data, outliers are masked in dummy variables only
if doing so is necessary to establish model validity.

E. Constraining valid models

In the VAR model-fitting process, individual terms can be
constrained (or restricted ) per equation, effectively removing
them. The goal of setting constraints is to obtain a model
with better fit as measured by the AIC (Akaike Information
Criterion [22]) or BIC (Bayesian Information Criterion [23]).
These criteria include a penalty that scales with the number of
estimated coefficients in the model. Thus, removing insignifi-
cant terms often improves model fit. Autovar has the option to
optimize either for lower AIC scores or for lower BIC scores
(with lower scores indicating a better model fit), hence in the
following we write AIC/BIC to denote whichever information
criterion was chosen.

Since statisticians working manually cannot feasibly test
millions of constraint configurations, several greedy ap-
proaches are used in practice [7, pp. 206]. These algorithms
have a time complexity of O(n) or O(n2), with n the number
of terms in the equations. For example, in a Sequential Elim-
ination of Regressors Strategy [7, pp. 211], the term with the
highest p-value (i.e., the least significant term) is constrained
in an iterative procedure that is ran until the AIC/BIC score
no longer decreases. The validity of the model is assessed
afterward. This approach uses no intermediate validity testing.
The approach is based on the assumption that terms that do
not contribute significantly to the model may be removed as
long as the model fit improves as a result.

While the approach used for setting constraints in Autovar
is similar to the Sequential Elimination of Regressors Strategy
described earlier, we developed and implemented improve-
ments that result in lower AIC/BIC scores. First, because
models to be constrained are initially valid, we may impose the
assertion that the resulting constrained models should always
be valid as well. We follow a greedy approach and constrain

the term with the highest p-value as long as the resulting
model remains valid and the AIC/BIC score does not increase.
Like other greedy approaches, ours is not guaranteed to always
find the best constraints. Second, when constraining the term
with the highest p-value is not possible (either because it
invalidates the model or because it increases AIC/BIC scores),
we continue with the term with the second-highest p-value
and so on. This step causes the constraint-setting algorithm to
have quadratic time complexity. However, it does frequently
result in better constraints (we refer to Section IV-A for a
comparison) and guarantees model validity since the initial
models are valid and validity is asserted in every step.

F. Algorithm for model selection

We now present the main procedure for selecting valid mod-
els in Autovar. The GetValidModels function (Algorithm III.1)
returns an unordered list of valid VAR models and their
configurations, given a data set and other input parameters. The
parameter options P specify the minimum and maximum lag
order to consider. If zero-order lag models should be included,
minimum lag order P.min lag is 0, otherwise it is 1.

In the first step of the algorithm, we initialize the model
configuration queue Q to contain an initial set of model
configurations based on the data set D and given parameters
P . These initial model configurations are returned by the
InitialModelConfigurations function shown in Algorithm III.2.
This algorithm returns a queue of initial model configurations
for the given parameters. It contains model configurations of
lags up to the given maximum lag, with and without weekday
dummy variables (if applicable), and with and without log
transformation. For each model configuration, the trend
parameter, which signifies the inclusion of a trend variable
in the model, is set according to the Phillips-Perron test as
explained in Section III-B1. Furthermore, dummy variables
for day segments are included in each model (Section III-B2).

Returning to Algorithm III.1, we initialize R, our return
variable, and S, a set to keep track of the model configurations
that have been tested so far. We use this set to ensure that we
do not evaluate models more than once. We loop through the
main body as long as there are model configurations to be
tested. We evaluate each model configuration M popped from
the queue Q to create a model B.

We proceed to introduce two state flags in the loop body.
The variable A is true as long as we consider the model B to
be valid. The variable T becomes true when the stability test
fails. The set O keeps track of the names of the variables that
failed at least one of the residual diagnostic tests.

We first test the stability of the model B using the eigen-
value test. If the model fails the test, we set A to false to denote
that the model is invalid. We also set T to true to consider
toggling the trend inclusion later on.

The function portmanteau_tests runs the Portman-
teau test on the residuals (white noise assumption) and on the
squares of the residuals (homoskedasticity assumption). Each
variable V that fails either of these tests is added to the set
O. Furthermore, if any variable fails either of the two tests,
we set A to false to denote that the model is invalid.
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Algorithm III.1: GETVALIDMODELS(D,P )

Input: data set D, parameters P (min. lag and
max. lag).

Data: functions evaluate_var_model,
stability_test,
portmanteau_tests, and
skewness_kurtosis_test.

Output: list of 〈configuration,model〉 tuples,
representing the valid models found.

Q← INITIALMODELCONFIGURATIONS(D,P )
R← empty list
S ← empty set
while Q is not empty

do



M ← Q.pop()
B ← evaluate_var_model(D,M)
A← TRUE, T ← FALSE
O ← empty set
if stability_test(B) fails

then A← FALSE, T ← TRUE
if portmanteau_tests(B) fails

then

A← FALSE
for each variable V that failed

do insert V in O
if skewness_kurtosis_test(B) fails

then

A← FALSE
for each variable V that failed

do insert V in O
if A

then


add 〈M,B〉 to R
if not M.restrict

then

N ← copy(M)
N.restrict← TRUE
add N to Q

if T

then


N ← copy(M)
N.trend← ¬N.trend
if N /∈ S

then insert M in S, add N to Q
for each set W ∈ {P(O)− ∅}

do



N ← copy(M)
for each variable V ∈W

do if not N.outliers.V = 3
then N.outliers.V ++

if N /∈ S
then insert N in S, add N to Q

return (R)

Algorithm III.1: The GetValidModels algorithm.

The function skewness_kurtosis_test evaluates the
skewness and kurtosis of the model. The model is invalidated
(A set to false) if the residuals of any VAR equation show
significant skewness or kurtosis. The offending variables are
inserted in the set O.

After running the tests, we check whether A is still true
to determine if the model passed all tests. If the model
passed all tests, we consider it to be valid and add it to the
return variable R in a tuple with its model configuration. In
addition, if the model was unrestricted, we queue a copy of
the model configuration with the restrict flag set to true
to denote that this is a valid model configuration for which

Algorithm III.2: INITIALMODELCONFIGURATIONS(D,P )

Input: data set D, parameters P (variable names,
max. lag, etc.).

Data: function phillips_perron.
Output: queue of tuples of model parameters.

Q← empty queue
for each l ∈ [P.min lag, P.max lag] do

for each t ∈ {FALSE,TRUE} do
for each d ∈ {FALSE,TRUE} do

add

〈lag = l,
apply log transform = t,
include day dummies = d,
restrict = FALSE,
outliers = NULL,
trend = phillips_perron(D, t, l)〉

to Q
return (Q)

Algorithm III.2: The InitialModelConfigurations algorithm.

we should try to find constraints. Constraints are set as part
of the functionality of the evaluate_var_model function
(explained in Section III-E). Moreover, recall that constrained
models remain valid and thus T will never be true and O will
always be empty for restricted models.

Next, we check if T is true. Recall that T is true if and only
if the stability test failed. In this case, we toggle the inclusion
of the trend variable in the model configuration and add the
new model configuration N to the queue Q. To ensure that
we only toggle the inclusion once, we first check whether N
is not in the processed set S. If it is not in this set, we add the
original model M to this set S. Note that it is not necessary
to add N to this set.

The final for-each statement is for queueing model config-
urations with more outliers masked in dummy variables for
variables that failed at least one of the residual diagnostic
tests. We consider all combinations for decreasing the outlier
threshold by 0.5 for each failing variable. This number of
combinations is 2f −1, with f the number of failing variables
and is signified by the powerset of O minus the empty set.
Recall that we use three levels for thresholding outliers into
dummy variables, maintained separately per variable. These
levels are used in the evaluate_var_model function to
add outlier dummy variables to the model.

IV. EVALUATION

Here, we evaluate the practical and theoretical performance
of our approach.

A. Comparison with manual analysis and PcGive

We compare Autovar to experts working manually and to
PcGive, a commercially available program for automating
vector autoregression, with respect to the model fit and the
model validity.

1) Data set: The data set consists of a sample of 20 patients
with multiple, persistent Functional Somatic Symptoms (FSS).
Electronic diaries were used to collect the times series data
on stress and FSS. The data were collected between January
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2004 and February 2006. The data were preprocessed to
yield one measurement per day, resulting in an average of
86 measurements per patient (max. 100, std. 6.58).

The patients helped to identify their three most severe, ap-
plicable, or frequent symptoms from the following list: muscle
pain (Musc), joint pain (Join), back pain (Back), headache
(Head), abdominal pain (Abdo), pelvic pain (Pelv), bowel
symptoms (Bowe), dyspepsia (Dysp), nausea (Naus), tight
throat (Tigh), chest pain (Ches), weakness (Weak), numb-
ness (Numb), and palpitations. This data set was collected by
Burton et al., who provide a full description of how each
symptom was measured [24].

2) Setup: For each patient, three bivariate data sets were
constructed, each one using Stress (Stre) as one of the
endogenous variables and one of the three FSS symptoms se-
lected by the patients as the other. Missing data was previously
imputed for each individual data set using the Expectation
Maximization function in SPSS 20. None of the approaches
use dummy variables for day segments since there is only one
measurement per day.

3) Manual analysis: The manual approach we are compar-
ing to was performed by van Gils et al. [25] using STATA
11. We believe that comparing their models against those
of Autovar is fair because both approaches use the same
diagnostic tests to assess the validity of models.

The manual approach first includes both a linear trend
variable and weekday dummy variables, and then removes
those that are not statistically significant. The lag order of the
model is determined by majority voting of several lag length
selection criteria. Specific measures were taken to improve the
model, depending on which assumptions of the model were
violated according to the diagnostic tests. Residual autocorre-
lation was solved by including higher lags. Heteroskedasticity
and skewness were solved by using a log transformation on the
endogenous variables. If the non-normality merely stemmed
from a few outliers, then dummy variables masking outliers
at 3×std of the residuals were used. Statistically insignificant
terms were pruned from the estimated models in descending
order of p as long as the BIC score did not increase. No
diagnostic tests were performed at intermediate steps when
placing constraints.

4) Autovar analysis: Autovar used the same parameters for
every patient data set. The maximum lag length was set to
3 (which is our default value if we do not know anything
about the data) and zero-lag models were included. Like the
manual approach, constraints were chosen to optimize for low
BIC scores. Each data set was timestamped, allowing Autovar
to derive and include seasonal dummy variables. All other
settings were left at their default value. If a run returned no
valid models, Autovar was called a second time, with identical
parameters except with maximum lag at 7 instead of 3 and the
lowest factor for masking outliers at 2.5×std instead of 3 and
including outliers of the squared data set.

5) PcGive analysis: PcGive does not use the same set of
validity tests as the other two approaches, hence we only report
the BIC score of its model and whether it passed its own set
of validity tests. The PcGive models were derived using its
multiple-equation dynamic modeling function. We provided

PcGive with the same number of lags that Autovar required for
a valid model, down to a minimum of 3 and including the zero
lag. We also included a constant term and a trend variable. The
model type was set to an unrestricted system, and automatic
model selection was set at standard target size. Outlier and
break detection was set to “large residuals.” All other settings
were left at default. For this comparison we used PcGive 14,
which was released in June 2013. We provide further details
on the PcGive approach in Section V.

6) Comparison: Table I shows a comparison of the best
models found between Autovar, the manual approach, and
PcGive. Note that Autovar always returns multiple models,
but this table only shows the results of the best model of each
approach. The rows are the data sets. The left column identifies
the data set. The number identifies a patient. For each patient,
three data sets are analyzed, each having two endogenous
variables, stress and one other FSS symptom indicated by
the patient. The remaining columns show the details of the
model of Autovar with the lowest BIC score (columns 2–6),
the final model obtained in the manual approach (columns 7–
11), and the final model returned by PcGive (columns 12–13).
The Exogenous variables column denotes which exogenous
variables are used in the selected models. The variable Nr
denotes the linear trend variable. The variables Mon, Tues,
Wed, Thurs, Fri, Sat, and Sun denote dummy variables
for the respective weekdays. BIC scores for log-transformed
models were compensated (by subtracting the sum of the
log-transformed variables from the log-likelihood score) so
that they can be compared to those of non-logtransformed
models fairly. Individual numbers denote time points included
in exogenous dummy variables for residual outliers. Per row,
the best (lowest) BIC score is printed in boldface.

Both Autovar and the manual approach use the same di-
agnostic tests. Table I has a “pass all tests” column denoting
if a model passes all diagnostic tests. Since models returned
by Autovar always pass all diagnostic tests, if the value in
this column is “No,” it means Autovar returned no models
and the rest of the row is left empty. In the manual approach,
if the experts found a model for which they considered the
violation of the assumptions not severe enough as determined
by manual inspection of the histograms of the residuals, they
proceeded to use that model for their analysis. The “pass all
tests” column uses boldface to denote that the model passes all
diagnostic tests when the models of the other approaches did
not. For PcGive, we note that its manual states that validity is
guaranteed only if the given unrestricted model is valid.

7) Discussion: For the data sets used in this experiment,
we find that that Autovar performs best with respect to the
BIC scores and the number of valid models found (Table I).
Autovar finds the lowest BIC score for 33 data sets (55%),
followed by PcGive (18 data sets, 30%), and the manual
approach (9 data sets, 15%). Autovar finds a model that
passes all its diagnostic tests for 57 of the 60 data sets (95%)
compared to 27 (45%) for the manual approach, and 7 (12%)
for PcGive. Since PcGive uses a different set of validity tests,
the remainder of this section focuses on comparing Autovar
with the manual approach.

There were 18 data sets (30%) where the best model found
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TABLE I
COMPARISON OF BEST MODELS FOUND BY AUTOVAR VS. MANUAL ANALYSIS VS. PCGIVE 14

Data set Autovar Manual PcGive 14

pass
all
tests

lag
or-
der

log
trans-
form

Exogenous variables BIC pass
all
tests

lag
or-
der

log
trans-
form

Exogenous variables BIC pass
all
tests

BIC

33 Stre Bowe Yes 3 No Nr, Mon, Tues, Fri, 68, 83 1475.797 Yes 1 No 41, 68, 83 1497.361 No 1491.905
33 Stre Musc Yes 3 No Mon, Tues, Wed, Fri, 41, 68 1424.141 Yes 2 No 41, 68 1450.193 No 1444.139
33 Stre Naus Yes 2 Yes Mon, Tues 1422.735 Yes 1 Yes - 1436.123 No 1459.204
35 Stre Musc Yes 3 No Tues, Thurs, 36, 42 1296.764 Yes 1 No 36, 42 1325.821 No 1308.909
35 Stre Head Yes 3 No 36, 42 1397.385 No 1 No 36, 42 1429.595 No 1399.030
35 Stre Bowe Yes 1 No Nr, 11, 36, 42 1275.545 No 1 No 36, 42 1288.66 No 1259.342
36 Stre Bowe Yes 1 No Nr, 50 1277.77 Yes 1 No 50 1286.525 No 1251.550
36 Stre Join Yes 2 No Tues, 50 1209.422 Yes 1 No 3, 50 1229.236 No 1197.215
36 Stre Head Yes 3 No Tues, 50 1138.817 Yes 1 No 2, 50 1187.865 Yes 1147.795
38 Stre Musc Yes 3 No - 1191.668 Yes 2 No Sun, Mon, Thurs, Fri 1196.786 Yes 1193.703
38 Stre Pelv Yes 6 No Mon, Fri, 81 1140.047 Yes 4+11 No Mon, 81 1078.198 Yes 1146.002
38 Stre Dysp Yes 2 No - 1262.886 Yes 1+11 No Nr, Mon, Sat 1112.852 Yes 1260.316
40 Stre Musc Yes 3 No Nr, 33, 40, 47 1191.358 Yes 3 No Nr, 33, 40, Mon 1198.033 No 1209.986
40 Stre Dysp Yes 2 Yes Nr, 16 1140.603 No 2 No Nr, Mon, 8, 33, 64 1112.703 No 1122.509
40 Stre Tigh Yes 1 Yes 2, 26, Mon, Tues, Fri 1290.652 No 3 No Mon, Fri, 17 1238.909 No 1236.806
42 Stre Musc Yes 3 Yes Nr, Mon, Tues, Wed, Thurs, Fri 1393.393 No 2 No Nr, Sat, Sun, 84 1427.589 No 1423.641
42 Stre Dysp Yes 3 Yes Sun, Mon, Tues, Wed, Thurs, Fri 1231.745 No 1 No Sat, Sun, 6, 72, 78, 84 1299.618 No 1306.122
42 Stre Head Yes 3 Yes Mon, Tues, Wed, Thurs, Fri 1437.51 Yes 3 No Sun, Mon, Fri, Sat, 12, 84 1491.578 No 1502.099
44 Stre Bowe Yes 3 Yes Nr 1476.624 No 5 No Sat, Sun, 15, 21 1437.3 No 1474.465
44 Stre Join Yes 3 Yes 35 1538.723 Yes 2 Yes - 1561.128 No 1513.972
44 Stre Head Yes 3 Yes - 1473.467 No 1 No 6, 15, 21, 69 1503.363 No 1491.802
45 Stre Musc Yes 3 Yes 6, 61 1274.814 Yes 3 Yes 6, 61 1286.713 No 1348.999
45 Stre Abdo Yes 3 Yes Nr 1216.919 Yes 1 Yes Nr 1231.142 No 1320.165
45 Stre Dysp Yes 1 Yes Nr 1258.349 Yes 1 Yes Nr 1268.778 No 1337.668
46 Stre Join Yes 5 Yes Tues, 38, 43, 46, 61 952.962 No 1 Yes 2, 5, 7, 43, 48, 62 936.2602 No 1061.963
46 Stre Abdo No No 1 Yes Sun, 2, 5, 7, 43, 48, 62 952.7747 No 1077.846
46 Stre Ches Yes 7 Yes Sun, Mon, Tues, Wed, Thurs, 22, 43 663.091 No 1 Yes Nr, 2, 5, 7, 43, 48, 62 659.5551 No 679.200
48 Stre Join Yes 2 No - 1415.307 Yes 2 No - 1418.621 No 1395.512
48 Stre Musc Yes 2 No - 1415.563 Yes 2 No - 1417.924 No 1400.062
48 Stre Abdo Yes 2 No Fri 1447.276 Yes 2 No - 1454.208 No 1425.590
49 Stre Bowe Yes 6 No Nr, Wed, Fri, 35 1423.461 No 1 Yes Nr, Sun, Mon, Tues, Thurs, Sat, 53, 58, 70 1476.034 No 1453.757
49 Stre Musc Yes 3 No Nr, Fri, 35 1430.609 No 1 No Nr, 35 1467.913 No 1436.234
49 Stre Join Yes 3 No Nr, Mon, Tues, Thurs, Fri, 35 1417.059 No 2 No Nr, Mon, 35 1440.792 No 1416.620
52 Stre Join No No 1 Yes Nr, Sun, Mon, Tues, Sat, 10, 26, 53 1095.838 No 1016.793
52 Stre Pelv No No 2 Yes Nr, Sat, 10, 26 1143.362 No 1071.698
52 Stre Naus Yes 2 Yes Nr, Sun, Mon, Tues, Wed, Fri, 10, 26 1063.162 Yes 2 Yes Nr, Mon, Thurs, Fri, Sat, 10, 26, 53 1065.268 No 1088.074
53 Stre Naus Yes 6 Yes Mon, Tues 1426.306 No 2 Yes - 1454.526 No 1505.249
53 Stre Musc Yes 5 Yes - 1272.809 No 4 No 39, 55, 80 1308.432 No 1293.011
53 Stre Numb Yes 7 Yes - 1387.167 No 3 Yes Nr 1462.394 No 1444.496
54 Stre Abdo Yes 7 No Nr, Sun, 18, 27, 37, 42 1352.274 No 1 Yes Nr, Sat, 21, 27, 42, 53, 71 1461.412 No 1364.378
54 Stre Musc Yes 2 No Tues 1439.613 Yes 1 No Nr, Tues, Sat 1480.292 Yes 1430.030
54 Stre Tigh Yes 2 No - 1424.033 Yes 2 No Sat 1426.254 Yes 1405.171
56 Stre Join Yes 3 Yes Thurs 1379.798 No 1 No Nr, Thurs, 35, 43 1380.596 No 1353.073
56 Stre Head Yes 7 No Nr, Wed, Thurs, 43 1342.21 No 4 No Nr, Mon, Thurs, 35, 46 1393.287 No 1334.264
56 Stre Weak Yes 3 Yes Mon, Tues, Thurs, 8, 59 1403.717 No 1 Yes Thurs, 8 1415.349 No 1385.307
57 Stre Musc Yes 1 Yes Nr, Thurs, 38, 50, 90 1160.214 No 6 Yes Nr, 38, 50, 90 1135.99 No 1178.149
57 Stre Bowe Yes 5 Yes Nr, 38, 50, 67, 90 1133.843 No 1 Yes Nr, 38 1189.526 No 1147.513
57 Stre Weak Yes 2 Yes Nr, 38, 50, 90 1221.747 No 1 No Nr, 38, 90 1326.232 No 1295.919
58 Stre Bowe Yes 3 No Nr 1508.038 No 2 No Nr, Mon, Tues, Thurs, Fri, Sat 1531.478 Yes 1522.983
58 Stre Join Yes 2 No Nr, Sun, Mon, Tues, Wed, Thurs, Fri 1475.186 No 1 Yes Nr, Sat 1486.895 No 1462.348
58 Stre Back Yes 2 No 5 1439.488 No 1 No Nr, Sat, 2, 5 1463.024 No 1428.737
60 Stre Abdo Yes 3 Yes Nr 900.25 Yes 7 No Nr, Tues, Sat, 29 855.2571 No 903.296
60 Stre Tigh Yes 1 Yes Nr, 85 863.853 No 1 No Nr, Tues, Fri, 15 942.1793 No 869.829
60 Stre Head Yes 1 Yes Nr 889.988 No 1 No Nr, Tues, Fri 1038.374 No 960.950
63 Stre Musc Yes 5 Yes Sun, Tues, 14, 20, 47, 70, 74, 77, 85, 86 1307.663 No 3 Yes Sun, 14, 20 1356.493 No 1336.695
63 Stre Abdo Yes 3 Yes Sun 1291.64 Yes 1 Yes Sun 1309.721 No 1499.632
63 Stre Head Yes 3 Yes Sun 1434.434 Yes 3 Yes Sun, Fri 1444.03 No 1551.692
64 Stre Abdo Yes 2 Yes - 1426.985 Yes 2 Yes - 1442.928 No 1585.819
64 Stre Musc Yes 1 Yes Mon, Wed 1626.654 Yes 1 No Tues, Fri, Sat, 8, 26, 42 1675.961 No 1635.979
64 Stre Ches Yes 2 Yes Thurs, 45, 57 1676.675 No 2 No Nr, 8, 26 1752.614 No 1714.988

by the Autovar and the manual approach differed with respect
to applying a log transformation. Of the remaining 39 data sets
where both approaches found a model, there are 34 instances
(87%) where Autovar had a lower (better) BIC score than the
manual approach, and 5 instances (13%) where the manual
approach had the lower BIC score.

For the 27 data sets for which both Autovar and the manual
approach found a valid model, there are 3 cases (11%) where
Autovar favors a log-transformed model while the manual
approach favors a model without log transformation. Cases
where a valid model of the manual approach favored a log
transformation while Autovar did not, did not occur. For the
remaining 24 data sets where both approaches used the same
log transformation setting, Autovar had the lower BIC score
22 times (91.7%) compared to 2 times (8.3%) for the manual
approach. In both instances where the manual approach had
the lower BIC score, this was due to using a high lag (11) that

is outside the search range of Autovar.
Surprisingly, in all 5 instances (18.5% of 27) where the

lag order, log-transform, and exogenous variables are identical
for Autovar and the manual approach, Autovar still reached a
lower BIC score because of a difference in the constraints
used. In these cases, Autovar has one or two different con-
straints that result in a slightly lower BIC score. These results
suggest that the added complexity of our constraint-finding
method in practice may frequently result in better constraints.
Another surprising result is that the built-in preference of
Autovar for favoring models with fewer masked outliers did
not result in significantly higher BIC scores on average.

While not shown in the results, we note that in 21 out of 27
cases (77.8%) where both Autovar and the manual approach
find a valid model, Autovar also found a model at the same lag
order and with the same log-transform setting as the manual
model (with the only differences being in the exogenous
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variables and the constraints). One of these cases (42 Stre
Head) was the only tested case where setting a constraint that
invalidates the model would result in a valid model (with a
lower BIC score than the solution of Autovar) by adding more
constraints. This finding supports our implicit assumption that
such constraint combinations occur infrequently in practice.
Reasons for Autovar not finding certain models are due to the
manual approach using higher lags or different outliers (i.e.,
there is one instance where a mistake was made in calculating
the set of outliers in the manual approach which resulted in a
valid model). The number of valid models missed because of
constraining only valid models is not reflected in these results,
as both approaches applied constraints only to valid models.

8) Clinical interpretation: As an example of the clinical
interpretation of the learned models, we take a closer look at
one of the data sets used in our evaluation, 57 Stre Bowe.
The most interesting part for clinicians would be the Granger
causality summary as reported by Autovar. For this particular
data set, it shows the following as part of its output:
Granger causality summary of all 12 valid models:

66.67% Bowe +Granger causes+ Stre (8 models) (sign: 7 +, 1 )
33.33% <None> (4 models)

This output indicates that in 8 of the 12 valid models
Autovar found, there is one Granger causality relation found.
This gives reasonable confidence to assume that this relation
is indeed present in the data set. These summary results are
more reliable than deriving conclusions from any individual
model, since any individual model may has passed the tests
by chance.

The above information can be interpreted as stating
that an increase/decrease in bowel symptoms causes a in-
crease/decrease in stress. Since by the validity assumptions
we know that this relation is significant, our Autovar output
could suggest to a clinician that it is more effective to treat
for bowel symptoms than to treat for stress symptoms, since
the latter are at least partially caused by the former. Without
having a tool to find these relations, it would be very hard for
a clinician, or very time costly for a statistician, to deduce the
right conclusions from the electronic diary data of a patient.

B. Performance

Next, we consider aspects of time complexity, memory
complexity, and scalability of our approach.

1) Time complexity: The minimum number of models eval-
uated by Autovar is O(4l), where l is the number of lags to
consider, i.e., max_lag - min_lag + 1. The factor 4 = 22

follows from considering at most 2 options for applying a log
transformation and 2 options for including weekday dummy
variables. In the worst case, if the stability test fails for all
initial models, we need to evaluate twice this number of
models. In addition, for each of the stable models, we may
need to evaluate an additional set of models depending on the
outcome of the residual diagnostic tests. Thus, the total number
of models that is evaluated is O(4l+4l4k), with k the number
of endogenous variables, since we may need to consider all
possible subsets of outliers for up to 3 iterations. Since we
are estimating a VAR model in every step, which is a costly
operation, k cannot be too large. Adding one endogenous
variable to the system will cause Autovar to take about four

times as long to evaluate all models. We have tested Autovar
with k = 2 and k = 3, and it typically runs between 1 and 3
seconds for k = 2 and up to a minute for k = 3, measured as
single-threaded run time on an i7 PC at 3.5GHz. We have not
tested Autovar with k ≥ 4.

The maximum number of valid models returned by Autovar
is O(8l4k). The derivation of this bound follows the reasoning
above, and taking into account that for every valid model we
also return a constrained version. The different iterations of
outliers are often mutually exclusive, so the full 4k subsets of
models will rarely, if ever, all be estimated. In practice, we
of course find that the number of valid models returned by
Autovar is far lower. For example, for the data sets shown
in Table I, where k = 2 and l = 8, the average number of
valid models returned by Autovar per data set is 8.07 with a
standard deviation of 5.17 and a maximum of 27.

A significant portion of the running time is spent on finding
constraints for the valid models found. Following the above
reasoning we find that an upper bound on the number of
models to be restricted is O(4l4k). Recall from Section III-E
that the constraint-setting procedure has O(n2), with n the
number of terms in the equations. Since there are k equations,
the number of terms in the equations is k times the number
of terms in one equation. In the unconstrained models, each
of the k endogenous variables appears with all its l lags in
each equation. It follows that the total number of terms in an
unconstrained model is O(lk2). With an O(n2) complexity for
setting constraints, in the worst case we perform O(l2k4) full
VAR model estimations for every valid unconstrained model.
To put these numbers in perspective, for, e.g., a model with
k = 3, l = 6, and having found 3 valid unconstrained models,
we spend around half the running time on constraining the 3
valid models found and the other half on assessing the validity
of all models under consideration.

2) Memory complexity: Our approach requires the imple-
mentation to retain a list of all model configurations in mem-
ory. We need to distinguish between 2 options for applying a
log transformation, 2 options for including weekday dummy
variables, 2 options for applying restrictions, and 2 options for
trend variable inclusion. In addition, we need to encode the
lag order of the system and the iterations for masking outliers
for the k endogenous variables.

Figure 6 shows how model configurations can be repre-
sented as integer numbers. The iterations for masking outliers
for the different equations can be encoded as a 2 bit number
because the iterations range from 0 to 3, inclusive. For a
system with two variables, we find that 2·k+8 = 2·2+8 = 12
bits are needed to represent each possible model configuration.
If we encode model configurations as numbers indexing into
a Boolean array, this array would need to have a size of
212 = 4096. If we assume that 1 byte of memory is used
per element in a Boolean array, when k = 2, retaining
the “processed” state of all model configurations requires
4KB of memory. However, to accommodate debugging, our
implementation in R is less space efficient.

To generate its output, our approach also needs to re-
tain the valid VAR model estimations in memory. From the
time complexity analysis we know that our approach finds
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Fig. 6. Encoding a model configuration as an integer number. A total of 2k+8
bits (with k the number of endogenous variables) is required to distinguish
between all possible model configurations.

O(8l4k) valid models. The size of the estimated models is
implementation-dependent and varies in practice, but includes
at least the coefficients of the terms of the formula. On the
assumption that the storage size for a model estimation grows
linearly in relation to the number of coefficients in the model,
the memory size for a model estimation scales with O(lk2).

3) Scalability: For finding and outputting models for all
60 data sets of Section IV-A on an i7 PC at 3.5GHz, Autovar
required around 25 minutes single-threaded execution time in
total. This does not include the approximate 10 minutes that
the authors needed to write an R script to process all data sets
in sequence using Autovar. In comparison, the analysis of the
experts working manually required several working days.

While not exploited in the current implementation of Auto-
var, our approach for constructing and evaluating VAR models
(Algorithm III.1) allows for parallelization. The conditions
are that all access to queue Q and result list R must be
synchronized by mutual exclusion. If each initial model con-
figuration and the variations thereof were to be executed in
parallel (requiring at least 4l processors), then assessing the
validity of all models takes O(1 + 4k) time. If we may
assume that k ≤ 3, assessing the validity of all models
can be performed in constant time, with a constant factor of
at most 65 VAR model estimations per processor. However,
reducing the complexity of or introducing parallelization to
the constraint-setting procedure is more difficult and remains
a bottleneck in our approach. Even if all valid models were
constrained on different processors, each processor would still
have to perform O(l2k4) full VAR model estimations.

V. RELATED WORK

The findings of the current study are consistent with those
of Hendry and Krolzig [5], who found that automatic mod-
eling techniques can perform on a competitive level with
experts working manually. However, previous work warns
for an approach based on “data mining” for models as it
could potentially lead to random models passing tests by
chance [26]. This issue applies to Autovar as well. However,

the relatively low number of models that Autovar evaluates
on average combined with the low probability of a random
model passing all three tests render it unlikely that any random
models passed the tests for the data sets we tested on. Autovar
performs three tests at a 0.05 significance level, and if we
were to assume that all three tests are independent, then there
is a probability of 0.053 = 0.0125% of a model randomly
passing all three tests. That translates into evaluating 8000
models on average before we expect to see one random model
passing all tests. For the data sets of Table I, the maximum
number of distinct models we tested for any particular data
set was 237 (with an average of 63.8). However, if we assume
a worst-case scenario in which two of the three tests are fully
statistically dependent, the probability of a model passing all
tests randomly becomes 0.052 = 0.25% or 1 in 400 models,
which makes the event more probable. This is one of the
reasons why Autovar returns not one best model, but all valid
models found, along with summary statistics to show the user
which model configuration settings are common among the
valid models. Returning multiple valid models instead of just
one is one of the main distinctions between Autovar and other
approaches to automated model selection. We consider it to be
one of its main contributions because a list of all valid models
found for a data set grants more insight into the properties of
the valid models than a single model does. For example, if
we want to determine whether a certain Granger causality is
present in a data set, an approach that returns a single model
could only base its answer on the relations found in that model,
while Autovar can average over all valid models found and
answer in the form of a probability.

A. PcGive

Here we present a comparison of the functionality of
Autovar to that of PcGive. To the best of our knowledge,
PcGive (previously PcGets [26]) is currently the only other
software that can perform fully automated VAR model fitting.
RETINA [9] is another known implementation for automated
model selection but is not suited for vector autoregres-
sion. Other software exists for modeling vector autoregres-
sion, e.g., Eviews, Mathematica, Matlab, TSP, GAUSS, gretl,
SHAZAM, R (also available in sage and S-PLUS), LIMDEP
and NLOGIT, Stata, RATS, and Microfit, but these programs
do not feature automated model selection. There are, however,
frameworks that provide a theoretical basis for an automated
approach to model selection. Pesaran and Timmermann [27]
describe a non-sequential approach with specific-to-general
aspects [26], and Phillips provides the basis for a Bayesian
framework for automated model selection [28].

We compare the functionality of Autovar and PcGive in
Table II. This table compares features and functionality (left
column) of Autovar (middle column) to those of PcGive (right
column). The automatic data imputation for missing values is
described in Appendix A.

B. Discussion

From Table II, we see that PcGive is a more extensive
software suite. It supports not only VAR modeling but various
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TABLE II
COMPARING THE FUNCTIONALITY OF AUTOVAR AND PCGIVE

Autovar PcGive 14

Approach Exhaustive search restricted by
statistical tests.

General-to-specific modeling
strategy.

Model-selection results Multiple valid models. A single best model.
Additional results Granger causality summary,

Contemporaneous correlation
summary, model configuration
summary statistics, plots of in-
put variables, test results.

Test results for the model re-
turned, plots of input variables,
forecasts, simulation and im-
pulse response, dynamic analy-
sis, cointegration tests.

Max. lag setting Yes Yes (set per variable)
Zero-order lag models Yes Yes
Outlier detection Large residuals. Large residuals, impulse indica-

tor saturation, or step indicator
saturation.

Automatic outlier variables Yes Yes (with linear combinations)
Automatic weekday variables Yes No
Automatic day-segments vars. Yes No
Automatic trend inclusion Yes (by Phillips-Perron test) No
Automatic log-transforms Yes No
Automatic constraints Yes (equation-specific) Yes
Portmanteau test Yes Yes
Homoskedasticity test Yes Yes
Normality test Yes Yes
Chow test No Yes
Stability test Yes No
Validity test inclusion Not configurable Configurable
Automatic data imputation Very limited No
Scripting support Yes (R script) Yes (OxMetrics batch language)
Modeling non-VAR systems Not supported Supported
Data input formats supported STATA, SPSS STATA, Excel, *.csv

other statistical models as well. Furthermore, it not only finds
models but can also apply them, for example in forecasts and
impulse response simulations. Autovar, on the other hand, is
easier to use and incorporates more automation. It features
automatic creation and inclusion of seasonal dummy variables
for weekdays and day segments, of trend variables, of log
transformations of the data, and of constraints specific per
VAR equation. These aspects of automation make Autovar
easier to use because in most cases a user can just access the
web application, upload a data set, select the VAR columns
and click “Run.” With respect to configurability, PcGive favors
an approach of extensive configurability that relies on the
expertise of the user in specifying the proper settings, while
Autovar prefers an approach of automatically trying to deter-
mine which settings to use for a data set, having embedded
the expertise in its algorithms for finding models. Another
important distinction is that Autovar discards any models that
fail any of the tests while PcGive always finds and returns a
best model, even when it is not valid.

VI. CONCLUSIONS

With the recent developments of widespread portable con-
sumer electronics devices being used as a means of data
collection in healthcare, we investigated whether a fully au-
tomated approach to vector autoregression is possible that
does not require statistical expertise to operate, while still
closely resembling the logic and decision-making of statis-
ticians working manually. The existing alternative follows
a general-to-specific [5] approach that is different from the
approach implemented in Autovar, and it does not automate
some of the key operations that a statistician might perform
when working manually (e.g., log-transforming a data set or
including dummy variables for weekdays). Autovar leverages
the power of automation to consider more potential models
and to improve on the manual process by developing a novel
way for finding better constraints. Autovar serves as a proof
of concept, and in this paper we compared its performance

against experts working manually, and its features against
those of commercially available software (PcGive).

The results need to be interpreted with caution because the
performance does not necessarily generalize to other manual
analyses or data sets. Autovar needs to undergo simulation
studies and statistical evaluation in order to assess the prop-
erties of the approach and to determine whether the approach
is useful outside the context of patient diary data. Also note
that, for patient diary data in particular, VAR analysis may
not be accurate when measurements are obtained at unequal
intervals. Autovar currently has no functionality to preprocess
the data to account for unequal intervals, and only very limited
support for imputing missing values. With regards to the
comparisons performed in the current study, we note that
AIC/BIC scores are not the only measure of fit for ranking
models. For example, the model with the best predictions is
not necessarily the model that has the best fit on the current
data [7, pp. 62]. Moreover, in practice, a model that does not
pass all validity tests can still be useful if it is reasonably close
to passing those tests. These considerations are often taken
into account by human experts. Because Autovar discards any
models that fail any of the tests, its performance depends on
the particular set of validity tests chosen, and since this set
is not configurable, the flexibility of the approach is heavily
limited.

We conclude by stating that the most important implication
of Autovar is in making vector autoregression feasible on a
large scale. Current manual approaches may require days for
analyzing a single data set, i.e., they function on a small scale
only. Likewise, other automated approaches work only on a
small scale because their operation still requires a background
in statistics. This is because applying, and determining the
applicability of, certain actions, such as log-transforming the
data, including a trend, or creating seasonal dummy variables,
is not covered by automation in other automated approaches.
Scaling any of the current alternatives, including any manual
approach, to process multiple data sets in parallel would
require employing multiple statisticians, which is expensive.
Autovar, on the other hand, can perform the same tasks in
minutes and does not require statistical expertise because its
operation can be fully automated with trivial efforts (e.g., a line
of R code to call Autovar with a filename). Thus, Autovar can
work on a large scale at merely the cost of hardware.

Autovar is a demonstration of an exhaustive approach for
VAR model selection that is relatively safe to use. The require-
ment is that there is enough logic implemented to restrict the
search space for models to the extent where the possibility
of random models passing tests by chance is virtually nil.
Under this assumption, performing large scale VAR model
analysis without a background in statistics appears feasible,
and a widespread application of fast and easy automated VAR
analysis in healthcare could benefit more patients.
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APPENDIX A
IMPLEMENTATION

We developed Autovar as a package in the open-source
statistical programming language R [1]. The source of Autovar
is publicly available on GitHub [2].

A. Imported, modified, or implemented functions

Autovar makes use of other open source packages. The
model evaluation uses the VAR function from the vars
package [3] to construct the VAR models. Reading the STATA
and SPSS file input uses the foreign package [4]. For the
implementation of the Phillips-Perron test, we use the pp func-
tion from the urca package [5]. We use the vars::roots
function [3] for the stability test.

The web application front-end is a single HTML page, styl-
ized with Bootstrap [6]. The back-end is an Apache server [7]
running OpenCPU [8] to provide a RESTful interface for
executing R code from a web-application. The web application
uses the knitr [9] and markdown [10] packages to render
output from R in HTML form. The ggplot2 [11] package is
used to display graphs. A live version of the web application
can be accessed from http://autovar.nl.

In addition to building the Autovar framework, we im-
plemented or adapted several statistical functions because
previous implementations either did not exist, were faulty, or
were otherwise unusable for our purposes.

We implemented the Portmanteau test, modeled after the
approach from Ljung-Box [12], as part of Autovar ourselves
in order to obtain results separately per VAR equation. Our
approach relies on the individual assessment of the VAR
equations to identify the residuals for which to mask additional
outliers in dummy variables (Section III-D2). The implemen-
tation that we wrote in Autovar resembles the wntestq
function from STATA, in that we calculate the Portmanteau test
statistic for each individual equation. There was an existing
implementation of the Portmanteau test available in the vars
package, as a function called vars::serial.test [3], but
it returns results for the model as a whole rather than individual
results per equation.

We implemented two Skewness-Kurtosis tests as part of
Autovar, the Jarque-Bera test (comparable to jbtest in
STATA) and the Skewness-Kurtosis test (sktest in STATA).
The vars package in R does include an implementation
of the Jarque-Bera test by means of the jb function, but
this function does not suit our needs for two reasons. First,
the vars::jb function does not separate the skewness and
kurtosis values per variable but only returns one set of values
for all VAR equations. Second, the vars::jb function, as
it is available to us (version 1.5-0), is not compatible with
constrained models. We thus implemented a Jarque-Bera test
function jb_test as part of Autovar following the approach
described in [13]. For handling smaller sample sizes, we
implemented another such test, called the Skewness-Kurtosis
test [14], [15]. This function is now the default Skewness-
Kurtosis test in Autovar, but the Jarque-Bera test remains
available as an option.

Fig. 7. Part of the user interface of the web application front-end of Autovar.

B. Input data and parameters

The minimum required parameters for Autovar to run are
the name of an input file and the names of the endogenous
variables. Autovar accepts STATA (.dta) or SPSS (.sav) input
files. The rows in a data file should correspond to consecu-
tive measurements at equidistant time intervals. The columns
should represent the different variables measured. The user
specifies which columns of the input file should be included
as endogenous variables. The web application interface for this
process is shown in Figure 7. In this appendix, we show how
Autovar can be used on the data set 45 Stre Musc from
Table I.

The maximum lag length can be specified manually for
optimal results (Figure 7). There is a default value of 3, but
the maximum lag length should typically be chosen based on
theoretical and practical considerations (e.g., as a multiple of
the sampling frequency and taking the number of observations
into account). Autovar has the option to extend the search
space to include zero-order lag models. Zero-order lag models
are effectively lag-1 models with all lag-1 terms constrained
in all equations. Thus, if a zero-order lag model passes the
validity tests, it means that each endogenous variable can be
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Fig. 8. Part of the user interface of the web application front-end of Autovar,
showing settings of the Exogenous Variables tab.

accurately approximated by a constant, unaffected by time or
previous measurements.

C. Exogenous variables

In our approach, we toggle trend inclusion for models that
fail the eigenvalue stability test. It serves to note that for
the electronic patient diary data sets we tested on, the model
stability test has not failed once, and thus all our models adhere
to the Phillips-Perron test recommendations with regards to
trend inclusion. Figure 8 shows that in the web application
of Autovar the inclusion of trend variables for any model can
optionally be disabled.

Columns for the seasonal dummy variables are generated
by Autovar and hence do not need to be present in the
data set. The user only needs to specify the date of the
first measurement, the sampling frequency (the number of
measurements per day), and the offset (specified as the part
of day of the first measurement). Under the assumption that
the data set does not contain any missing records, Autovar
then constructs weekday dummy variables, and if there is
more than one measurement per day, Autovar also constructs
dummy variables for the different day segments. If there is
no timestamp data available for the supplied data set, or
when it contains missing values, Autovar runs without creating
seasonal dummy variables.

For every full set of seasonal dummy variables, Autovar
includes all but one. The reasoning is that the presence of
the omitted variable can be derived from the others. Hence,
introducing this linear dependency does not contribute to the
expressive power of the model. For example, in the case of
weekdays, we include six dummy variables for six of the
weekdays since we know the seventh is one if and only if
all the others are zero. A similar construction holds for the
dummy variables for day segments. For example, in Figure 4,
the PM column is the inverse of the AM column, and can thus
be removed without the model losing any expressive power.

For calculating the seasonal dummy variables in particular,
Autovar assumes that the data set represents a sequence of
measurements with a constant amount of time between consec-
utive measurements. To account for missing values, Autovar
currently has a very limited, basic imputation scheme using
linear interpolation applied to the five closest surrounding
points (taking the mean for numerical data, and the mode for
nonnumeric data). More sophisticated methods for imputation
(such as expectation maximization imputation [16]) are cur-
rently not implemented.

For masking residual outliers in dummy variables, the
default iteration limit in Autovar is 2 (masking residual outliers
at 3×std.), but can be set to any integer between 0 (meaning
no outliers are masked) and 3 (masking outliers at 2.5×std.)
inclusive. A setting of 0 signifies that the models should not
use outlier dummy variables at all. For the third iteration, we
opted to include outliers of the squared residuals also. This
iteration is only used if we specifically choose to (because it
is not the default setting), which is only when we were unable
to find any valid models using up to two iterations.

While all equations in the unrestricted VAR model include
the same set of outlier dummy variables, their regression
coefficients (ζ and η in (1)) are likely to differ. In addition,
Autovar has several options for distributing the indices over
a different number of outlier dummy variables. Instead of
creating one dummy variable for all outliers, the default setting
in Autovar is to split up the indices per endogenous variable.
If further fine-tuning is needed, Autovar also has the option
to create one dummy variable for each outlier.

The reason for the default setting of combining the outliers
into a single variable per equation is that we found that in
many cases the effect of better configurability on the AIC/BIC
scores is relatively small compared to the effect of reducing the
number of exogenous variables in the equations by compacting
outlier dummies into single variables. Partitioning the outliers
into individual variables in theory should allow for better con-
figurability of the model but may incur a slight performance
hit due to the increase in the number of terms of the VAR
equation.

D. Web application output

The web application functions as a user interface wrapped
around the functionality of the Autovar R-package. It is
designed to perform VAR analysis quickly and exposes the
most commonly used features of Autovar. Its output contains
summaries and details for the valid models found, and thus
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Fig. 9. Part of the output shown by the web application front-end of Autovar,
illustrating how data sets are loaded and how the time series data is visualized.

can convey a comprehensive understanding of the time series
data.

The selected options in the user interface (e.g., Figures 7 and
8) are converted into function calls interpreted by the Autovar
package. The output shows these snippets of R code (in gray
boxes) interspersed with their resulting output text and figures.

When the user clicks the “Run” button on the web applica-
tion, Autovar performs a number of function calls and shows
the generated output. First, the data set is loaded and a trend
variable is added (Figure 9). Next, timestamps are set, creating
dummy variables for day segments and weekdays. Then, plots
are shown to display the endogenous variables graphically.
Finally, Autovar calls the main procedure for finding valid
models, and shows a graphical summary of contemporaneous
correlations found in the valid models (Figure 10), a graphical
summary of Granger causalities found in valid models (Fig-
ure 11), a summary of properties of the valid model configu-
rations, and the full list of valid model configurations found,
sorted by AIC/BIC score. For the best log-transformed model
and the best model without log transformation, Autovar also
shows a more detailed description. This description includes
coefficients, standard errors, and p-values for the terms as well
as the output of the validity tests.
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